
The DrizzlePac Handbook

Hubble Division
3700 San Martin Drive
Baltimore, Maryland 21218
help@stsci.edu

Produced automatically from
http://mediawiki.stsci.edu/mediawiki/index.php/Telescopedia:Astrodrizzle:Print Draft Handbook

on Wednesday, March 14, 2012.

http://mediawiki.stsci.edu/mediawiki/index.php/Telescopedia:Astrodrizzle:Print_Draft_Handbook


ii �



Contents

0.1 Inside Cover . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

0.1.1 User Support . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

0.1.2 World Wide Web . . . . . . . . . . . . . . . . . . . . . . . . . 1

0.1.3 Drizzle Revision History . . . . . . . . . . . . . . . . . . . . . 1

0.2 Acknowledgements . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

0.3 How to use this Handbook . . . . . . . . . . . . . . . . . . . . . . . . 2

1 Introduction to AstroDrizzle and the DrizzlePac Package 5

1.1 What are AstroDrizzle and DrizzlePac? . . . . . . . . . . . . . . . . 5

1.1.1 1.1 What are AstroDrizzle and DrizzlePac? . . . . . . . . . . 5

1.2 What’s new in AstroDrizzle? . . . . . . . . . . . . . . . . . . . . . . 6

1.2.1 1.2 What’s new in AstroDrizzle? . . . . . . . . . . . . . . . . 6

1.3 What’s Different about Data from the Archive? . . . . . . . . . . . . 9

1.3.1 1.3 What’s Different about Data from the Archive? . . . . . . 9

1.4 An AstroDrizzle Sampler Introductory example using HRC flt.fits data 11

1.4.1 1.4 An AstroDrizzle Sampler . . . . . . . . . . . . . . . . . . 11

2 Description of the Drizzle Algorithm 13

2.1 Image Reconstruction and Restoration Techniques . . . . . . . . . . 13

2.1.1 2.1 Image Reconstruction and Restoration Techniques . . . . 13

2.2 The Drizzle Concept . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.2.1 2.2 The Drizzle Concept . . . . . . . . . . . . . . . . . . . . . 15

2.3 Weight Maps and Correlated Noise . . . . . . . . . . . . . . . . . . . 18

2.3.1 2.3 Weight Maps and Correlated Noise . . . . . . . . . . . . . 18

iii



iv � CONTENTS

2.4 Characteristics of Drizzled Data . . . . . . . . . . . . . . . . . . . . . 22

2.4.1 Sampling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.4.2 Photometry . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.4.3 Astrometry . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

3 Astrometric Information in the Header 29

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.2 The CD Matrix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.2.1 The CD Matrix . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.3 How Distortions are Represented in AstroDrizzle . . . . . . . . . . . 32

3.3.1 3.3 How Distortions are Represented in AstroDrizzle . . . . . 32

3.4 Distortion Information in Pipeline-calibrated Flat Field Images . . . 39

3.4.1 3.4 Distortion Information in Pipeline-calibrated Flat Field
Images . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

3.5 The Headerlet . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.5.1 The Headerlet’s Role in Managing the WCS Information . . . 47

3.5.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.5.3 Source Image . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.5.4 Headerlet Definition . . . . . . . . . . . . . . . . . . . . . . . 50

3.5.5 User-Defined Headerlet . . . . . . . . . . . . . . . . . . . . . 51

3.5.6 Application of a Headerlet . . . . . . . . . . . . . . . . . . . . 52

3.5.7 Software Requirements . . . . . . . . . . . . . . . . . . . . . . 53

3.5.8 Headerlet API . . . . . . . . . . . . . . . . . . . . . . . . . . 53

4 The DrizzlePac Package 57

4.1 an Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

4.1.1 an Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

4.2 the New Drizzle Workhorse . . . . . . . . . . . . . . . . . . . . . . . 58

4.2.1 The New Drizzle Workhorse . . . . . . . . . . . . . . . . . . 58

4.2.2 4.2.1 AstroDrizzle Steps . . . . . . . . . . . . . . . . . . . . . 59



CONTENTS � v

4.2.3 4.2.2 AstroDrizzle Parameters . . . . . . . . . . . . . . . . . . 61

4.2.4 Initialization . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

4.2.5 Static Mask Creation . . . . . . . . . . . . . . . . . . . . . . 66

4.2.6 Sky Subtraction . . . . . . . . . . . . . . . . . . . . . . . . . 67

4.2.7 Create Separate Drizzled Images . . . . . . . . . . . . . . . . 69

4.2.8 Create Median Image . . . . . . . . . . . . . . . . . . . . . . 69

4.2.9 Blot Median Image . . . . . . . . . . . . . . . . . . . . . . . . 73

4.2.10 Remove Cosmic-rays . . . . . . . . . . . . . . . . . . . . . . . 73

4.2.11 Create Final Cleaned, Combined Product . . . . . . . . . . . 76

4.2.12 Override Instrument Specific Parameters . . . . . . . . . . . . 78

4.3 AstroDrizzle in the Pipeline . . . . . . . . . . . . . . . . . . . . . . . 78

4.3.1 4.3 AstroDrizzle in the Pipeline . . . . . . . . . . . . . . . . . 78

4.4 The DrizzlePac Package . . . . . . . . . . . . . . . . . . . . . . . . . 84

4.4.1 4.4 The DrizzlePac Package . . . . . . . . . . . . . . . . . . . 84

4.4.2 drizzlepac tasks . . . . . . . . . . . . . . . . . . . . . . . . . 86

4.4.3 STWCS tasks . . . . . . . . . . . . . . . . . . . . . . . . . . 99

5 Reprocessing with the DrizzlePac Package 103

5.1 Beyond the Standard Calibration Pipeline . . . . . . . . . . . . . . . 103

5.1.1 5.1 Beyond the Standard Calibration Pipeline . . . . . . . . . 103

5.2 Introduction to TEAL and Python Interfaces . . . . . . . . . . . . . 104

5.2.1 5.2 Introduction to Teal and Python Interfaces . . . . . . . . 104

5.3 Aligning Images in AstroDrizzle . . . . . . . . . . . . . . . . . . . . . 109

5.3.1 5.3 Aligning Images in AstroDrizzle . . . . . . . . . . . . . . 109

5.3.2 Alignment Error Sources . . . . . . . . . . . . . . . . . . . . . 109

5.3.3 Visit Alignment . . . . . . . . . . . . . . . . . . . . . . . . . . 109

5.3.4 Inter-visit alignment . . . . . . . . . . . . . . . . . . . . . . . 110

5.3.5 Combining large mosaics or data from multiple programs . . 110

5.3.6 User Defined Shifts . . . . . . . . . . . . . . . . . . . . . . . . 110

5.3.7 Tweakreg . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

5.4 Running AstroDrizzle . . . . . . . . . . . . . . . . . . . . . . . . . . 116



vi � CONTENTS

5.4.1 Sky Subtraction . . . . . . . . . . . . . . . . . . . . . . . . . 116

5.4.2 Cosmic-Ray Rejection . . . . . . . . . . . . . . . . . . . . . . 119

5.4.3 Selecting the Optimal Scale and Pixfrac . . . . . . . . . . . . 121

6 Using DrizzlePac for Combining Images 125

6.1 Optimizing the Image Sampling for Single Visit . . . . . . . . . . . 125

6.1.1 Optimizing the Image Sampling for Single Visit . . . . . . . 125

6.2 Optimizing the Image Alignment for Multiple Visit . . . . . . . . . 131

6.2.1 Optimizing the Image Alignment for Multiple Visit . . . . . 131

6.3 Optimizing the Image Sampling for a Single Visit . . . . . . . . . . 132

6.3.1 Optimizing the Image Sampling for a Single Visit . . . . . . 132

6.4 Aligning Images with Large Roll Angles . . . . . . . . . . . . . . . . 132

6.4.1 Aligning Images with Large Roll Angles . . . . . . . . . . . . 132

7 Data Quality Checks and Troubleshooting Problems 133

7.1 Common problems and their solutions . . . . . . . . . . . . . . . . . 133

7.1.1 7.0 Data Quality Checks and Troubleshooting Problems . . . 133

7.1.2 Data Quality Checks . . . . . . . . . . . . . . . . . . . . . . . 133

8 Glossary of Terms 137

9 Appendix 139

9.1 HST Pointing Accuracy and Stability . . . . . . . . . . . . . . . . . 139

9.1.1 HST Tracking Stability at a Single Location . . . . . . . . . . 140

9.1.2 Precision of Commanded Offsets . . . . . . . . . . . . . . . . 141

9.1.3 Pointing Repeatability After Guide Star Re-acquisition . . . 141

9.1.4 Roll Angle Repeatability Over Multiple Visits . . . . . . . . . 142

9.2 Observational Dithering Options for Drizzling Data . . . . . . . . . . 143

9.2.1 Dithering Strategies . . . . . . . . . . . . . . . . . . . . . . . 143

9.2.2 Selecting the Right Dither Strategy . . . . . . . . . . . . . . 145

9.3 Previous Drizzle Software Packages . . . . . . . . . . . . . . . . . . . 165

9.3.1 First Generation Drizzle IRAF tasks . . . . . . . . . . . . . 166



List of Tables

1 Revision History . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

3.1 Standard SIP Keywords . . . . . . . . . . . . . . . . . . . . . . . . . 42

3.2 Excerpt of Table 2 from Draft Paper IV with Keywords Related to
Look-up Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

3.3 Standard Detector Distortion Correction Keywords . . . . . . . . . 46

3.4 A typical ACS/WFC exposure will be composed of the following set
of extensions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.5 The listing of the FITS extensions for a headerlet for the sample
ACS/WFC exposure after writing it out to a file would then be: . . 51

4.1 AstroDrizzle Parameters: Initialization . . . . . . . . . . . . . 64

4.2 AstroDrizzle Parameters: State of Input Files . . . . . . . . . 65

4.3 AstroDrizzle Parameters: Static Mask Creation . . . . . . . . 67

4.4 Parameters for AstroDrizzle Sky Subtraction . . . . . . . . . 70

4.5 Parameters for AstroDrizzle ‘Drizzle Separate Images . . . . 71

4.6 Parameters for AstroDrizzle Custom WCS for ‘Drizzle Sep-
arate Images . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

4.7 Parameters for AstroDrizzle: Create Median Image . . . . . 74

4.8 Parameters for AstroDrizzle: Blot Back the Median Image 75

4.9 Parameters for AstroDrizzle: Remove Cosmic Rays with
deriv, driz cr . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

4.10 Parameters for AstroDrizzle: Drizzle Final Combined Image 79

4.11 Parameters for AstroDrizzle: Custom WCS For Final Out-
put . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4.12 Parameters for AstroDrizzle . . . . . . . . . . . . . . . . . . . . 81

vii



viii � LIST OF TABLES

4.13 Excerpt of IDCTAB for four types of observing scenarios . . 85

5.1 Basic Parameters for Tweakreg . . . . . . . . . . . . . . . . . . . . . 117

5.2 Update Header Parameters for Tweakreg . . . . . . . . . . . . . . . 117

5.3 Optional Shiftfile Output Parameters for Tweakreg . . . . . . . . . 117

5.4 Coordinate File Description Parameters for Tweakreg . . . . . . . . 117

5.5 Reference Catalog Description Parameters for Tweakreg . . . . . . . 118

5.6 Object Matching Parameters for Tweakreg . . . . . . . . . . . . . . 118

5.7 Catalog Fitting Parameters for Tweakreg . . . . . . . . . . . . . . . 118

5.8 Parameters for Imagefind . . . . . . . . . . . . . . . . . . . . . . . . 119

5.9 Parameters for SExtractor . . . . . . . . . . . . . . . . . . . . . . . 120

6.1 Table 6.1.1: Contents of the Association Table for the Dithered
Images in this Example . . . . . . . . . . . . . . . . . . . . . . . 126

6.2 Table 6.1.2: Weight Image Statistics and PSF FWHM for
Various Final Drizzle Scale/Pixfrac Combinations . . . . . . 130

9.1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158



List of Figures

2.1 The effects of image convolution and sub-sampling The upper left im-
age represents a “true” image, as seen by a telescope of infinite aper-
ture. The upper right image has been convolved with the HST/WFPC2
PSF. The effect of sampling it with the WF2 CCD, as seen in the
lower left image, shows even more loss of spatial information. The
lower right image has been reconstructed using the Drizzle algorithm. 16

2.2 Schematic representation of how drizzle maps input pixels onto the
output image . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.3 A schematic view of the distribution of noise from a single input
pixel between neighboring output pixels. (This figure and much of
the discussion of correlated noise are taken from Fruchter and Hook
2002) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.4 PSF is taken directly from the HDF-N F450W drizzled image and
shows substantial variation about the Gaussian due to the effects of
non-uniform sampling, as well as possible additional charge-transfer
effects in the CCD . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.5 PSF from the HDF-N (Fruchter and Hook 1997) is a bright star taken
from a deep image with a nearly perfect four-point dither, and clearly
shows the improvement in the PSF resulting from the more uniform
sampling. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.6 The two dimensional histogram on the left represents the magnitude
of the stars in the 19x19 grid (originally of equal intrinsic brightness)
in a flat-fielded WF image. In order to compensate for the smaller
area on the sky of the pixels near the edge of the chip, the flat field
has artificially brightened the stars near the edges and the corners.
The image on the right shows the photometric results for these stars
after drizzling, which corrects for the geometric distortion. . . . . . 26

9.1 The sampling of the WFC3 IR detector on the sky. . . . . . . . . . . 149

9.2 The sampling produced by introducing a two-point dither using the
WFC3 IR detector. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

ix



x � LIST OF FIGURES

9.3 A four-point dither. . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

9.4 A three-point dither applied to the WFC3 NIR detector. . . . . . . . 151

9.5 A six-point dither. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

9.6 A one pixel shift in detector x- and y-axes as it would appear in the
undistorted POS TARG reference frame. . . . . . . . . . . . . . . . . 157



0.1. INSIDE COVER � 1

0.1 Inside Cover

0.1.1 User Support

For prompt answers to any question, please contact the STScI Help Desk.

� E-mail: help@stsci.edu1

� Phone: (410) 338-1082 or (800) 544 - 8125 (U.S., Toll Free)

0.1.2 World Wide Web

Information and other resources are available at the Dither Page:

� URL: http://stsdas.stsci.edu/multidrizzle/

0.1.3 Drizzle Revision History

Table 1: Revision History

Document Date Editors

The AstroDrizzle Handbook January 2012 Gonzaga, S., Hack W.,
Fruchter, A., Lindsay, K.,
Dencheva, N., Sosey, M.

The AstroDrizzle Mini-
handbook

October 2011 Gonzaga, S., Hack W.,
Fruchter, A., Lindsay, K.,
Dencheva, N., Sosey, M.

The MultiDrizzle Handbook November 2008 Fruchter, A., Sosey, M., Hack,
W., Dressel, L., Koekemoer,
A. M., Mack, J., Mutchler, M.
and Pirzkal, N.

HST Dither Handbook v.2.0 January 2002 Koekemoer, A. M., Gonzaga,
S., Fruchter, A., Biretta,
J., Casertano, S., Hsu, J.-
C., Lallo, M., Mutchler, M.,
Hook, R.

HST Dither Handbook v.1.0 December 2000 Koekemoer, A. M., Gonzaga,
S., Fruchter, A., Biretta,
J., Casertano, S., Hsu, J.-
C., Lallo, M., Mutchler, M.,
Hook, R.

Contributors This manual is the result of combined work, over the past 13 years,
of many people with major contributions from (in alphabetical order): John Biretta,
Stefano Casertano, Linda Dressel, Andy Fruchter, Shireen Gonzaga, Warren Hack,

1mailto:help@stsci.edu

http://stsdas.stsci.edu/multidrizzle/
mailto:help@stsci.edu
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Christopher Hanley, Richard Hook, J.-C. Hsu, Anton Koekemoer, Matt Lallo, Kevin
Lindsay, Jennifer Mack, Max Mutchler, Nor Pirzkal, and Megan Sosey.

Citation In publications, please refer to this document as: Gonzaga, S., Hack, W.,
Fruchter, A., and Lindsay K., eds. 2011, The AstroDrizzle Mini-handbook. STScI.

0.2 Acknowledgements

Information in this handbook represents the cumulative experience and contribu-
tions of many members of the STScI community, including the WFPC2, WFC3,
ACS, NICMOS and STIS instrument groups, the Observatory Support Group and
the Science Software Branch.

The Drizzle code, which is at the core of MultiDrizzle and AstroDrizzle software,
was originally developed by Richard Hook and Andy Fruchter. It was subsequently
implemented in the pipeline as MultiDrizzle, in an effort led by Anton Koekemoer.

AstroDrizzle, which is written primarily in C and Python, replaces MultiDrizzle in
the HST pipeline. Software development was led by Andrew Fruchter and Warren
Hack, with contributions from Nadia Dencheva, Michael Droettboom, Richard Hook
(ESA), Chris Sontag and Megan Sosey. Under the leadership of ACS and WFC3
team leads, Linda Smith and John Mackenty, respectively, the software was tested
by Amber Armstrong, Roberto Avila, Howard Bushouse, Misty Cracraft, Michael
Dulude, Shireen Gonzaga, Ray Lucas, Jennifer Mack, Max Mutchler, Larry Petro,
Norbert Pirzkal, Abhijith Rajan, and Leonardo Ubeda. Susan Rose and James
Younger provided the technical expertise for publication of this document.

0.3 How to use this Handbook

The DrizzlePac Handbook was written for both novice users and seasoned Drizzlers.
While you’re free to use this document anyway you wish, the following are our
recommendations:

DrizzlePac also brings with it a new way to process HST data. Historically, HST
data analysis had its roots in an IRAF package called STSDAS. Over the past
decade , there has been a gradual migration towards using Python and C for coding
the tasks. This led to a Python interface that mimicked IRAF/STSDAS called
PyRAF, which also came with a GUI interface for editing task parameters. With the
introduction of AstroDrizzle, more Python syntax is being utilized and a new GUI
interface, called Teal, is now used to edit task parameters. AstroDrizzle can either
be run from PyRAF using the TEAL GUI, or as Python commands. Examples
in this document use the TEAL GUI because it’s a convenient way to edit task
parameters, access help files, and save parameter values to a file for future use. A
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few examples using the Python syntax will also be available to users who prefer to
learn that interface.

If you’re new to HST data processing, please familiarize yourself with STSDAS
(http://www.stsci.edu/institute/software hardware/stsdas) before using this hand-
book for your data analysis. A good place to start is the HST Data Handbook Intro-
duction (http://www.stsci.edu/hst/HST overview/documents/datahandbook/intro cover.html).
If you’re working on data from a specific instrument, we also recommend a review
of the instrument’s data handbook.

There’s a wide range of drizzling experience among users who are already familiar
with HST data analysis. To help you get up to speed more quickly, here are some
recommendations.

� If you’re new to drizzling, we recommend that you start at Part 1 to learn
about the Drizzle algorithm. Then, do a quick review of Sections 2.1 and 2.2 to
familiarize yourself with the type of information that’s available there before
selecting an example that closely matches your data. Important information
in the examples will have links to relevant sections of the handbook. (We plan
to compile more examples at the DrizzlePac website, so be sure to also check
those examples to see if any are a better match to the type of data analyss
you’re doing.) The rest of the handbook can be used as a searchable reference,
and for those who prefer paper documents, an extensive index and glossary is
also included.

� Experienced Drizzlers may wish to start with learning about the differences
between MultiDrizzle and AstroDrizzle (sec. 2.1, 3.1, and 3.2) before trying
one of the examples. The rest of the document could be used as a searchable
reference. Important information in the examples will have links to relevant
sections of the handbook.

http://www.stsci.edu/institute/software_hardware/stsdas)
http://www.stsci.edu/hst/HST_overview/documents/datahandbook/intro_cover.html).
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Chapter 1

Introduction to AstroDrizzle and
the DrizzlePac Package

1.1 What are AstroDrizzle and DrizzlePac? . . . . . . . . . . 5

1.2 What’s new in AstroDrizzle? . . . . . . . . . . . . . . . . 6

1.3 What’s Different about Data from the Archive? . . . . . 9

1.4 An AstroDrizzle Sampler Introductory example using
HRC flt.fits data . . . . . . . . . . . . . . . . . . . . . . . . 11

1.1 What are AstroDrizzle and DrizzlePac?

1.1.1 1.1 What are AstroDrizzle and DrizzlePac?

AstroDrizzle is a software task that replaced MultiDrizzle in the HST data pipeline
on ???, 2011. It’s also available to users who wish to reprocess data using non-default
parameter settings that could improve the quality of their images. AstroDrizzle,
named for Astrometric Drizzle, was designed from the ground-up to improve the
handling of astrometry and geometric distortion.

DrizzlePac is a software package that replaces the Dither package in STSDAS. It’s
a suite of supporting tasks for AstroDrizzle which include:

� tweakreg and tweakback for aligning images in different visits.

� pixtopix transforms an X,Y pixel position to its pixel position after distortion
corrections.

5
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DRIZZLEPAC PACKAGE

� skytopix and pixtosky transforms between X,Y pixel positions sky coordinates,
respectively.

The “Drizzle” algorithm (Fruchter and Hook, 2002 http://arxiv.org/abs/astro-ph/9808087
) was developed as a powerful method for combining dithered HST images. Mul-
tiDrizzle was later created to serve as a wrapper script that sequentially performs
the steps needed to combine dithered images using Drizzle, as well as remove cosmic
rays in the final combined image.

For many years, MultiDrizzle (Koekemoer et al., 2002 http://www.stsci.edu/hst/HST overview/documents/dither handbook)
served as the pipeline software workhorse for combining HST observations. It was
particularly suited for dithered HST images in the same visit, where the telescope
pointing is offset between exposures. MultiDrizzle used pointing information in the
headers to align dithered data, then combined them while correcting for geometric
distortion and removing most artifacts such as cosmic rays and bad pixels. Users
were also able to use MultiDrizzle to reprocess their data to include images from
other visits, and in some situations, regain some of the resolution lost in the original
undersampled images.

AstroDrizzle continues to perform the same functions as MultiDrizzle. But it also
holds significant improvements in how the data is processed, including better han-
dling of astrometric information. Bugs in MultiDrizzle have also been fixed in this
new software. In order to implement the new astrometric features, calibrated flt.fits
files from the data now have a slightly modified structure.1 These issues will be
covered in greater detail in subsequent chapters.

1 It’s been verified that old- and new-format flt.fits images produce identical results
from MultiDrizzle. While MultiDrizzle will continue to be available in STSDAS, it
is no longer supported.

1.2 What’s new in AstroDrizzle?

1.2.1 1.2 What’s new in AstroDrizzle?

Code Improvements

While AstroDrizzle maintains much of the same algorithmic base as MultiDrizzle,
this new code has undergone a number of substantial internal changes. Core rou-
tines have been re-coded in C and Python, written in a modular fashion for easier
maintenance and updates.

All user interaction is performed using Python, either as command lines and/or
using the Teal Graphical User Interface (GUI) which is structured for easier use in
setting task parameters.

http://arxiv.org/abs/astro-ph/9808087
http://www.stsci.edu/hst/HST_overview/documents/dither_handbook)
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A Fundamentally Different Approach to Handling Image Distortions and As-
trometry

A New Way to Represent Distortions In MultiDrizzle, non-linear distortions
in an image are expressed as a set of polynomial function coefficients that are
not associated with the image world coordinate system (WCS). These coefficients,
unique for different types of observing modes, are stored in a reference file called
the IDCTAB (Instrument Distortion Coefficients TABle). The Drizzle program uses
this reference file to extract coefficient values that correspond to the images being
processed.

In contrast, AstroDrizzle incorporates linear distortion corrections and higher order
polynomial distortion corrections directly into the WCS in flt.fits headers, using the
S imple I mage Polynomial or SIP convention (Shupe, et. al, 2005). This convention
has, for some time, been in use for describing the geometry of Spitzer Space Tele-
scope images, and we expect it to become a FITS standard in the near future. This
new way of handling image distortions will offer greater improvements in how image
combination and astrometry are handled. http://irsa.ipac.caltech.edu/data/SPITZER/docs/files/spitzer/shupeADASS.pdf

Now that AstroDrizzle is part of the on-the-fly reprocessing (OTFR) calibration sys-
tem, users will notice some changes in calibrated (flt.fits) ACS and WFC3 images2

retrieved from the HST Archive: distortion information is now directly incorporated
into the image headers using FITS standard conventions. This new feature makes it
easier for users to access distortion information for use in their own code. Publicly-
available software such as ds9, that “understand” these FITS conventions are now
able to convert between pixel positions and sky coordinates. For instance, when a
flt.fits image from the HST Archive (processed by AstroDrizzle) is displayed using
ds9, the astrometric Right Ascension (RA) and Declination (Dec) positions shown
by ds9 are ‘undistorted’ positions using the full polynomial distortion corrections.

Non-polynomial Distortions in ACS Data ACS data have additional non-polynomial
distortion corrections3.

� ACS/WFC requires pixel column width corrections.

� All ACS cameras have residual optical distortions.

In the previous pipeline, MultiDrizzle obtained small scale distortion corrections
from reference files identified by the header keyword DGEOFILE (Differential GE-
Ometric distortion). These reference images correspond in size to the flt.fits images,
as much as 256 MB. DGEOFILE images were created by interpolating tables that
contained residual distortion corrections. For instance, an ACS/WFC DGEOFILE
reference image was created by interpolating a set of 32x64-entry tables represent-
ing residual distortion corrections into a full-size image, then combining that image
data with the column width corrections.

The new OPUS pipeline with AstroDrizzle inserts the non-polynomial distortion
corrections, in tabular form, directly in the flt.fits file as FITS extensions. (Mul-
tiDrizzle can still be run using these new-format flt.fits images, and the output

http://irsa.ipac.caltech.edu/data/SPITZER/docs/files/spitzer/shupeADASS.pdf
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will remain the same as before. However, the software still requires IDCTAB and
DGEOFILE reference files.)

As a result, ACS data files from the current OPUS pipeline have several new FITS
extensions. The “D2IMARR” extension, only required for ACS/WFC, contains
information on the geometry of the detector not described by the image SIP coeffi-
cients.

The “WCSDVARR” FITS extensions hold tabular data describing small-scale dis-
tortion effects due to optics. (There are two such extensions per detector: one for
corrections to the x-axis, the other for y-axis corrections. Therefore, a WFC flt.fits
image has four WCSDVARR extensions while HRC and SBC flt.fits images each
have two WCSDVARR extensions.)

Astrometric Operations Made Easier with the AstroDither Package AstroDriz-
zle is a task in the AstroDither package that contains additional complementary
tasks. Additional capabilities of this package include:

� updating the images’ WCS with a user-supplied catalog.

Additional software will be released for comparing, for instance, a catalog of ob-
ject positions derived from a HST image with a user-supplied astrometric catalog.
This software will then update the image WCS to bring its coordinate system into
agreement with the user’s astrometric catalog. This astrometric catalog could be
a set of positions, perhaps created by this new software from another HST image,
or it could be derived from a standard catalog (such as 2MASS or Kepler). As a
result, this new software will be a powerful tool for combining and creating mosaics
of HST images as well as aligning them with external catalogs.

� capturing astrometric information in small FITS files called headerlets.

Users will also be able to capture fully-described corrected astrometric information
in small FITS files called headerlets These headerlets can be sent to collaborators
working on the same data, allowing just the image’s astrometry component to be
sent instead of the whole image. In addition, users will be able to attach several
solutions to an image, for instance, one solution that best matches the 2MASS
catalog and another that better agrees with UCAC3.

An article titled BetaDrizzle: A Redesign of the MultiDrizzle Package, in the 2010
Calibration Workshop proceedings, (http://www.stsci.edu/∼INS/cal10proceedings.pdf)
is available for users who wish to learn more about the philosophy and conceptual
framework behind AstroDrizzle.

2 WFPC2 and NICMOS images, processed with MultiDrizzle, are in a static archive
and will not undergo further pipeline processing.

3 Non-polynomial distortion corrections are currently not needed for WFC3 data.

http://www.stsci.edu/$\sim $INS/cal10proceedings.pdf)
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1.3 What’s Different about Data from the Archive?

1.3.1 1.3 What’s Different about Data from the Archive?

As mentioned earlier, flt.fits images from the HST Archive now contain information
that describes an image’s full astrometric solution; image headers have several new
keywords (listed in Section 2.2), and some image files, such as ACS data, have new
FITS extensions that carry small-scale distortion corrections. This format includes
the ability to give each astrometric solution a unique name, and to send it to another
user as a FITS headerlet (See Section ?).

The PyRAF command catfits can be used to display the new FITS extensions
structure for ACS flt.fits images, as shown in the example below for ACS/WFC:

--> catfits jb7310ymq_flt.fits<br>

EXT# FITSNAME FILENAME EXTVE DIMENS BITPI OBJECT

0 jb7310ymq_flt jb7310ymq_flt.fits 16

1 IMAGE SCI 1 4096x2048 -32

2 IMAGE ERR 1 4096x2048 -32

3 IMAGE DQ 1 4096x2048 16

4 IMAGE SCI 2 4096x2048 -32

5 IMAGE ERR 2 4096x2048 -32

6 IMAGE DQ 2 4096x2048 16

7 IMAGE D2IMARR 1 4096 -32

8 IMAGE WCSDVARR 1 65x33 -32

9 IMAGE WCSDVARR 2 65x33 -32

10 IMAGE WCSDVARR 3 65x33 -32

11 IMAGE WCSDVARR 4 65x33 -32

The first seven extensions ([0] thru [6]) are familiar to ACS users:

� the primary header (group [0]).

� The chip 2 image, error, and data quality headers (groups [1], [2], and [3],
respectively).

� The chip 1 image, error, and data quality headers (groups [4], [5], and [6],
respectively).

Extensions [7] through [11] are new. As noted in Section 2.2, these extra extensions
incorporate distortion correction information beyond that captured in the world
coordinate system (WCS).

� The D2IMARR extension in group [7], in the case of ACS/WFC, is a one-
dimensional vector contains corrections for physical distortions in the detector
columns.
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� The WCSDVARR3 extensions, groups [8], [9], [10], and [11], describe residual
geometric distortion corrections imposed by the optics, that is, corrections to
distortions not modeled by the polynomial fit. For ACS/WFC, these are four
65x33 interpolation arrays.

The tabular information in FITS extensions [7] through [11] were previously rep-
resented by the DGEOFILE reference image that was used by MultiDrizzle, which
was well over 250 MB in size.

A comparison of output drizzled images between the new AstroDrizzle pipeline and
the old MultiDrizzle pipeline may also show small file size differences, or differences
in the pixel number placement of a particular position in the output image. Nonethe-
less, astrometry of images with the default orientation, as used in the pipeline, are
identical for AstroDrizzle and MultiDrizzle.

However, when AstroDrizzle was being tested, a problem was found for cases where
MultiDrizzle was re-run outside the pipeline using a non-default orientation (the
‘final rot’ parameter set to a value other than ‘INDEF’). In these instances, Mul-
tiDrizzle introduces a small (typically of order 0”.1) error in the astrometry of
output drizzled images. This bug has been fixed in AstroDrizzle. But it will not be
corrected in any version of MultiDrizzle because development for MultiDrizzle has
been stopped in favor of finishing AstroDrizzle in a timely fashion. This MultiDriz-
zle bug does not affect previously-retrieved MultiDrizzled archive data because those
drizzled images were produced using default orientations.

During AstroDrizzle development and testing, several other problems were found in
MultiDrizzle that affected data from the old pipeline. These bugs have been fixed
in the new pipeline running AstroDrizzle:

� MultiDrizzle mishandles distortion corrections for some non-standard image
formats.

� � For WFC3/UVIS binned data, MultiDrizzle does not properly account
for binning when determining the distortion-corrected chip centers. Among
other effects, this produces an extremely large gap between the two chips
in the final drizzled image.

� � The ACS polarizer distortion model was not properly applied by Mul-
tiDrizzle; it was incorrectly specified in the IDCTAB reference table
(which has since been fixed) and not correctly interpreted by MultiDriz-
zle software. Polarizer images, which are treated as sub-arrays, were not
properly corrected to align with a distortion-corrected full-frame image
at the same pointing. This error induced a scale difference of nearly 3%,
and a rotation of nearly a full degree, relative to a properly distortion-
corrected direct image of the same field. Drizzled polarizer images from
the AstroDrizzle pipeline are now properly de-distorted, and distortion
corrections are correctly represented in the flt.fits header SIP coefficients.
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� Identification of cosmic rays during MultiDrizzle processing can be slightly
skewed by high sky values in the image. Bad pixels and cosmic rays are
identified by comparing each distorted input image with a comparison image
created by applying the distortion model to an undistorted median-combined
“clean” image. In MultiDrizzle, this comparison occurs after subtracting the
sky from the input image. Pixels flagged as bad (cosmic rays and other defects)
are identified based on a statistical noise model that does not account for sky
values that have already been removed. This often results in pixels being
flagged as “bad” by MultiDrizzle when they were actually fine. Such over-
zealous flagging of bad pixels is particularly noticeable on the diffraction spikes
of bright stars.

� When MultiDrizzle computes the parameters necessary for running drizzle
using PyDrizzle (an older implementation of the Drizzle code), some pixels
get reported as “dropped” during the single drizzle step and final drizzle step.
This happens because the computed size of the output image is not large
enough, or the final image is not centered as expected by the code. This
computation has been dramatically improved in AstroDrizzle to reduce (if
not entirely eliminate) the number of pixels that end up outside the drizzled
image.

3 Its name is in compliance with a FITS convention.

1.4 An AstroDrizzle Sampler Introductory example using
HRC flt.fits data

1.4.1 1.4 An AstroDrizzle Sampler

Coming soon
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2.1 Image Reconstruction and Restoration Techniques

2.1.1 2.1 Image Reconstruction and Restoration Techniques

There are two basic techniques used to recover spatial information in images while
preserving the signal-to-noise ratio (SNR):

� Reconstruction, which attempts to recreate the image after it’s been convolved
with the instrumental Point Spread Function (PSF)

� Deconvolution, which tries to remove the effects of the PSF imposed on the
ideal image by enhancing high frequency components which were suppressed
by the optics and the detector.

The primary aim of these techniques is to recover image resolution while preserving
the SNR. These goals are unfortunately not fully compatible. For example, non-
linear image restoration procedures that enhance high frequencies in the image,
such as the Richardson-Lucy (Richardson 1972; Lucy 1974; Lucy & Hook 1991) and
maximum-entropy methods (Gull & Daniel 1978; Wier & Djorgovski 1990) directly

13
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exchange signal-to-noise for resolution, thus performing best on bright objects that
have ample signal-to-noise.

An implementation of the Richardson-Lucy method is available as the IRAF/STSDAS
task acoadd. However, this technique is unable to handle large dithers, and is lim-
ited by typical computing capabilities to combining either small regions of many
images, or the entire image of only a few dithers. Furthermore, the task is unable
to accommodate geometric distortions and the changing shape of the PSF across the
field of view. This technique, like all non-linear techniques, produces final images
with noise properties that are difficult to quantify. In particular, this method has a
strong tendency to clump noise into the shape of the input PSF.

The rest of this section focuses on a family of linear reconstruction techniques that,
at two opposite extremes, are represented by the “interlacing” and “shift-and-add”
techniques, with the Drizzle algorithm representing a continuum between these two
extremes.

Interlacing

If the dithers are particularly well-placed, one can simply interlace the pixels from
the images onto a finer grid. In the interlacing method, the pixels from the inde-
pendent input images are placed in alternate pixels on the output image according
to the alignment of the pixel centers in the original images. For example, the image
in the lower right of (Figure 2.1) was restored by interlacing a 3x3 array of dithered
images. However, due to occasional small positioning errors by the telescope, and
non-uniform shifts in pixel space across the detector caused by geometric distortion
of the optics, true interlacing of images is generally not feasible.

Shift-and-Add

Another standard simple linear technique for combining shifted images, descriptively
named “shift-and-add”, has been used for many years to combine dithered infrared
data onto finer grids. Each input pixel is block-replicated onto a finer subsampled
grid, shifted into place, and added to the output image. Shift-and-add has the
advantage of being able to easily handle arbitrary dither positions. However, it
convolves the image yet again with the original pixel, thus adding to the blurring of
the image and to the correlation of noise in the image. Furthermore, it is difficult
to use shift-and-add in the presence of missing data (e.g., from cosmic rays) and
geometric distortion.

Drizzle

In response to the limitations of the two techniques described above, an improved
method known formally as variable-pixel linear reconstruction, and more commonly
referred to as drizzle, was developed by Andy Fruchter and Richard Hook (Fruchter
and Hook 1997), initially for the purposes of combining dithered images of the Hub-
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ble Deep Field North (HDF-N). This algorithm can be thought of as a continuous
set of linear functions that vary smoothly between the optimum linear combina-
tion technique (interlacing) and shift-and-add. This often allows an improvement
in resolution and a reduction in correlated noise, compared with images produced
by only using shift-and-add.

The degree to which the algorithm departs from interlacing and moves towards shift-
and-add depends upon how well the PSF is sub-sampled by the shifts in the input
images. In practice, the behavior of the drizzle algorithm is controlled through the
use of a parameter called pixfrac (Section 5.4.3), which can be set to values ranging
from 0 to 1, that represents the amount by which input pixels are shrunk before
being mapped onto the output image plane.

A key to understanding the use of pixfrac (Section 5.4.3) is to realize that a CCD
image can be thought of as the true image convolved first by the optics, then by
the pixel response function (ideally a square the size of a pixel), and then sampled
by a delta-function at the center of each pixel. A CCD image is thus a set of
point samples of a continuous two-dimensional function. Hence the natural value of
pixfrac is 0, which corresponds to pure interlacing. Setting pixfrac to values greater
than 0 causes additional broadening of the output PSF by convolving the original
PSF with pixels of non-zero size. Thus, setting pixfrac to its maximum value of
1 is equivalent to shift-and-add, the other extreme of linear combination, in which
the output image PSF has been smeared by a convolution with the full size of the
original input pixels.

The drizzle algorithm has also been designed to handle large dithers, where geo-
metric distortion causes non-uniform subsampling across the field, and takes into
account missing data resulting from cosmic rays and bad pixels. Other useful dis-
cussions on the reconstruction of Nyquist images from undersampled data, as well
as the merits of various types of dither patterns, are presented by Lauer (1999a,
1999b), Arendt, Fixsen and Moseley (2000), and Anderson and King (2000). It is
beyond the scope of the present documentation to provide an extensive discussion
on the levels comparable to these papers, therefore we refer interested readers to
these papers instead.

2.2 The Drizzle Concept

2.2.1 2.2 The Drizzle Concept

High spatial frequency information in an image that is permanently smeared out by
the detector pixel response can be partly recovered by combining sub-pixel dithered
images. Each dithered image can be thought of as sampling a final higher resolution
image — a “true image” of the sky. But the images are also convolved with the
optical PSF and pixel response function of the detector. The effect of undersampling
is illustrated in a set of four eye chart image examples shown below (Figure 2.1).
The upper left image represents a “true” image, as seen by a telescope of infinite
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aperture. The upper right image has been convolved with the HST/WFPC2 PSF.
In the lower left of the set, the previously-mentioned image has been sampled by
the WF2 CCD. The loss of spatial information is immediately obvious.

Figure 2.1: The effects of image convolution and sub-sampling The upper left image
represents a “true” image, as seen by a telescope of infinite aperture. The upper
right image has been convolved with the HST/WFPC2 PSF. The effect of sampling
it with the WF2 CCD, as seen in the lower left image, shows even more loss of
spatial information. The lower right image has been reconstructed using the Drizzle
algorithm.

Much of the information lost to undersampling can be recovered. This is shown in
the lower right of Figure 2.1, where the image has been recovered using a method
from a a family of techniques known as “linear reconstruction.” However, simple
implementations of these techniques generally introduce additional blurring due to
convolution with the pixel shape. This effect can be seen directly in the present
example by comparing the upper and lower right-hand images: the deterioration in
image quality between these two images is due entirely to convolution of the image
with the pixel.

The drizzle algorithm is conceptually straightforward, as shown in the figure below.
Pixels in the original input images are mapped into pixels in the subsampled output
image, taking into account shifts and rotations between images and the optical
distortion of the camera. However, in order to avoid convolving the image with
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the large pixel “footprint” of the camera, drizzle allows the user to shrink the pixel
before it is averaged into the output image through the [i]pixfrac[/i] parameter.

Figure 2.2: Schematic representation of how drizzle maps input pixels onto the
output image

The new shrunken pixels, or “drops,” rain down (or “drizzle”) upon the subsampled
output image, as shown in Figure 2.2. The “drop” size is controlled by the param-
eter pixfrac, the ratio of the linear size of the “drop” to the input pixel (before any
adjustment due to the geometric distortion of the camera). The size of the drop
is further adjusted internally by the drizzle code to take into account the camera
geometric distortion, before the overlap of the drop with pixels in the output image
is determined. A second parameter, scale, allows the user to specify the size of the
output pixels in arcseconds.1

The flux value of each input pixel is divided up into the output pixels with weights
proportional to the area of overlap between the “drop” and each output pixel. If
the drop size is too small, not all output pixels have data added to them from each
of the input images. One should therefore choose a drop size that is small enough to
avoid convolving the image with too large an input pixel footprint, yet sufficiently
large to ensure that there is not too much variation in the number of input pixels
contributing to each output pixel.

1 In the case of the Hubble Deep Field North (HDF-N), the drop size linear
dimensions were one-half of the input pixel (i.e., pixfrac=0.5). This drop size
was slightly larger than the dimensions of the output subsampled pixels which
were four-tenths (0.4) the size of WFC pixel (scale=0.04, units in arcseconds).
http://www.stsci.edu/ftp/science/hdf/hdf.html

http://www.stsci.edu/ftp/science/hdf/hdf.html
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2.3 Weight Maps and Correlated Noise

2.3.1 2.3 Weight Maps and Correlated Noise

Weight Maps

When images are combined using drizzle, a weight map can be created for each
input image. The weight image contains information about bad pixels in the image
(such that bad pixels result in weight values lower than the average). When the
final output science image is generated, an output weight map which combines
information from all the input weight images, is also saved.

When a drop of value ixy and user defined weight wxy is added to an output image
Ixy, with weight Wxy and a fractional pixel overlap of 0 < axy < 1, the resulting
value of the image I

′
xy and W

′
xy is:

W
′
xy = axywxy +Wxy

I
′
xy =

axyixywxy+IxyWxy

W ′
xy

Drizzle has a number of advantages over standard linear reconstruction methods.
Since the pixel area can be scaled by the Jacobian of the geometric distortion,
it is preserved for surface and absolute photometry. Therefore, the flux in the
drizzled image, that was corrected for geometric distortion, can be measured with
an aperture size that’s not dependent of its position on the image. Since the drizzle
code anticipates that a given output pixel might not receive any information from
an input pixel, missing data does not cause a substantial problem as long as the
observer has taken enough dither samples to fill in the missing information.

The output pixels in the final drizzled image are not independent of one another,
causing the noise in the output image to be correlated to some degree. In principle,
the correlated noise can be fully described by creating a correlation image. However,
the implementation of such schemes becomes complicated when images are shifted
at sub-pixel scales. A more practical approach is to use the weight maps generated
by drizzle to calculate the expected r.m.s. noise. The weight appropriate to a given
value of the scale parameter (expressed here as the ratio of the output to input pixel
size), can be calculated in the following way (as described by Casertano et al 2000):

For WFPC2 and NICMOS: by definition, the inverse flat field is contained in the
flat field reference file, f. In the pipeline, the image is multiplied by f. Therefore,

V ar = [(f(D+B)/g)+σ2]
(f2t2)

For STIS, ACS, and WFC3: by definition, the flat field is contained in the flat
field reference file, f. In the pipeline, the image is divided by f. Therefore, V ar =
[(f(D+B)/g)+σ2f2]

t2

The weight is W = 1
(V ar∗scale4)
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where

� D and B are the counts per pixel (in DN) due to the dark current and back-
ground, respectively, averaged over the entire image.

� t is the exposure time in seconds,

� g is the gain of the detector (Users should be aware of the units of their image
and use the appropriate gain value), and

� σ is the read noise in DN/pixel. A more in-depth discussion of noise in drizzled
images can be found in the next section.

Correlated Noise

Overview Drizzle frequently divides the power from a given input pixel between
several output pixels. As a result, the noise in adjacent pixels will be correlated. Un-
derstanding this effect in a quantitative manner is essential for estimating statistical
errors when drizzled images are analyzed using object detection and measurement
programs such as SExtractor (Bertin and Arnouts 1996) and DAOPHOT (Stetson
1987).

This noise correlation of adjacent pixels implies that a measurement of noise in a
drizzled image — on the output pixel scale — underestimates the noise on larger
scales. In particular, if one block-sums a drizzled image by NxN pixels, even using
a proper weighted sum of the pixels, the per-pixel noise in the block-summed image
will generally be more than a factor of N greater than the per-pixel noise of the
original image. The factor by which the ratio of these noise values differ from N in
the limit as N —> infinity is referred to as the noise correlation ratio, R. One can
easily see how this situation arises by examining Figure 2.3.

In Figure 2.3 we show an input pixel (broken up into two regions, a and b) being
drizzled onto an output pixel plane. Let the noise in this pixel be ε and let the
area of overlap of the drizzled pixel with the primary output pixel (shown with the
heavier border) be a, and the areas of overlap with the other three pixels be b1, b2
and b3, where b = b1 + b2 + b3 and a + b = 1. Now, the total noise power added
to the image variance is ε2; however, the noise that one would measure by simply
adding up the variance of the output image pixel-by-pixel would be:

(a2 + b21 + b22 + b23)ε
2 < ε2

This inequality exists because all cross terms (ab1, ab2, b1b2...) are missed by sum-
ming the squares of the individual pixels. These terms, which represent the corre-
lated noise in a drizzled image, can be significant.

The Calculation In general, the correlation between pixels, and thus, the noise
correlation ratio R, depends on the choice of drizzle parameters, as well as geometry
and orientation of the dither pattern. And R often varies across an image. While it
is always possible to estimate R for a given set of drizzle parameters and dithers, in
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Figure 2.3: A schematic view of the distribution of noise from a single input pixel
between neighboring output pixels. (This figure and much of the discussion of
correlated noise are taken from Fruchter and Hook 2002)

the case where all the output pixels receive equivalent inputs (in both dither pattern
and noise, though not necessarily from the same input images) the situation becomes
far more analytically tractable. In this case, calculating the noise properties of a
single pixel gives one the noise properties of the entire image.

Consider the situation when pixfrac, p, is set to zero: there is no correlated noise
in the output image since a given input pixel contributes only to the output pixel
which lies under its center, and the noise in the individual input pixel is assumed
to be independent. The expected variance of the noise in that output pixel, when
p = 0, is simply:

σ2c =

∑
dxyεC

w2
xys

4σ2
xy

(
∑
dxyεC

wxy)2

where,

� dxy represents a pixel from any of the input images,

� C is in the set of all dxy whose centers fall on a given output pixel of interest,

� ε is the image standard deviation,

� wxy is the pixel weight,

� s is the scale,

� σxy is the standard deviation of the noise distribution of the input pixel dxy.

Here, σc is the standard deviation that’s calculated only for cases when the input
pixel value fell on the center of the output pixel.
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Here, σc is the standard deviation that’s calculated with the pixel values added only
to the pixels on which they are centered.

Please verify that green text is correct. Original text in grey. Also, please check
that the definitions for w, s, and and epsilon are correct.

Now let us consider a drizzled output image where p > 0. In this case, the set
of pixels contributing to an output pixel will not only include input pixels whose
centers fall on the output pixel, but also those for which a portion of the drop lands
on the output pixel of interest even though the center does not. We refer to the set
of all input pixels whose drops overlap with a given output pixel as P and note that
C ⊂ P .

The variance of the noise in a given output pixel is then:

σ2p =

∑
dxyεP

a2xyw
2
xys

4σ2
xy

(
∑
dxyεP

wxy)2

where,

� axy is the fractional area overlap of the drop of input data pixeldxy with output
pixel o.

The symbol σp represents the standard deviation calculated from all pixels that
contribute to the output pixels when pixfrac = p.

The degree to which σ2p and σ2c differ depends on the dither pattern and the values
of p and s. However, as more input pixels are averaged together to estimate the
value of a given output pixel in P than in C, σ2p ≤ σ2c . When p = 0, σp is, by
definition, equal to σc.

Now consider the situation where we block-average a region of NxN pixels of the
final drizzled image, doing a proper weighted sum of the image pixels. This sum
is equivalent to having drizzled onto an output image with a scale size Ns. But
as Ns � p, this approaches the sum over C, or, in the limit of large N , Nσc.
However, a prediction of the noise in this region, based solely ona measurement of
the pixel-to-pixel noise, without taking into account the correlation between pixels
would produce Nσp. Thus we see that: R = σc

σp

Therefore, one can obtain R for a given set of drizzle parameters and dither patterns
by calculating σc and σp and performing the division. However, there is a further
simplification that can be made: because we have assumed that the inputs to each
pixel are statistically equivalent, it follows that the weights of the individual output
pixels in the final drizzled image are independent of the choice of p. To see this,
notice that the total weight of a final image (the sum of the weights of all the
pixels in the final image) is independent of the choice of p. Ignoring edge pixels,
the number of pixels in the final image with non-zero weight is also independent of
the choice of p. Yet as the fraction of pixels within p of the edge scales as 1

N , and
the weight of an interior pixel cannot depend on N , we see that the weight of an
interior pixel must also be independent of p. As a result,∑

dxyεC
wxy =

∑
dxyεP

a2xywxy
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Therefore, we find that:

R2 = σ2
c
σ2
p

=

∑
dxyεC

a2xyw
2
xyσ

2
xy∑

dxyεP
a2xyw

2
xyσ

2
xy

Although R must be calculated for any given set of dithers, there is one case that is
particularly illustrative when one has many uniformly placed across the pixel–one
can approximate the effect of the dither pattern on the noise by assuming that the
dither pattern is entirely uniform and continuously fills the output plane. In this
case, the above sums become integrals over the output pixels, and thus it is not
hard (though somewhat tedious) to derive R. If one defines r = p

s where p is pixfrac
and s is scale, then in the case of a filled uniform dither pattern one finds,

if r ≥ 1

R = r
1− 1

3r

,

and if r ≤ 1

R = 1
1− r

3
.

Using the relatively typical values of p = 0.6 and s = 0.5, one finds R = 1.662. This
formula can also be used when block summing the output image. For example, a
weighted block-sum of N × N pixels is equivalent to drizzling into a single pixel
of size Ns. The correlated noise in the block summed image can be estimated by
replacing s with Ns in the above expressions.

2.4 Characteristics of Drizzled Data

2.4.1 Sampling

Sampling

The theory of the drizzle algorithm posits that the weight of an input pixel in the
final output image is independent of its position on the chip. Therefore, if the
dithered images do not uniformly sample the field, the center of light in an output
pixel may be offset from the center of the pixel, and this offset may vary between
adjacent pixels. Furthermore, the distortion present in the imaging instruments on
board HST produces sampling patterns that are not uniform across the field, due
to the changing pixel size. This directly impacts the uniformity of the output PSF.

This effect is seen in the HDF-N images, where some pointings were not at the re-
quested position or orientation. Figure 2.4 and Figure 2.5 show two PSFs compared
with best-fitting Gaussians. Although Gaussians are only a crude approximation to
the real PSF, they nevertheless suffice to illustrate the point of this particular exam-
ple. The upper PSF is taken directly from the HDF-N F450W drizzled image, and
displays a substantial amount of variation about the Gaussian fit. In contrast, the
lower PSF is a bright star taken from a deep image with a nearly perfect four-point
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Figure 2.4: PSF is taken directly from the HDF-N F450W drizzled image and shows
substantial variation about the Gaussian due to the effects of non-uniform sampling,
as well as possible additional charge-transfer effects in the CCD

Figure 2.5: PSF from the HDF-N (Fruchter and Hook 1997) is a bright star taken
from a deep image with a nearly perfect four-point dither, and clearly shows the
improvement in the PSF resulting from the more uniform sampling.
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dither, in which the uniform sampling has produced a much smoother PSF. (Note
that the difference in the apparent widths of the PSFs is due to the use of larger
output pixels in the second image than in the HDF-N: 0.05 vs. 0.04 arcseconds).

Changes in PSF can also result from other problems, such as charge transfer errors
in the CCD (Whitmore & Heyer 1997; Heyer 2001). Generally, however, these vari-
ations are likely to be less noticeable than effects due to non-uniform subsampling
of the PSF.

2.4.2 Photometry

Photometry

EMAIL FROM ANDY ABOUT PHOTOMETRY It’s not been edited yet. Some
sections of it may have to be transferred to the examples or data quality section
later. For now, here’s the full version.

Some thoughts on photometry and weights with AstroDrizzle

AstroDrizzle combines data using weights. To someone who has taken images on
a ground-based telescope this may seem a bit odd. Why not just add the images
together? Indeed if the sky is stable or small and your primary source of noise
is Poisson noise in the sources (not read noise) then this is precisely the way to
go. And it is essentially* equivalent to the “exposure time weighting” provided by
AstroDrizzle. But for much of the work done with HST, the sources that we are
interested in are faint compared to the sky. So we are not dominated by Poisson
noise, but rather by read and sky noise. In this case, the inverse variance map
(IVM) is a good choice as it weights each pixel by the sky, dark, and read noise
adjusting appropriately for the value of the flat field. But you might ask, why not
do a full calculation of the noise in each pixel in each image and use that. Well you
can do this – it is the ERR weight choice in AstroDrizzle. This weight is in fact what
statisticians call the “minimum variance estimator” — meaning it has the smallest
statistical error of all choices of weights. The problem is that it is not an “unbiased
minimum variance estimator”. If a pixel in an image has, do to chance, a few less
counts than one would expect on average in a particular pixel, then calculating the
noise of that pixel based on the number of counts will underestimate the noise and
thus overestimate the significance of that pixel. The inverse happens if the pixel
happens to be a bit brighter than average. As a result, using this weight produces a
small bias (usually no more than 1 to 2% in HST images). Sources in the resulting
final image will be slightly fainter than they really are.

In general the photometric software available to most users does not take advantage
of the final weight map. But some users might want to write their own code to do
take use the information in the weights. In this case you have several choices. If
you used the exposure time weighting, you could multiply the final image by the
weight image to get the number of source counts in each pixel to estimate photon
noise. If you have used the IVM weighting, and aren’t too concerned about very
bright sources, you can just use the final IVM output weight map. And if you used
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the ERR array, you already have a very good estimate of the noise (but not the
bias).

We have now come to the conclusion that for users who want to have an accurate
weight map for use in photometry, a good approach may be to do a first drizzle
using either the exptimeweight (when bright sources are most important) or use
the IVM weight (if the faint sources are the primary objects of interest). This
creates the final image but not the final weight map. To create a final weight map,
AstroDrizzle would be run again, using the same weighting scheme as in the firse
drizzle; however, one would drizzle the original weight map rather than the images.
This will give an output “image” that fully estimates the error at each pixel. At
present we have no easy way for the user to do this. The user can swap the ERR
array into the image array in the flt file and then run AstroDrizzle on the new
modified images. This is not pretty, but it will work. However, if there is demand
for this approach, we may be able to implement an optional second weight drizzle
in a later update to AstroDrizzle.

OLD TEXT, needs editing It would be useful to re-do this test using WFC3 or
ACS data. Also, the 2-dimensional histogram would benefit from some units to
show the magnitude ranges. The ‘corrected’ data histogram has a bright center —
it’s probably very low level but highly stretched.

HST instrument optics geometrically distort images formed on their detectors; as a
result, corner pixels of each detector subtend less area on the sky than those near the
center. HST instruments’ flat fields are defined such that when a flat field is applied
to an image of a source of uniform surface brightness on the sky, the resulting image
has uniform counts in each pixel across the detector. Unfortunately, because of the
changing pixel scale across the field, this definition of the flat field causes point
sources near the corners of the chip to be artificially brightened compared to those
in the center. For example, in the WFPC2 chips, a star in the corner becomes ∼4%
brighter than it would have been in the center of the chip.

Fruchter and Hook (1997) carried out a set of tests, simulating the mount of data
and dithering patterns for a typical observer, to study the ability of drizzle to remove
the photometric effects of geometric distortion. They created a 19x19 grid of arti-
ficial stellar PSFs, subsampled by a factor of four, using the TinyTIM WFPC PSF
modeling code. The stars were convolved with a narrow Gaussian to approximate
the smearing caused by cross-talk between neighboring pixels. This image was then
shifted and down-sampled onto four simulated WFPC2/WF2 frames, each with the
original WF2 pixel sampling, and dithered in a 2x2 pattern of half-pixel shifts. This
process also included multiplying each image by the Jacobian of the WF2 camera
geometric distortion, thereby adjusting the counts to reflect the effects of geometric
distortion. These four images were then combined using drizzle with parameters
typically used for that type of dithered data (output pixel scale 1/2 of the original
WF2 pixels, and a drop size with pixfrac=0.6). The geometric distortion of the chip
was removed during drizzling using the polynomial model of Trauger et al. (1995).

Aperture photometry was obtained on the stars in one of the four simulated input
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images, and on the stars in the output drizzled image. The results are shown in
Figure 2.6, where the photometric measurements of each star in the 19 x 19 grid is
represented as an element at its grid location in a 19x19 two dimensional histogram.
The effect of the distortion on the photometry of the input image is very clear - the
stars in the corners are up to ∼4% brighter than those in the center of the chip.
Figure 2.6 shows the results of aperture photometry on the 19 x 19 grid of stars
after drizzling. The effect of geometric distortion on the photometry is dramatically
reduced; the r.m.s. photometric variation in the output drizzled image is 0.004 mags.
Thus, the removal of the geometric distortion by drizzle can be sufficiently effective
to enable aperture photometry to be carried out successfully on resulting images,
without the need to correct independently for the geometric distortion by other
means.

Figure 2.6: The two dimensional histogram on the left represents the magnitude of
the stars in the 19x19 grid (originally of equal intrinsic brightness) in a flat-fielded
WF image. In order to compensate for the smaller area on the sky of the pixels
near the edge of the chip, the flat field has artificially brightened the stars near the
edges and the corners. The image on the right shows the photometric results for
these stars after drizzling, which corrects for the geometric distortion.

In practice, observers may not have four relatively well interlaced images but rather
a number of almost random dithers, with each dithered image suffering from cosmic
ray hits. Therefore another test was carried out, using the shifts actually obtained in
the WF2 images of the HDF-N as an example of the nearly random sub-pixel phase
that large dithers may produce on HST. In addition, each image was associated with
a pixel mask corresponding to cosmic ray hits from one of the deep HST WFPC2
images. When these simulated images were drizzled together, the r.m.s. noise in
the final photometry (which does not include any errors that could occur because
of missed or incorrectly identified cosmic rays) was less than 0.015 mags.

2.4.3 Astrometry

Astrometry

Drizzle has been found to impart no additional astrometric error on the images
beyond our limitations on the ability to centroid on images which contain power
that is not fully Nyquist sampled even when using pixels which are half the original
size. Tests have been carried out to characterize the astrometric accuracy of drizzle
(Fruchter and Hook 1997). The stellar images described in the previous section
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(Section ??) were again drizzled using the shifts obtained in the HDF WF2 F814W
images. Both uniform weight files and cosmic ray masks were used. The positions
of the drizzled stellar images were then determined with the IRAF task imexam,
which locates the centroid using the marginal statistics of a box about the star. A
box size equal to 6 output pixels, or slightly larger than twice the full-width at half-
maximum of the stellar images, was used. A root mean square scatter of the stellar
positions of ∼0.018 input pixels about the true position was found for the images
created both with uniform weight files, and with the cosmic-ray masks. However,
an identical scatter was produced when the original four-times oversampled images
were down-sampled to the two-times oversampled scale of the test images. Thus
it appears that no additional measurable astrometric error has been introduced by
drizzle. Rather, we are simply observing the limitations of our ability to centroid
on images which contain power that is not fully Nyquist sampled even when using
pixels half the original size.

For more detailed information on astrometry, see the section on Astrometric Header
Information (Section ??)

Reminder for SG: add tweakreg plots for a single visit. (vector and residuals) Use
WFC3/UVIS. ACS has too many other effects that are low level but noticeable in
tweakreg plots.
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3.1 Introduction

3.1.1 Introduction

A major enhancements in AstroDrizzle software is its handling of astrometric in-
formation. In the pipeline, AstroDrizzle uses the Simple Image Polynomial or SIP
convention (Shupe, et. al, 2005). Headers of pipeline images contain keywords, some
that are new, that describe linear distorions as specified in the CD Matrix and non-
linear distorions expressed as simple image polynomial (SIP) quadratic functions.
For ACS, there are also new keywords and image extensions that describe residual
distortion. This chapter describes these new features in more detail.

29
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3.2 The CD Matrix

3.2.1 The CD Matrix

Understanding the CD Matrix

Definition Astrometric information in FITS images (World Coordinate system or
WCS) is stored in image headers using a standard set of keywords:

� CRVAL1: right ascension (α) at a reference pixel

� CRVAL2: declination (δ) at a reference pixel

� CRPIX1: the x location of the image reference pixel

� CRPIX2: the y location of the image reference pixel

Plate scale and rotation values are specified by these CD MATRIX keywords:

� CD1 1 is the 1partial of first axis coordinate w.r.t. x

� CD1 2 is the partial of first axis coordinate w.r.t. y

� CD2 1 is the partial of second axis coordinate w.r.t. x

� CD2 2 is the partial of second axis coordinate w.r.t. y

1The ‘partial’ refers to the change in coordinate value (RA or Dec.) along an axis
(x or y), at the reference pixel.

Computation These keyword values get computed using the operations:(
CD1 1 CD1 2
CD2 1 CD2 2

)
= scale×

(
cos(θ) sin(θ)
− sin(θ) cos(θ)

)(
A10 A11

B10 B11

)
The platescale, scale, represents the average plate scale (in decimal degrees) for the
reference pixel after removing all distortion.

The value of θ originally comes from the PA V3 keyword; the angle eastward from
North to the telescope’s V 3 axis. However, the CD matrix describes a tangent plane
projection, and PA V3 describes the orientation of the telescope at the center of its
field of view. The orientation at the reference position for the image needs to be
computed by projecting the PA V3 orientation onto the detector coordinate system.

Very confusing. Someone needs to explain it to me so i can write it more clearly.

The terms A10, A11, B10, B11 refer to the linear terms of the distortion model as
defined in the polynomial stored in the (link to glossary. These terms represent the
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skew, change in orientation and plate scale in X and Y at the reference pixel of the
image only. More information on these can be found in the section dealing with the
geometric distortion and update of the SIP keywords.

The right ascension (RA) and declination (Dec.) of the image target is stored in
the image header keywords RA TARG and DEC TARG. These values are, how-
ever, the same for all images in a dithered set since the target itself is not changing.
However, the RA and Dec. (CRVAL1,CRVAL2) of the image reference pixel (CR-
PIX1,CRPIX2) will always be unique for each image. Therefore, the offset between
the images (the x and y shift) can be determined by retrieving the values of the
associated reference pixel keywords.

Correcting for Velocity Aberration The velocity aberration for each exposure gets
reported as the VAFACTOR keyword value, computed as a fractional scale change
induced by the velocity of the telescope during the observation. This keyword has
values near 1 and represent the change in plate scale for the image. The CD matrix
simply gets multiplied by this term to correctly represent the actual pixel scale on
the sky for this specific exposure. This application of the velocity aberration gets
performed when the WCS gets recomputed by AstroDrizzle to include all of the
distortion terms through the updatewcs task.

Updating the WCS Header Information

The World Coordinate System information contained in the header of each image is
initially as precise as the guide stars catalog information used for pointing. 1Thus,
observations taken of the same field at different orientations (requiring different
guide star) can see offsets between their observations of . verify this

Users may choose to calculate offsets due to different visits to align their images
more accurately, then incorporate those shifts into the WCS information in image
header. This facilitates proper translation of pixel to sky coordinates for science
analysis of the images, based on the WCS of a reference image, and stores the offset
information for each image in the image headers for future alignment reference.

1 Check into this. Which GSC currently used? Are old observations tied to it?

It’s also important to update the WCS keywords in the image header based on
distortion correction solutions (such as geometric distortion and velocity aberra-
tion) applied to the data during drizzling. The full distortion solution including the
velocity aberration correction is applied by the AstroDrizzle code-set through the
use of the makewcs task. Primary keywords affected are the CD matrix keywords;
namely, CD1 1, CD1 2, CD2 1, and CD2 2. These keywords not only contain the
plate scale and orientation at a reference pixel, but also linear terms of all distortion
corrections. Higher order terms of the distortion model are reported in the remain-
der of the SIP keywords. Users who wish to apply their own distortion corrections
should be careful to update these keywords.
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3.3 How Distortions are Represented in AstroDrizzle

3.3.1 3.3 How Distortions are Represented in AstroDrizzle

3.3.1 Design of the AstroDrizzle Distortion Representation

The best information about instrument aperture locations and orientations, pixel
scales, and the image distortion correction model is contained in a HST reference
file called the Instrument Distortion Correction reference table (named in the FITS
header keyword IDCTAB).

Astrometric calculations by MultiDrizzle use distortion correction information in the
IDCTAB and DGEOFILE reference files, as well as information in the image header
about telescope orientation, the spacecraft’s velocity vector for velocity aberration
correction, and date of observation to determine the time-dependent skew in ACS
found in the image header. Even though SIP keywords were present in image headers
from the previous HST Archive pipeline, actual astrometric calculations were done
using the IDCTAB and DGEOFILE reference files.

With AstroDrizzle in the calibration pipeline, the IDCTAB reference file is now
only used in the HST Archive pipeline to create and populate SIP header keywords
in images.

Non-polynomial distortion correction information, previously supplied by the DGE-
OFILE reference file, are now contained in two new reference files given by the
image header keywords NPOLFILE (Non-POLynomial distortion correction) and
D2IMFILE (Detector to IMage distortion correction). The NPOLFILE reference
file contains tabular information about residual distortion corrections for some in-
strument modes. The D2IMFILE reference file contains column (or row) width
corrections for some instrument chips. During pipeline processing of images that
require non-polynomial distortion corrections, the relevant information is obtained
from these reference files and stored as new FITS extensions in the image data. A
more detailed description is provided later in this section.

Three major forms of distortion corrections are implemented in AstroDrizzle.

1. Linear distortion corrections — scale, rotation, and time-dependent skew —
are incorporated into the CD Matrix.

2. Non-linear distortion corrections expressed as simple image polynomial (SIP)
quadratic functions.

3. Optional additional non-polynomial distortion corrections.

� Non-optical detector variations (i.e., column width variations).

� Residual distortion corrections not described by the SIP polynomial func-
tions.
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The implementation of distortion corrections to an image works in the following
way:

1. Apply the detector to image correction (DET2IM ) calibration step to input
pixel values.

2. Apply the SIP coefficients to DET2IM -corrected pixel values.

3. Apply the non-polynomial look-up table corrections to DET2IM -corrected
pixel values.

4. Add the results of the SIP and look-up table corrections.

5. Apply the WCS transformation in the CD matrix to the summed results to
get intermediate world coordinates.

6. Add the Right Ascension and Declination position at the reference pixel, CR-
VAL1 and CRVAL2 keyword values, to the transformed positions to get the
positions on the tangent plate.

7. Apply the inverse projection from the tangent plane to the celestial sphere to
get the true world coordinates.

This transformation can be conceptualized as:

(u , v ) = DET2IM(x , y )

where u, v are the initial pixel coordinates, x, y, with the column correction applied
using the DET2IM convention.

In the OTFR pipeline, this correction is only done for ACS/WFC data using the
detector correction table stored in the image FITS extension of type D2IMARR.
For all other ACS and WFC3 detectors without this D2IMARR correction, u = x
and v = y.(
u′

v′

)
=
(
u−CRPIX1
v−CRPIX2

)
where u′, v′ are the DET2IM-corrected coordinates relative to CRPIX1, CRPIX2

(
α
δ

)
=
(
CRV AL1
CRV AL2

)
+ P−1

((
CD11 CD12
CD21 CD22

)(u′+f(u′,v′)+LTx(x′,y′)
v′+g(u′,v′)+LTy(x′,y′)

))
where,

� (α, δ) are the source positions on the celestial sphere.

� CRVAL1 and CRVAL2 are the Right Ascension and Declination position of
the reference pixel.

� CD1 1, CD1 2, CD2 1, CD2 2 are CD Matrix keyword values describing lin-
ear distortions: plate scale, rotation, and skew of the image.
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� LTx, LTy are the residual distortion corrections in the look-up reference tables
that are appended to the image as FITS extensions (using the Paper IV look-
up table convention).

� P−1 is the de-projection of the tangent plane back onto the celestial sphere,
and

� f(u′, v′) and g(u′, v′) represent the polynomial distortion correction specified
as

f(u′, v′) =
∑AORDER

p+q=2 Apqu
′pv′qg(u′, v′) =

∑BORDER
p+q=2 Bpqu

′pv′q

The type of tangent plane projection used in the creation of the distortion correction
polynomial coefficients is described by the CTYPE1 and CTYPE2 header keywords,
with AstroDrizzle producing a basic ‘RA–TAN’,’DEC—TAN’ projection.

3.3.2 Implementing Distortion Corrections

Using the Simple Image Polynomial (SIP) Convention According to the usage
of the SIP convention by Shupe et al. (2005), pixel coordinates are transformed
to sky coordinates using the CD matrix as specified in the header of the image.
The CD matrix includes linear terms of the distortion model: skew, rotation, and
scaling. Non-linear terms, defined as polynomial functions f(i, j) and g(i, j), are
applied using the following transformation:(
β
γ

)
=
(
CD11 CD12
CD21 CD22

)(i+f(i,j)
j+g(i,j)

)
where,

� β and γ are intermediate world coordinates represented in degrees with its
origin at (CRV AL1, CRV AL2) on the sky.

� CD11, CD12, CD21, CD22 are CD Matrix keyword values describing linear
distortions applied to plate scale, rotation, and skew of the image.

� f and g are simple image polynomial (SIP) functions.

� i and j are image pixels relative to a chosen origin (CRPIX1, CRPIX2) on
the detector.

Coefficients for the non-linear polynomial terms ipjq are recorded in the image
header using the keyword naming convention A p q and B p q. The polynomial
functions for use in the transformation can, therefore, be expressed as:

f(i, j) =
∑

p,q A p qipjq where p+ q <= A ORDER

g(i, j) =
∑

p,q B p qipjq where p+q <= B ORDER where A ORDER and B ORDER
are keywords reporting the order of the polynomial used for the model.

In the astrometric expression shown above, all linear components — scale, rotation,
and skew — are incorporated into the CD matrix. Therefore, the simple image
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polynomials (SIP) have no terms lower than the quadratic; this is a change from
the previous representation in HST data where linear terms were included in the
distortion polynomial. In other words, simple image polynomials (SIP) represent
deviations from a standard tangent plane described by CRVAL1, CRVAL2, and the
CD matrix.

Optional non-polynomial distortions Image extensions containing non-polynomial
distortion corrections are created in the pipeline by AstroDrizzle, and are included
in the data that’s delivered from the HST Archive to users. These tables were
created using information extracted from the NPOLFILE (non-polynomial) and
D2IMFILE (detector to image) calibration reference files.

At present, WFC3 data do not require non-polynomial distortion corrections. The
CD Matrix and SIP provide distortion corrections that are good to 0.1 pixels (with
a root mean square error significantly smaller than that value).

In some cases, however, distortion corrections using SIP and the CD Matrix can be
improved with additional non-polynomial distortion corrections. For example, a low
order (4th order) SIP distortion solution for ACS/WFC is only good to a couple
of tenths of a pixel and requires additional distortion terms for a more accurate
geometric distortion correction. For ACS detectors, Anderson, et al. represented
these as non-polynomial corrections in the form of look-up tables.

For some instruments, there are small offsets in the physical positions of columns or
rows in chips. In the ACS, WFC CCD’s have column offsets due to the placement
of the lithograph used in creating the chips. (There’s no offsets in the other ACS
detectors and in WFC3. For information about other instruments, please refer to
the MultiDrizzle Handbook.)

For MultiDrizzle, non-polynomial corrections (residual distortion corrections and
detector column or row offset corrections) were represented by DGEOFILE (differ-
ential geometry) reference images: each chip had one full-frame image representing
higher order offsets in x, and another full-frame image representing higher order
offsets in y. These non-polynomial corrections were applied to ACS’s WFC, HRC,
and SBC data.

Instead of using DGEOFILE reference images, AstroDrizzle returns to the look-up
table approach, implementing distortion corrections in the following stages:

1.

2. The chip position is corrected for detector errors (currently only applied to
ACS/WFC images in the pipeline). Those corrections are represented here
as DET2IM 1: (footnote1: The information is obtained, during pipeline pro-
cessing, from the D2IMFILE (detector-to-image look-up) reference file, and
stored as a FITS extension in the image file.(x′ , y′ ) = DET2IM(x , y )

3.
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4. The position of the coordinates are determined relative to the fiducial point
of the field (CRPIX1, CRPIX2):

(
u′

v′

)
=
(
x′−CRPIX1
y′−CRPIX2

)
5.

6. These relative positions are then used in the SIP equation, along with an-
other look-up table, LT , containing corrections for optical distortions that
cannot be easily represented by a polynomial2. With these changes the basic
SIP equation becomes: footnote 2: These non-polynomial corrections were
obtained from the NPOLFILE (Non-POLynomial distortion correction) ref-
erence file during pipeline processing, and stored in the image as FITS exten-
sions.

(
β
γ

)
=
(
CD11 CD12
CD21 CD22

)(u′+f(u′,v′)+LTx(x′,y′)
v′+g(u′,v′)+LTy(x′,y′)

)
7.

All look-up tables used in AstroDrizzle follow the proposed Paper IV FITS con-
vention. This enables the storage of look-up tables in image extensions needed for
computing tabular interpolations.

Note: the definition of the look-up tables used here has the potential to create a
small offset between the position stated in the header keywords CRVAL1, CRVAL2
and the actual sky positions at CRPIX1, CRPIX2. For the ACS WFC, this offset
is of order one to two hundredths of a pixel. Finally, it’s worth noting that the SIP
convention makes the reference pixel CRPIX1, CRPIX2 a special location on the
chip; it is the reference position of the distortion solution. If one defines the look-up
tables to have zero shift at that same reference position then this offset disappears.
Unfortunately, it cannot be implemented for the ACS without producing a small
relative offset of the WFC chips.

the same information in different formats) MultiDrizzle uses the DGEOFILE reference
files for applying non-polynomial distortion corrections. There are two full-chip size
image extensions in the DGEOFILE reference file for each instrument detector chip;
one extension contains residuals of the polynomial fit in x, and the other contains
residuals of the polynomial fit in y. For example, the DGEOFILE reference file for
ACS/WFC has four extensions, each of them with dimensions 4096 x 2048 pixels:
extension 1 contains residuals of the polynomial fit in x chip 2; extension 2 has
residuals of the polynomial fit in y for chip 2; extension 3 contains residuals of the
polynomial fit in x for chip 1; extension 4 contains residuals of the polynomial fit
in y for chip1.

As outlined in Anderson, 2002, residuals of the polynomial fit were originally mod-
eled by sampling every 64 pixels in the WFC, creating a 65 × 33 table for each
chip. For the HRC, it was every 16 pixels sampled and modeled to create a 65 ×
65 table. The value of a residual distortion at any point on the chip is determined
by interpolation. These tables were used to create a full-chip distortion ‘image,’ the
DGEOFILE reference image, for each camera.

Because of the coordinate transformations, and the many steps involved in creating
DGEOFILE files, it was not possible to start with the original tables. Therefore,
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a new version of the distortion tables were created for use by AstroDrizzle, done
by subtracting the column-width corrections from the DGEOFILE reference file,
then sampling each full chip size DGEOFILE reference file extension to re-create
the look-up tables. Tests have showed a near 1-to-1 match with the original images.

http://www.stsci.edu/hst/HST overview/documents/calworkshop/workshop2002/CW2002 Papers/CW02 anderson

A Note About distortion corrections in NPOLFILE reference files In MultiDriz-
zle, non-polynomial distortion corrections were applied after implementing distor-
tion corrections described by polynomial functions (that have coefficient values
stored in the IDCTAB reference file). As a result, non-polynomial distortion cor-
rections in the DGEOFILE reference file also included linear distortion corrections.

For AstroDrizzle, in accord with the SIP convention, those linear distortion correc-
tions applied to scale, rotation, and skew are now incorporated in the CD matrix;
this portion of the transformation from distortion-corrected coordinates to sky co-
ordinates is performed in the final step. Therefore, residual distortion tables in
the NPOLFILE reference file, that were extracted from the DGEOFILE reference
file as described earlier, must be corrected with the inverse of the CD matrix so
that linear distortion corrections are not applied twice. This is done in the pipeline
when the stwcs.updatewcs task performs the correction for each extension of the
NPOLFILE reference file (that contains the tabular form of the residual distor-
tions).

Interpretation of NPOLFILE reference files Look-up tables containing residual
distortion corrections for an image are derived from the NPOLFILE reference files
and saved as separate FITS image extensions of type WCSDVARR in the science
image.

In a later processing step, software that performs coordinate transformations will use
bilinear interpolation to calculate the value of the distortion at each pixel location
in the image array.

To fully map the image array to the distortion array, the standard WCS header
keywords CRPIXj , CRV ALj and CDELTj are used, where j denotes the axis.
The mapping follows the transformation

pj im = CDELTj dist ∗ (pj dist− CRPIXj dist) + CRAV Lj dist

where

im refers to the image array

dist is the distortion array, and

p is the pixel.

http://www.stsci.edu/hst/HST_overview/documents/calworkshop/workshop2002/CW2002_Papers/CW02_anderson
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In this mapping of the two arrays,

CRPIXj dist is chosen as NAXISj dist/2 (axis dimension in pixels for
each chip)

CRV ALj dist corresponds to positions at CRPIXj im.

CDELTj dist is the spacing interval between pixels in the image array
that map to consecutive pixels in the distortion array.

An example of an ACS/WFC F606W image WCSDVARR extension header can be
viewed in the last section. In general CDELTj dist can have a non-integer value,
but cannot be zero. However, if the distortion array is obtained as a subimage of a
larger array, having a non-integer step size can produce undesirable results during
interpolation.

A Note About Look-up Tables in the WCSDVARR extension It is essential that
the look-up tables in the the image extensions meet two restrictions:

� Every point in the corrected image is mapped to only one point in the uncor-
rected image. (injective)

� Every point in the corrected image corresponds to at least one point on the
uncorrected image. (surjective)

In other words, a look-up table acts as a function to describe a one-to-one relation-
ship between each point in the distortion-corrected image with a unique counterpart
point in the uncorrected image, such that both images are invertible by their look-up
table.

This one-to-one (non-extrapolation) requirement can have implications on the ge-
ometry of the distortion array. If the distortion array is obtained as a subimage or
subsample of a larger array, it is important that the edges of the distortion array
coincide with the edges of the image.

The D2IMFILE Reference File The other element of the non-polynomial distor-
tion correction is the fixed column width correction (for ACS/WFC). It’s applied at
the very start of the distortion correction process so that column width-corrected
coordinates are used as input to the polynomial and non-polynomial distortion cor-
rections. The adopted implementation is based on the FITS Paper IV look-up table
convention.

This transformation can be thought of, conceptually, as: (u , v ) = DET2IM(x , y )
(
u′

v′

)
=(

u−CRPIX1
v−CRPIX2

)
where,
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u,v are the initial coordinates x,y with the column correction applied
(the DET2IM calibration step). At this time, the correction is only ap-
plied to ACS/WFC data. For detectors that do not need this correction,
u=x and v=y.

u’,v’ are the DET2IM-corrected coordinates relative to CRPIX1, CR-
PIX2.

For ACS/WFC, a new reference file, given by the header keyword D2IMFILE, was
created. It contains a one-dimensional array of column width corrections. In the
pipeline, this correction table gets attached to the image as a FITS extension of
type D2IMARR. Each element in the D2IMARR array specifies the correction (in
units of pixels) for every pixel in the column of both science image extensions.

This kind of detector-to-image correction could be extended to an arbitrary number
of chips and extensions for other instruments and detectors. The extension headers
would contain keywords about the implementation of the corrections. The key-
word AXISCORR, for instance, indicates if the distortion corrections are applied
to columns or rows. For ACS/WFC, the CDELT1 keyword was set to “1” which
indicated that no distortion correction interpolations were done.

3.4 Distortion Information in Pipeline-calibrated Flat Field
Images

3.4.1 3.4 Distortion Information in Pipeline-calibrated Flat Field Images

New Image Structure

ACS and WFC3 images retrieved from the HST Archive are processed via the
‘On-The-Fly-Reprocessing’ (OTFR) system that calibrates images using the best-
available calibration file, including latest-available distortion correction models.

Calibrated science images from the HST Archive, with the suffix flt.fits, have under-
gone standard image reductions including flat-fielding, but have not been corrected
for geometric distortion. After the data calibration step in the pipeline, flt.fits im-
ages are processed by AstroDrizzle to produce drizzled images that are corrected
for geometric distortion. If several images are part of an association, the images are
drizzle-combined using pre-defined AstroDrizzle settings stored in the MDRIZTAB
reference file.

As described in the previous section, WCS information in flt.fits images are updated
by AstroDrizzle in the pipeline to include the full distortion correction model:

� scale, rotation, and time-dependent skew linear corrections are incorporated
in the CD matrix.
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� Distortion correction polynomial function orders and coefficients from the ID-
CTAB are recorded as keyword values in the image header.

� Optionally, any residual distortion corrections and detector corrections from
the NPOLFILE and D2IMFILE reference files are appended to the science
image as new FITS extensions of type WCSDVARR and D2IMARR, respec-
tively.

Note: even though the IDCTAB and DGEOFILE reference files are no longer
needed for post-pipeline reprocessing, these keywords have been retained in the
new flt.fits files for users who prefer to process their images using MultiDrizzle.
The new flt.fits files have been verified to be compatible with MultiDrizzle.

The figure below shows the new structure of an ACS/WFC image, generated by the
PyRAF command catfits:

--> catfits jb7310yqq_flt.fits<br>

EXT# FITSNAME FILENAME EXTVE DIMENS BITPI OBJECT

0 jb7310yqq_flt jb7310yqq_flt.fits 16

1 IMAGE SCI 1 4096x2048 -32

2 IMAGE ERR 1 4096x2048 -32

3 IMAGE DQ 1 4096x2048 16

4 IMAGE SCI 2 4096x2048 -32

5 IMAGE ERR 2 4096x2048 -32

6 IMAGE DQ 2 4096x2048 16

7 IMAGE D2IMARR 1 4096 -32

8 IMAGE WCSDVARR 1 65x33 -32

9 IMAGE WCSDVARR 2 65x33 -32

10 IMAGE WCSDVARR 3 65x33 -32

11 IMAGE WCSDVARR 4 65x33 -32

New Keywords

Naming a Polynomial Distortion Solution Polynomial distortion models for all
HST images, which are used as the primary source of distortion information, are
presented in the image headers using the SIP convention.

Some instrument modes, however, require additional distortion corrections. During
pipeline processing, distortion correction information is obtained from reference
files and stored in images as FITS extensions. For data processed in the OTFR
pipeline, only ACS images require residual optical distortion corrections, stored in
the image files as FITS extensions of type WCSDVAR. For ACS/WFC a correction
for detector column width is also required, stored in image files as a FITS extension
of type D2IMARR.

The name for a specific polynomial distortion model is recorded in the primary
header of each image in a new keyword called SIPNAME. In the pipeline, the default
distortion model is named after the image’s rootname and its IDCTAB reference
file. A name can also be assigned to this keyword by the user during post-pipeline
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processing. A value of ‘N/A’ or a blank string indicates that no SIP model was
provided or applied. A value of UNKNOWN means that there’s a SIP model but
no record of the model’s origin.

A unique description of the full distortion model is summarized in a new keyword
called DISTNAME, in the primary header of the image file. The value for this
keyword is a string comprised of the names of all distortion model components used
for the image, described by the keywords SIPNAME, NPOLFILE, and D2IMFILE.
A value of UNKNOWN is used if a distortion model was applied but the keyword
values for SIPNAME, NPOLFILE, and D2IMFILEare not provided.

In the example below, hedit is used to query the SIPNAME and DISTNAME for
an ACS/WFC image. The NPOLFILE and D2IMFILE keyword values are also
obtained to show the naming nomenclature for the DISTNAME keyword value:

--> hedit j9cd01kpq_flt[0] SIPNAME,DISTNAME,NPOLFILE,D2IMFILE .

j9cd01kpq_flt[0],SIPNAME = j9cd01kpq_u7n18502j

j9cd01kpq_flt[0],DISTNAME = j9cd01kpq_u7n18502j-v971826gj-v971826mj

j9cd01kpq_flt[0],NPOLFILE = jref$v971826gj_npl.fits

j9cd01kpq_flt[0],D2IMFILE = jref$v971826mj_d2i.fits

Even though there are several extensions appended to this FITS file, the sum total
of them does not exceed 100 kB (ACS/WFC images require 97,200 bytes), making
this a space-efficient way to manage all distortion and WCS information.

This effort to include distortion information in science images requires the use of
multiple FITS conventions (proposed and improved) to support the full range of
calibration distortion models used for HST data. The approved SIP Convention is
used for describing polynomial terms of the distortion correction, while the proposed
Paper IV convention is used for NPOLFILE and D2IMFILE distortion corrections.

SIP Convention Keywords IDCTAB reference files are used, in the pipeline, to
populate science header keyword values that describe polynomial models as coeffi-
cients. A prime example is the implementation of SIP (a registered FITS conven-
tion) in the STScI Python package [b]stwcs[/b] (which relies on the FITS standard
C package wcstools). The reliance on published or proposed FITS standards allows
these updated HST headers to be understood by other standard astronomy-related
tools such as the image display software ds9.

The keywords used for the SIP standard are shown in the table below.

Excerpts from an ACS/WFC image header illustrate how distortion correction-
related keywords, including standard SIP keywords, are presented:

World Coordinate System and Related Parameters

WCSAXES = 2 / number of World Coordinate System axes

CRPIX1 = 512.0 / x-coordinate of reference pixel

CRPIX2 = 512.0 / y-coordinate of reference pixel

CRVAL1 = 343.7452251651 / first axis value at reference pixel

CRVAL2 = -13.7827815967 / second axis value at reference pixel
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Table 3.1: Standard SIP Keywords

Keyword Definition

CTYPE1, CTYPE2 The type of tangent plane projection used in
the creation of the distortion.

CDi j Linear terms of distortion:scale, rotation, and
skew.

A ORDER, B ORDER Order for distortion polynomials, along axis 1
and axis 2 respectively.

A i j, B i j High order coefficients for X-axis and Y-axis,
respectively.

A DMAX, B DMAX Maximum correction, in units of pixels, along
axis 1 and axis 2, respectively. [Optional

keywords]

SIPREFi Origin of distortion model along axis i.
[Optional keywords]

SIPSCLi Scale term for axis i [Optional keywords]

CTYPE1 = ’RA---TAN-SIP’ / the coordinate type for the first axis

CTYPE2 = ’DEC--TAN-SIP’ / the coordinate type for the second axis

CD1_1 = 8.83065918237360E-07 / partial of first axis coordinate w.r.t. x

CD1_2 = 6.89997778057832E-06 / partial of first axis coordinate w.r.t. y

CD2_1 = 7.84941986149176E-06 / partial of second axis coordinate w.r.t. x

CD2_2 = -7.6694270297401E-08 / partial of second axis coordinate w.r.t. y

LTV1 = 0.0000000E+00 / offset in X to subsection start

LTV2 = 0.0000000E+00 / offset in Y to subsection start

VAFACTOR= 1.000066938799E+00 / velocity aberration plate scale factor

WCSNAME = ’IDC_q692007bj’

SIPNAME = ’j94f05bgq_q692007bj’

Additional information :

� LTV1, LTV2, x and y position, respectively, of the first science pixel in the
science array

� WCSNAME and SIPNAME, while not standard SIP keywords, are new key-
words to support the use of the SIP convention.

New SIP-related Keywords (see previous table for definitions)

A_3_1 = -1.8489059133749E-12

A_3_0 = 1.16159212298711E-10

B_3_0 = 4.45076703973379E-10

B_3_1 = -1.4260311711311E-12

B_1_2 = -6.9177461674173E-10

B_1_3 = -5.7069041987336E-13

B_1_1 = -2.6506257298218E-06

B_2_1 = 3.29559403960939E-10

B_2_0 = 1.96232468750349E-06

B_2_2 = 9.99713632234838E-13

A_4_0 = 2.46309332730701E-13

A_ORDER = 4
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B_0_4 = -1.1021179642905E-12

B_0_3 = 5.00419914431113E-10

B_0_2 = 1.14514599215996E-05

B_ORDER = 4

B_4_0 = 3.92892145036559E-13

A_1_1 = 8.92967949471260E-06

A_1_3 = 1.26960536157938E-13

A_1_2 = 3.85428302555575E-10

A_0_4 = 3.97292355746197E-14

A_0_2 = -7.0355048953902E-07

A_0_3 = -8.7006311150326E-12

A_2_2 = -1.4442609282225E-12

A_2_0 = -3.2953191490160E-06

A_2_1 = 2.11696756823604E-11

/ Original linear distortion terms from reference file

OCX10 = -3.9113030652515E-05

OCX11 = 0.02828506007790565

OCY10 = 0.02483976073563099

OCY11 = 0.002909119008108974

IDCSCALE= 0.025

IDCTHETA= 0.0

IDCXREF = 512.0

IDCYREF = 512.0

IDCV2REF= 206.3240051269531

IDCV3REF= 472.2200012207031

Additional information:

� OCX10, OCX11, OCY10, OCY11 are linear distortion terms without image
scale, directly from the distortion model in the IDCTAB reference file.

� IDCSCALE is the pixel scale from the IDCTAB reference file.

� IDCTHETA orientation of the detector’s y-axis relative to the V3 axis, as
derived from the IDCTAB reference file.

� IDCV2REF, IDCV3REF are the reference pixel’s V2 and V3 positions, re-
spectively, as derived from the IDCTAB reference file.

� IDCXREF, IDCYREF are the reference pixel location in x and y as specified
in the IDCTAB.

/ Time-dependent distortion keywords for ACS (link to ISR 2007-08)

TDDALPHA= 0.1676283367556471

TDDBETA = -0.05320944558521569

The SIP convention retains use of the current definition of the CD matrix where
linear terms of the distortion model are folded in with the orientation, scale, and
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time-dependent skew at the reference point for each chip to provide the best linear
approximation of the distortion. The SIP convention gets interpreted by applying
higher-order coefficients ‘A i j, B i j to the input pixel positions, then by applying
the CD matrix and adding the CRVAL position to get the final world coordinates.

The SIP convention was created from the original form of the FITS Paper IV stan-
dards, but the Paper IV proposal since changed to use a different set of keywords and
conventions. All of the FITS WCS Papers, including the draft for Paper IV, can be
accessed through the [http://fits.gsfc.nasa.gov/fits wcs.html HEASARC FITS WCS
web page.

Paper IV Proposal The current http://fits.gsfc.nasa.gov/fits wcs.html Paper IV
conventions provide a mechanism for specifying either a look-up table or polynomial
model for the distortion of each axis. The standard states, in Section 2.1 of the Paper
IV draft (as of November 2011):

Note that the prior distortion functions . . . operate on pixel coordi-
nates (i.e., p rather than p− r ), and that the independent variables of
the distortion functions are the uncorrected pixel or intermediate pixel
coordinates. That is, for example, we do not allow the possibility of

q′3 = q3 + δq3(q′1, q
′
2)

The keywords used for describing these corrections use the syntax given in Table 2
of the draft Paper IV. For our purposes, the keywords of interest are those related
to look-up tables, namely,

Table 3.2: Excerpt of Table 2 from Draft Paper IV with Keywords Related to
Look-up Tables

Keyword Type Section (in Pa-
per IV)

Use Comments

CPDISja string 2.4.1 Distortion code Prior distortion
Function Type

DPja record 24.2 Distortion pa-
rameters

Parameter for a
prior distortion
function, for
use inthe image
head.

This syntax only provides the option to specify one correction at a time for each axis
of the image. It precludes the use of this convention to specify both a look-up table
and a polynomial model at the same time for the same axis. It does not state what
should be done if the polynomial has been specified using a different convention, for
example, the SIP convention. Therefore, SIP and Paper IV should not be seen as
mutually exclusive. In fact, they will work together rather naturally since the SIP

http://fits.gsfc.nasa.gov/fits_wcs.html
http://fits.gsfc.nasa.gov/fits_wcs.html
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and Paper IV conventions both assume that the corrections will work on the input
pixel and add to the output frame.

The only transformation that needs to be performed in this implementation is
the adaptation of the DGEOFILE for use with the SIP coefficients, as performed by
makewcs when the FITS header first gets updated in the pipeline. The corrections
derived from the DGEOFILE, as well as the corrections described by the SIP coeffi-
cients can then be added together as it was done in the original distortion calibration
code. This has been documented in the paper describing the implementation of the
distortion models in the draft of Paper IV.

The following header excerpt illustrates how the keywords get defined for an ACS/WFC
image with an NPOLFILE reference image specified in the image header.

CPERR1= 0.058 / Maximum error of dgeo correction for axis 1

CPDIS1 = ’Lookup ’ / Prior distortion funcion type

DP1 = ’EXTVER: 1.0’ / Version number of WCSDVARR extension containing

DP1 = ’NAXES: 2.0’ / Number of independent variables in distortion f

DP1 = ’AXIS.1: 1.0’ / Axis number of the jth independent variable in

DP1 = ’AXIS.2: 2.0’ / Axis number of the jth independent variable in

DP1 = ’Scale1: 1.0’ / Scale factor (binning) in axis 1

DP1 = ’Scale2: 1.0’ / Scale factor (binning) in axis 2

DP1 = ’Offset1: 0.0’ / Offset in axis 1

DP1 = ’Offset2: 0.0’ / Offset in axis 2

CPERR2= 0.072 / Maximum error of dgeo correction for axis 2

CPDIS2 = ’Lookup ’ / Prior distortion function type

DP2 = ’EXTVER: 2.0’ / Version number of WCSDVARR extension containing

DP2 = ’NAXES: 2.0’ / Number of independent variables in distortion f

DP2 = ’AXIS.1: 1.0’ / Axis number of the jth independent variable in

DP2 = ’AXIS.2: 2.0’ / Axis number of the jth independent variable in

DP2 = ’Scale1: 1.0’ / Scale factor (binning) in axis 1

DP2 = ’Scale2: 1.0’ / Scale factor (binning) in axis 2

DP2 = ’Offset1: 0.0’ / Offset in axis 1

DP2 = ’Offset2: 0.0’ / Offset in axis 2

NPOLEXT = ’wfc_64_f606w_npl.fits’

The DP<n>.EXTVER keywords point to the WCSDVARR extension associated
with the correction, with one extension for each dimension of the image chip. In
other words, there are two WCSDVARR extensions associated with this single chip,
one containing the X corrections the other one containing the Y corrections.

Detector to Image Correction The fixed column width correction, required only
for ACS/WFC is applied at the very start of the distortion correction process. Its
applied to flt.fits pixel positions, and the output positions are then used for comput-
ing the polynomial and other non-polynomial distortion corrections. The adopted
implementation for describing this detector-to-image correction in the header, and
how to apply it to the coordinates, is based on the Paper IV Look-up Table conven-
tion. It’s assumed that the detector to image correction is the same for all chips, so
only one look-up table needs to be specified and appended as a new FITS extension.
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For ACS/WFC, the correction is a one-dimensional image extension of type D2IMARR.
Each element in the row represents the correction for every pixel in the column of
the science extension.

The following new keywords for this correction have been added to the science
image’s header.

Table 3.3: Standard Detector Distortion Correction Keywords

Keyword Definition

D2IMFILE Name of reference file to be used for creating
the look-up table. The task updatewcs

creates an image extension of type
D2IMARR, and populates it with column

distortion information from this reference file.

AXISCORR Axis to which the DET2IM correction is
applied. (1 - ‘X’ Axis, 2- ‘Y’ axis)

D2IMEXT Name of reference file which was last used to
create the look-up table. ‘D2IMEXT’ stores

the name of the reference file used by
updatewcs to create a D2IMARR extension.

If ‘D2IMEXT’ is present in the ‘SCI’
extension header and is different from the
current value of D2IMFILe in the primary

header, the correction array in D2IMARR is
updated.

D2IMERR Maximum value of the correction (optional)

For example:

--> hedit j9cd01kpq_flt.fits[sci,2] d2imfile,axiscorr,d2imext,d2imerr .

j9cd01kpq_flt.fits[sci,2],D2IMFILE = jref$v971826mj_d2i.fits

j9cd01kpq_flt.fits[sci,2],AXISCORR = 1

j9cd01kpq_flt.fits[sci,2],D2IMEXT = jref$v971826mj_d2i.fits

j9cd01kpq_flt.fits[sci,2],D2IMERR = 0.002770500956103206

These new keywords are added to the science image primary header when the key-
word D2IMFILE has been assigned a reference file. Information in this reference
file is used to create a look-up table containing column width corrections for both
chips, stored in the D2IMARR image extension.

Final Products AstroDrizzle’s primary product is a multi-extension FITS file with
the suffix drz.fits.

The first extension contains the science (SCI) image which is corrected for distortion
and, if applicable, dither-combined or mosaiced. The drizzled SCI image extension
is typically in units of electrons per second which is the default for ACS and WFC3
images. All image pixels have equal area on the sky and equal photometric normal-
ization across the field of view, giving an image that is both photometrically and
astrometricly accurate for point sources and extended sources. The dimensions of
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the output image are computed automatically by AstroDrizzle, and the default out-
put plate scale value is given by the header keyword IDCSCALE (its value obtained
from the IDCTAB reference file during pipeline processing). These AstroDrizzle pa-
rameters and others may be changed by the user during post-pipeline reprocessing
to best suit the actual data and user’s needs — this will be covered in a later version
of this handbook.

The secondary outputs, available as image extension types WHT and CTX, are the
the weight and context images, respectively. The weight image gives the relative
weight of the output pixels, and can be considered an effective exposure time map.
The context extension contains a map of the output images and a record of which
image contributed to each pixel.

The WFC3/IR pipeline is based on the NICMOS pipeline, and produces a calibrated
flt.fits file using the same up-the-ramp fitting procedure which rejects cosmic rays.
The units of the WFC3/IR flt.fits file are electrons per second, rather than data
numbers per second, to be more consistent with the calibrated WFC3/UVIS flt.fits
files, which are in units of electrons.

ACS and WFC3 users should note that calibrated flt.fits files from the pipeline
contain additional bits in the DQ mask that identify pixels flagged as cosmic rays
by AstroDrizzle processing in the pipeline. The default value for these bits is 4096,
and if AstroDrizzle is re-run off-line on those flt.fits files, it will be able to use these
flags and proceed directly to the final drizzle step without the need to re-do cosmic
ray masking, unless required,; however, users should first verify that the images are
properly aligned before proceeding to the final AstroDrizzle step.Alternatively, if
the cosmic ray rejection needs to be improved, then cosmic rays identified in the
pipeline can be ignored by setting the reset bits parameter to 4096 when re-running
AstroDrizzle.

3.5 The Headerlet

3.5.1 The Headerlet’s Role in Managing the WCS Information

The ‘headerlet’ serves as a mechanism for encapsulating WCS information, which
can be used to update the WCS solution of an image. This headerlet object needs to
be as compact as possible, while providing an unambigious and self-consistent WCS
solution for an image, and requiring a minimum level of software necessary to apply
its functionality to an image. These basic requirements stem from the desire to
create a mechanism for the incorporation of improved astrometric solutions in HST
data. These solutions are provided in a manner that do not require the acquisition
of completely new image data from the HST archive, for a situation where only
the WCS information has been updated. This following information describes the
format and contents of a headerlet along with the procedures that will be used to
update images with the new WCS information from the headerlet.
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3.5.2 Introduction

The HST Archive provides access to all HST data, most of which can not be readily
combined together due to errors in guide star astrometry, imposing offsets between
images taken using different pairs of guide stars. These offsets are computed so
that all of the images taken at a particular pointing can be combined successfully
with astrometry matched to external astrometric catalogs. Unfortunately, there is
currently no mechanism for passing those updated solutions along to the community
without providing entirely new copies of all of the data.

The concept of a ‘headerlet’ seeks to provide a solution where only the WCS solution
for an image that has been aligned to an astrometric catalog can be archived and
retrieved for use in updating copies of that image’s WCS information without getting
the image data again. Multiple ‘headerlets’ could even be provided, with each
representing the alignment of an image to a different astrometric solution. This
would provide the end user with the option of using the astrometric solution that
would allow them to best align their images with specific external data of interest.
These benefits can only be realized with the proper definition of a ‘headerlet’ and
the procedures used to define them and apply them to data.

3.5.3 Source Image

All users get their copy of an image from the HST Archive (OTFR) after being
processed with the latest image calibrations, including applying the latest available
distortion models. The calibrated image gets passed to the user with the flt.fits
suffix and is referred to as the FLT image. These FLT images serve as the inputs to
AstroDrizzle in order to apply the distortion models and combine the images into
a single DRZ product.

The WCS information in the FLT images has been updated to include the full dis-
tortion model, including the full polynomial solution from the IDCTAB and all the
corrections formerly combined into the DGEOFILE. The FITSConventions (Section
??) report by Dencheva (currently available online) contains the full description of
the conventions used to describe all these components in a FITS file. The header
now contains the following set of keywords and extensions to fully describe the WCS
with distortion:

� Linear WCS keywords: specifically, CRPIX, CRVAL, CTYPE, CD matrix
keywords

� SIP coefficients: A * * and B * *, A ORDER, B ORDER, OCX10, OCX11,
OCY10, and OCY11 keywords

� NPOL file: if an NPOLFILE has been specified for the image, CPDIS and DP
keywords to point to WCSDVARR extensions (Paper IV convention)

� Column correction file: if a D2IMFILE has been specified for use with the
image, the D2IMEXT and D2IMERR keywords signify the use of a D2IM file
extension
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� WCSDVARR extensions: 2 extensions for each chip with lookup tables con-
taining the NPOLFILE corrections, with each extension corresponding to an
axis of the image (X correction or Y correction) (if an NPOLFILE has been
applied to the image)

� D2IMVARR extension: an extension with a lookup table containing the column-
correction for that chip from the D2IMFILE.

Each science header will have its own set of these keywords and extensions that will
be kept together as part of the headerlet definition. This avoids any ambiguity as
to what solution was used for any given WCS. A summary of all the WCS solutions
for all the chips can be written out to the WCSCORR table, a binary FITS table
extension (Section ??) described online.

Table 3.4: A typical ACS/WFC exposure will be composed of the following set of
extensions.

EXT # FITS NAME FILE NAME EXTVE
DIMENSION BITPIX

0 j8hw27c4q flt j8hw27c4q flt.fits
16

1 IMAGE SCI 1
4096x2048 -32

2 IMAGE ERR 1
4096x2048 -32

3 IMAGE DQ 1
4096x2048 16

4 IMAGE SCI 2
4096x2048 -32

5 IMAGE ERR 2
4096x2048 -32

6 IMAGE DQ 2
4096x2048 16

7 IMAGE D2IMARR 1
4096 -32

8 IMAGE WCSDVARR 1
64x32 -32

9 IMAGE WCSDVARR 2
64x32 -32

10 IMAGE WCSDVARR 3
64x32 -32

11 IMAGE WCSDVARR 4
64x32 -32

12 BINTABLE WCSCORR
18Fx10R

There may be a large number of extensions appended to this FITS file, but the sum
total of all of these new extensions comes to approximately 100kB for ACS/WFC
images (our sample only requires 86400 bytes), making them a space efficient means
of managing all of the distortion and WCS information.
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3.5.4 Headerlet Definition

The headerlet needs to be a self-consistent, fully described definition of a WCS
solution and its distortion. The WCS and SIP coefficients get derived from the SCI
header directly, along with the keywords, which refer to the extensions with the
NPOLFILE and D2IMFILE corrections. The science observation will be stripped
from the original WCS which will be saved to a headerlet so that the user can always
revert back to the original WCS solution at any time. There will be an option to
permanently delete the original WCS and not save it to a headerlet.

New WCS Extension

A new extension, named SIPWCS, containing all the WCS-related keywords from
the SCI header, including all keywords referring to NPOL1 and D2IM2 extensions
as well as all sets of alternate WCS keywords, will be created to serve as the record
of the original WCS. Keywords (TBD) recording the alignment information are
recorded in this header as well. All the sets of linear WCS keywords stored using
FITS Paper I Multiple WCS Standard3 would be defined using the same set of
distortion coefficients written to the SIP keywords and NPOL files. This insures
that all the information in the header remains consistent. The keywords in this
extension can be used to overwrite the keywords in the corresponding SCI header
to update the WCS solution for each chip without any further modification or
computation. The new extension then serves not only as a record of all the WCS
solutions derived for the image, but also the source of values for restoring the SCI
header WCS when desired.

Headerlet File Structure

This new extension along with the NPOLFILE4 and the D2IMFILE5 extensions
fully describe the WCS of each chip and can serve without further modification as
the definition of the headerlet.

This file now fully describes the WCS solution for this image, complete with all of
the distortion information used to originally define the solution. No further reference
files or computations would be needed when using this headerlet to update an image.

The primary header must have 4 required keywords:

� HDRNAME - a unique name for the headerlet

1http://stsdas.stsci.edu/stsci python sphinxdocs/stwcs/npol.html
2http://stsdas.stsci.edu/stsci python sphinxdocs/stwcs/fits conventions.html#detector-to-

image-correction
3http://www.atnf.csiro.au/people/mcalabre/WCS/index.html
4http://stsdas.stsci.edu/stsci python sphinxdocs/stwcs/npol.html
5http://stsdas.stsci.edu/stsci python sphinxdocs/stwcs/fits conventions.html#detector-to-

image-correction

http://stsdas.stsci.edu/stsci_python_sphinxdocs/stwcs/npol.html
http://stsdas.stsci.edu/stsci_python_sphinxdocs/stwcs/fits_conventions.html#detector-to-image-correction
http://stsdas.stsci.edu/stsci_python_sphinxdocs/stwcs/fits_conventions.html#detector-to-image-correction
http://www.atnf.csiro.au/people/mcalabre/WCS/index.html
http://stsdas.stsci.edu/stsci_python_sphinxdocs/stwcs/npol.html
http://stsdas.stsci.edu/stsci_python_sphinxdocs/stwcs/fits_conventions.html#detector-to-image-correction
http://stsdas.stsci.edu/stsci_python_sphinxdocs/stwcs/fits_conventions.html#detector-to-image-correction
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Table 3.5: The listing of the FITS extensions for a headerlet for the sample
ACS/WFC exposure after writing it out to a file would then be:

EXT # FITS NAME FILE NAME EXTVE
DIMENSION BITPI

0 j8hw27c4q j8hw27c4q hdr.fits
16

1 IMAGE D2IMARR 1
4096 -32

2 IMAGE WCSDVARR 1
64x32 -32

3 IMAGE WCSDVARR 2
64x32 16

4 IMAGE WCSDVARR 3
64x32 -32

5 IMAGE WCSDVARR 4
64x32 -32

6 IMAGE SIPWCS 1
8

7 IMAGE SIPWCS 2
8

� DESTIM - target image filename (the ROOTNAME keyword of the original
archive filename)

� STWCSVER - version of STWCS used to create the WCS of the original
image

� PYWCSVER - version of PyWCS used to create the WCS of the original
image

3.5.5 User-Defined Headerlet

The headerlet defined above serves as the default headerlet for any image provided
by the HST Archive. However, should the user perform their own calibrations,
which they feel improve on the standard calibrations provided by the pipeline, a
custom headerlet can be provided. Any headerlet should simply include:

� Required: A primary header with specific keywords that specify a unique
headerlet name and a targeted image.

� Required: A SIPWCS extension for each chip that contains the linear WCS
as well as any distortion model supported by FITS (for example, updated SIP
coefficients)

� Optional: Any additional look up tables with refinements to the polynomial
solutions in the SIPWCS extension. Any such extensions should be linked to
the SIPWCS extension using the same Paper IV6 conventions used for the
NPOLFILE tables.

6http://www.atnf.csiro.au/people/mcalabre/WCS/index.html

http://www.atnf.csiro.au/people/mcalabre/WCS/index.html
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� Optional: Detector to image correction array as a separate extension if
needed.

This custom headerlet should be capable of being used to overwrite the existing SCI
header WCS keywords to provide a FITS-supported WCS.

3.5.6 Application of a Headerlet

Updating an image retrieved from the HST Archive with a headerlet requires the
use of a single task; namely, apply headerlet. It does not simply drop a new WCS
solution into an image, but takes care to remember the previous solution in case
it needs to be restored. The full set of operations performed by this task (some
optional) include:

1. Create a headerlet from the original WCS solution in the science image (this
step can be turned off).

2. Copy all WCS information from the science image to an alternate WCS using
FITS Paper I standards.

3. Copy the WCS solution from the headerlet to the science observation.

4. Update the WCSCORR table with the linear WCS keyword values and name
of the SIP solution (based on the name of the reference files) for each SIP-
WCS extension from the headerlet, along with the keyword values from the
PRIMARY header of the headerlet.

5. append the new headerlet to the science image as a single new extension
(optional)

This process assumes that when an image header is updated with a headerlet, the
new solution from the headerlet will become the prime WCS while providing the
option to simply add the headerlets solution as an alternate WCS instead. The
updated image can then be aligned to other images based on the original WCS or
any headerlet WCS solution applied to that image.

The primary difficulty in applying a headerlet comes from insuring that the distor-
tion model of the headerlet matches the distortion model described in the science
image to be updated. Headerlets rely on the DISTNAME keyword to provide the
description of the distortion models in the headerlet and in the science image. If
the science image has a different distortion model than the one specified in the
headerlet, the original distortion model from the science image gets moved into a
headerlet and appended to the file as a new headerlet extension, then all the distor-
tion information gets replaced with the new distortion information (keywords and
distortion extensions) from the headerlet. The user can override this synchroniza-
tion of models, if they absolutely feel the need, but this process insures that the
WCS specified in the headerlet gets applied to the science image exactly as it was
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determined when creating the new solution for the headerlet. For most users, this
will never be a concern unless they have the need to either redefine the distortion
models based on their own calibrations or need to update data they retrieved with
old distortion models with the latest calibrations.

3.5.7 Software Requirements

Working with headerlets only requires the STWCS package and all the tasks de-
fined in it (such as those reported for use with TEAL when you ‘import stwcs’ or
‘reload(stwcs)’). This package comes as part of the standard STScI Python package
and can be used independently of the Drizzlepac package. A full description of the
GUI interfaces for all the headerlet tasks from this package can be found in the
STWCS Tasks section (Section 4.4.3).

3.5.8 Headerlet API

This section describes the currently implemented API for working with headerlets
supported by the stwcs.wcsutil.headerlet module. First, there’s a potentially confus-
ing point that should be cleared up: A headerlet, as implemented, is simply a FITS
file containing multiple extensions that contain all of the parameters necessary to
reproduce the WCS solution in the science image from which it was created. When
a headerlet is applied to an image, a copy of the original WCS information is ap-
pended to the image’s HDU list as a special extension HDU called a Headerlet HDU.
A Headerlet HDU consists of a simple header describing the headerlet, and has as
its data, the headerlet file itself, which may be compressed. A Headerlet HDU has
an ‘XTENSION’ value of ‘HDRLET’. Common FITS readers (such as ‘fv’) will see
this extension as an image extension. PyFITS in conjunction with STWCS, on the
other hand, allows the user to actually work with that data array of the headerlet
HDU as if it were a separate headerlet file, complete with extensions, as described
below. This makes it easy for users to verify and work with the contents of each
headerlet HDU separately.

To create a headerlet from an image, a createHeaderlet() function is provided:

> from stwcs.wcsutil import headerlet

> hdrlet = headerlet.createHeaderlet(’j94f05bgq_flt.fits’, ’VERSION1’)

> type(hdrlet)

<class ’stwcs.wcsutil.headerlet.Headerlet’>

> hdrlet.info()

Filename: (No file associated with this HDUList)

No. Name Type Cards Dimensions Format

0 PRIMARY PrimaryHDU 12 ()

1 SIPWCS ImageHDU 111 ()

2 SIPWCS ImageHDU 110 ()

3 WCSDVARR ImageHDU 15 (65, 33) float32

4 WCSDVARR ImageHDU 15 (65, 33) float32

5 WCSDVARR ImageHDU 15 (65, 33) float32

6 WCSDVARR ImageHDU 15 (65, 33) float32

7 D2IMARR ImageHDU 12 (4096,) float32
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As you can see, the Headerlet object is similar to a normal pyfits HDUList object.
createHeaderlet() can be given either the path to a file, or an open HDUList, as its
first argument.

What do you do with a Headerlet object? The main purpose of a Headerlet object
is to apply its WCS solution to the header of another FITS file. This can be done
using the Headerlet.apply() method:

> hdrlet.apply(’some_other_image.fits’)

Or you can use the applyHeaderlet() convenience function. It takes an existing
headerlet file path or object as its first argument. The remaining arguments are
the same as those used when calling Headerlet.apply(). As with createHeaderlet(),
both of these can take a file path, or opened HDUList objects, as arguments.

When a headerlet is applied to an image, an additional headerlet containing that
image’s original WCS solution is automatically created, and is appended to the
file’s HDU list as a Headerlet HDU. However, this behavior can be disabled by
setting the createheaderlet keyword argument to False7 in either Headerlet.apply()
or applyHeaderlet().

When opening a file that contains Headerlet HDU extensions, it will normally appear
in PyFits as follows:

> import pyfits

> hdul = pyfits.open(’94f05bgq_flt_with_hlet.fits’)

> hdul.info()

Filename: j94f05bgq_flt_with_hlet.fits

No. Name Type Cards Dimensions Format

0 PRIMARY PrimaryHDU 248 () int16

1 SCI ImageHDU 286 (4096, 2048) float32

2 ERR ImageHDU 76 (4096, 2048) float32

3 DQ ImageHDU 66 (4096, 2048) int16

4 SCI ImageHDU 282 (4096, 2048) float32

5 ERR ImageHDU 74 (4096, 2048) float32

6 DQ ImageHDU 66 (4096, 2048) int16

7 WCSCORR BinTableHDU 56 10R x 23C [40A, I, 1A, D, D, D, D, D, D, D, D, 24A,

24A, D, D, D, D, D, D, D, D, J, 40A]

8 WCSDVARR ImageHDU 15 (65, 33) float32

9 WCSDVARR ImageHDU 15 (65, 33) float32

10 WCSDVARR ImageHDU 15 (65, 33) float32

11 WCSDVARR ImageHDU 15 (65, 33) float32

12 D2IMARR ImageHDU 12 (4096,) float32

13 HDRLET HeaderletHDU 13

14 HDRLET HeaderletHDU 13

The names of the separate headerlet extensions are both HDRLET, but its type
shows up as HeaderletHDU when STWCS has been installed. Their headers can be
read, and although their data can be read, you would have to know what to do with
it, as the data is in the form of either a tar file, or a gzipped tar file containing the

7http://docs.python.org/library/constants.html#False

http://docs.python.org/library/constants.html#False
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headerlet file. However, if you have stwcs.wcsutil.headerlet imported, PyFits will
recognize these extensions as Headerlet HDUs, as follows:

> import stwcs.wcsutil.headerlet

> # Note that it’s necessary to reopen the file

> hdul = pyfits.open(’j94f05bgq_flt_with_hlet.fits’)

> hdul.info()

Filename: j94f05bgq_flt_with_hlet.fits

No. Name Type Cards Dimensions Format

0 PRIMARY PrimaryHDU 248 () int16

1 SCI ImageHDU 286 (4096, 2048) float32

2 ERR ImageHDU 76 (4096, 2048) float32

3 DQ ImageHDU 66 (4096, 2048) int16

4 SCI ImageHDU 282 (4096, 2048) float32

5 ERR ImageHDU 74 (4096, 2048) float32

6 DQ ImageHDU 66 (4096, 2048) int16

7 WCSCORR BinTableHDU 56 10R x 23C [40A, I, 1A, D, D, D, D, D, D, D, D, 24A,

24A, D, D, D, D, D, D, D, D, J, 40A]

8 WCSDVARR ImageHDU 15 (65, 33) float32

9 WCSDVARR ImageHDU 15 (65, 33) float32

10 WCSDVARR ImageHDU 15 (65, 33) float32

11 WCSDVARR ImageHDU 15 (65, 33) float32

12 D2IMARR ImageHDU 12 (4096,) float32

13 HDRLET HeaderletHDU 13

14 HDRLET HeaderletHDU 13

> print hdul[’HDRLET’, 1].header.ascard

XTENSION= ’HDRLET ’ / Headerlet extension

BITPIX = 8 / array data type

NAXIS = 1 / number of array dimensions

NAXIS1 = 102400 / Axis length

PCOUNT = 0 / number of parameters

GCOUNT = 1 / number of groups

EXTNAME = ’HDRLET ’ / name of the headerlet extension

HDRNAME = ’j94f05bgq_orig’ / Headerlet name

DATE = ’2011-04-13T12:14:42’ / Date FITS file was generated

SIPNAME = ’IDC_qbu1641sj’ / SIP distortion model name

NPOLFILE= ’/grp/hst/acs/lucas/new-npl/qbu16424j_npl.fits’ / Non-polynomial corre

D2IMFILE= ’/grp/hst/acs/lucas/new-npl/wfc_ref68col_d2i.fits’ / Column correction

COMPRESS= F / Uses gzip compression

HeaderletHDU objects are similar to other HDU objects in PyFits. However, they
have a special headerlet attribute that returns the actual headerlet contained in the
HDU data as a Headerlet object, as seen below:

> hdrlet = hdul[’HDRLET’, 1].headerlet

> hdrlet.info()

Filename: (No file associated with this HDUList)

No. Name Type Cards Dimensions Format

0 PRIMARY PrimaryHDU 12 () uint8

1 SIPWCS ImageHDU 111 () uint8

2 SIPWCS ImageHDU 110 () uint8

3 WCSDVARR ImageHDU 15 (65, 33) float32

4 WCSDVARR ImageHDU 15 (65, 33) float32

5 WCSDVARR ImageHDU 15 (65, 33) float32

6 WCSDVARR ImageHDU 15 (65, 33) float32
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7 D2IMARR ImageHDU 12 (4096,) float32

This is useful if you want to view the contents of the headerlets attached to a file.

NOTE: Add an example of applying the headerlet directly from the headerlet ex-
tension. (Verify that this even works, since the object would need to be a Headerlet
object.)
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4.1 an Overview

4.1.1 an Overview

Introduction

AstroDrizzle replaces MultiDrizzle in the pipeline and for post-pipeline image driz-
zling. It uses the same algorithmic base as MultiDrizzle with a modified set of
core routines that have been recoded in C and Python. This section provides a
description of the software interface as an aid in running the code when it becomes
available.

In a nutshell, AstroDrizzle processes a set of pipeline flat-field calibrated files (flt.fits)
as follows: each input image is aligned to a reference image based on WCS informa-
tion in the headers. They’re drizzled to remove geometric distortion, then combined
to create a median image. The median image is then blotted, or reverse-drizzled,
back to the frame of each input flt.fits image. By comparing each flt.fits image with
its blotted counterpart median image, the software creates cosmic ray masks (and
bad pixel masks for dithered data) for each input image. In the final step, all images
are drizzle-combined using the mask files to create a final image that’s mostly free
of cosmic rays and corrected for geometric distortion.

57
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DrizzlePac is a package of tasks used primarily for post-pipeline drizzling of images.
AstroDrizzle is its flagship, and the rest are tasks for supporting more complex
drizzling operations. Default parameter values were assigned to cover a wide range
of data, and may not be suited for some images. In such cases, you may elect
to reprocess the images to obtain better quality results. You could also reprocess
the data using observations spread over several visits. If different guide stars were
used, the images from each visit could be offset by as much as x” due to positional
uncertainties in the Guide Star Catalog. In such a case, a task called tweakreg can
be used for field with several well-distributed point sources to align the images to a
common WCS. There are also tools for converting a pixel position to sky coordinates,
and vice versa, as well as translating pixel positions for an image before and after
geometric distortion corrections.

Software Requirements

AstroDrizzle has been designed and implemented as a package in Python with sev-
eral related tasks. AstroDrizzle maintains it’s own interface and can be run from
the Python environment. The ‘drizzlepac’ package includes use of the TEAL GUI
EPAR-like interface that comes with the stsci.tools package and run using the ‘epar’
command in the PyRAF command interface. These packages have been designed to
work together in an almost seamless manner without requiring any manual setting
of the environment by the user. AstroDrizzle requires at least Python 2.6, PyFITS
v3.0 and Numpy v1.6 to be installed for operation with the Python interfaces. In
addition, PyRAF v1.10 or greater is required for use of the GUI interface.

4.2 the New Drizzle Workhorse

4.2.1 The New Drizzle Workhorse

Note for Experienced MultiDrizzle Users AstroDrizzle parameters are essen-
tially the same as those in MultiDrizzle. For a quick refresher, proceed to section
4.2.2 for a summary of all the AstroDrizzle task parameters as they appear in the
teal interface window.

There are, however, two new parameters you should know about.

Stepsize controls an internal grid of points used in the coordinate transformation
from the input image to the output frame. A default value of 10 means that every
10th pixel is transformed using the full WCS-based transformation. All remaining
pixels are then transformed using bilinear interpolation based on the fully trans-
formed pixels. Computing a full WCS-based transformation requires a significant
amount of CPU time. Using the interpolation technique, however, reduces CPU
time, and inaccuracies for interpolated pixels — those pixels not fully transformed
— are essentially insignificant, generally less than 0.0001 pixel rms for step sizes
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<= 10. Therefore, this parameter controls the trade-off between faster run-time
and the level of uncertainty in the transformation.

Resetbits allows a user to specify which input image DQ bits should be reset to
a value of 0. It’s generally used to remove cosmic ray flags, which have a flag ID
of 4096. This operation is performed on a copy of the input data after updating
image headers based on the updatewcs parameter, and prior to starting any of the
AstroDrizzle processing steps. (This parameter is useful in post-pipeline reprocess-
ing because it removes cosmic ray flags identified during pipeline processing. For
re-drizzling data, it’s better to re-do cosmic ray identification in case you prefer to
use different cosmic ray detection parameters, or if you’re combining images from
different visits.

4.2.2 4.2.1 AstroDrizzle Steps

For each step, there is a summary paragraph followed by a link to more details.
In the Frame document, information at the link will be at the same level as the
summary paragraph.

AstroDrizzle uses flat field-calibrated images (flt.fitsflt.fits or c0m.fits for WFPC2)
as input files. There are two main components to the process: (1) create mask files
for cosmic rays and bad pixels; (2) drizzle-combine input images, using their mask
files and applying geometric distortion corrections, to create a ‘clean’ combined
image. The processing steps are outlined below, with links to detailed descriptions
of each step.

1. Set-up and initialize AstroDrizzle parameters

Several initialization steps are performed by AstroDrizzle to set some
preferences on how the code will execute and to insure the input data
files have the correct format. These include specifying the input files,
providing a name and format for the output image, and resetting cosmic
ray flags in the data quality arrays of input images. In pipeline process-
ing, AstroDrizzle is instructed to use specific parameters stored in the
MDRIZTAB reference file, and the WCS is always updated to account
for distortion. Rest of this section continues here. (Section 4.2.4)

2. Create a static mask containing permanent bad pixels

A static mask is created to identify severely negative or low value pixels
in each chip. In the pipeline, these pixels are identified as those below
the median value of the chip by 4 sigma. Rest of this section continues
here. (Section 4.2.5)

3. Perform Sky subtraction

In the pipeline, AstroDrizzle computes an estimate of the sky based on
the statistical distribution of pixel values in the image. That value is
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stored in the image header keyword MDRIZSKY. Unlike the processing
performed by MultiDrizzle, flt.fits files processed by Astrodrizzle are not
sky-subtracted — that step is done during the final image combination.
For cameras with more than one chip, sky measurements are obtained
for each chip in each exposure, and the lowest value is selected for use
when combining the images. Images from some observing modes, like
narrow-band filter observations, are not sky-subtracted. Rest of this
section continues here. (Section 5.4.1)

4. Create separately-drizzled and registered input images

Each input image is drizzled to create an undistorted copy in the output
frame, and they’re registered with respect to a reference frame (by de-
fault, the first image in the input list) based on the WCS information in
their headers. These images will be used in the next three steps to create
cosmic ray masks for each input image. Rest of this section continues
here. (Section 4.2.7)

5. Create a median image using the single-drizzled images from the
previous step

Single-drizzled images created from the previous step are combined to
create a median image, which serves as an approximation of the final
product, that is, a distortion-free ‘clean’ image that has most cosmic
rays and hot pixels removed. This will be used in the next two steps for
creating cosmic ray and bad pixel masks. Rest of this section continues
here. (Section 4.2.8)

6. Blot Median Image—Blot (transform) the median image to match
each of the distorted input image

For each input image, a copy of the ‘clean’ median image is blotted —
re-distorted and unregistered — to match the pointing and distortion of
the original flt.fits image. Rest of this section continues here. (Section
4.2.9)

7. Create a cosmic ray mask for each image by comparing it to its
counterpart blotted image

The “blotted” median images are directly compared to their counterpart
original input images for identifying bad pixels, hot pixels, and cosmic-
rays. For each input image, these pixel positions are recorded to a mask
file associated with that image. Rest of this section continues here.
(Section 4.2.10)

8. Create Final Cleaned, Combined Product—Drizzle all images, using
static and and cosmic ray masks, to create a cleaned combined image
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In the final step, the original input images are drizzle-combined, using
the static mask and cosmic ray masks to exclude the bad pixels, hot
pixels, and cosmic rays from the final image computation. Rest of this
section continues here. (Section 4.2.11)

In some circumstances, it’s necessary to override some instrument-specific parame-
ters (Section 4.2.12).

4.2.3 4.2.2 AstroDrizzle Parameters

Listed below, as a refresher for experienced MultiDrizzle users, are the parameters
for AstroDrizzle. The values assigned to the parameters are task defaults that have
been chosen to cover a wide range, but not all, data types.

While the parameters below are familiar, the format of that file is something new.
It’s called a configuration file, an ascii file containing a list of parameters and their
values that can be loaded into and saved from the new Teal interface for DrizzlePac
tasks.

AstroDrizzle configuration file with task default values

_task_name_ = astrodrizzle#

input = *flt.fits# Input files (name, suffix, or @list)

output = final# Rootname for output drizzled products

runfile = astrodrizzle.log# File for logging the script commands

updatewcs = False# Update the WCS keywords?

wcskey = ""# WCS version to use in processing

proc_unit = native# Units used during processing

coeffs = True# Use header-based distortion coefficients?

context = True# Create context image during final drizzle?

group = ""# Single extension or group to be combined/cleaned

build = False# Create multi-extension output file for final drizzle?

staticfile = ""# Name of (optional) input static bad-pixel mask

crbit = 4096# Bit value for CR ident. in DQ array

stepsize = 10# Step size for drizzle coordinate computation

resetbits = 4096# Bit values to reset in all input DQ arrays

num_cores = None# Max CPU cores to use (n<2 disables, None = auto-decide)

[STATE OF INPUT FILES]

preserve = True# Copy input files to archive directory, if not already archived?

overwrite = False# Copy input files into archive, overwriting if required?

clean = False# Delete temporary files after completion?

restore = True# Copy input files FROM archive directory for processing?

[STEP 1: STATIC MASK]

static = True# Create static bad-pixel mask from the data?

static_sig = 4.0# "Sigma*rms below mode to clip for static mask"

[STEP 2: SKY SUBTRACTION]

skysub = True# "Perform sky subtraction?"

skywidth = 0.3# "Bin width for sampling sky statistics (in sigma)"

skystat = median# "Sky correction statistics parameter"
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skylower = None# "Lower limit of usable data for sky (always in electrons)"

skyupper = None# "Upper limit of usable data for sky (always in electrons)"

skyclip = 5# "Number of clipping iterations"

skylsigma = 4.0# Lower side clipping factor (in sigma)

skyusigma = 4.0# Upper side clipping factor (in sigma)

skyuser = ""# KEYWORD indicating a sky subtraction value if done by user.

skyfile = ""# Name of file with user-computed sky values.

[STEP 3: DRIZZLE SEPARATE IMAGES]

driz_separate = True# "Drizzle onto separate output images?"

driz_sep_kernel = turbo# Shape of kernel function

driz_sep_wt_scl = exptime# "Weighting factor for input data image"

driz_sep_pixfrac = 1.0# Linear size of drop in input pixels

driz_sep_fillval = None# Value to be assigned to undefined output points

driz_sep_bits = 0# Integer mask bit values considered good

[STEP 3a: CUSTOM WCS FOR SEPARATE OUTPUTS]

driz_sep_wcs = False# "Define custom WCS for separate output images?"

driz_sep_refimage = ""# Reference image from which to obtain a WCS

driz_sep_rot = None# "Position Angle of drizzled image’s Y-axis w.r.t. North (degrees)"

driz_sep_scale = None# Absolute size of output pixels in arcsec/pixel

driz_sep_outnx = None# Size of separate output frame’s X-axis (pixels)

driz_sep_outny = None# Size of separate output frame’s Y-axis (pixels)

driz_sep_ra = None# right ascension output frame center in decimal degrees

driz_sep_dec = None# declination output frame center in decimal degrees

[STEP 4: CREATE MEDIAN IMAGE]

median = True# "Create a median image?"

median_newmasks = True# "Create new masks when doing the median?"

combine_maskpt = 0.7# "Percentage of weight image value below which it is flagged as a bad pixel."

combine_type = minmed# "Type of combine operation"

combine_nsigma = 4 3# "Significance for accepting minimum instead of median"

combine_nlow = 0# "minmax: Number of low pixels to reject"

combine_nhigh = 0# "minmax: Number of high pixels to reject"

combine_lthresh = None# Lower threshold for clipping input pixel values

combine_hthresh = None# "Upper threshold for clipping input pixel values"

combine_grow = 1# Radius (pixels) for neighbor rejection

[STEP 5: BLOT BACK THE MEDIAN IMAGE]

blot = True# "Blot the median back to the input frame?"

blot_interp = poly5# Interpolant (nearest,linear,poly3,poly5,sinc)

blot_sinscl = 1.0# Scale for sinc interpolation kernel

blot_addsky = True# "Add sky using MDRIZSKY value from header?"

blot_skyval = 0.0# Custom sky value to be added to blot image

["STEP 6: REMOVE COSMIC RAYS WITH DERIV, DRIZ_CR"]

driz_cr = True# Perform CR rejection with deriv and driz_cr?

driz_cr_corr = False# "Create CR cleaned _cor file and a _crmask file?"

driz_cr_snr = 3.5 3.0# "Driz_cr.SNR parameter"

driz_cr_grow = 1# Driz_cr_grow parameter

driz_cr_ctegrow = 0# Driz_cr_ctegrow parameter

driz_cr_scale = 1.2 0.7# Driz_cr.scale parameter

[STEP 7: DRIZZLE FINAL COMBINED IMAGE]

driz_combine = True# "Perform final drizzle image combination?"

final_wht_type = EXP# Type of weighting for final drizzle

final_kernel = square# Shape of kernel function

final_wt_scl = exptime# Weighting factor for input data image

final_pixfrac = 1.0# Linear size of drop in input pixels
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final_fillval = None# "Value to be assigned to undefined output points"

final_bits = 0# Integer mask bit values considered good

final_units = cps# Units for final drizzle image (counts or cps)

[STEP 7a: CUSTOM WCS FOR FINAL OUTPUT]

final_wcs = False# "Define custom WCS for final output image?"

final_refimage = ""# Reference image from which to obtain a WCS

final_rot = None# "Position Angle of drizzled image’s Y-axis w.r.t. North (degrees)"

final_scale = None# Absolute size of output pixels in arcsec/pixel

final_outnx = None# "Size of FINAL output frame X-axis (pixels)"

final_outny = None# Size of FINAL output frame Y-axis (pixels)

final_ra = None# right ascension output frame center in decimal degrees

final_dec = None# declination output frame center in decimal degrees

[INSTRUMENT PARAMETERS]

gain = ""#

gnkeyword = ""#

rdnoise = ""#

rnkeyword = ""#

exptime = ""#

expkeyword = ""#

4.2.4 Initialization

Needs editing.

Parameter Details

Initialization parameters in AstroDrizzle are listed below. Text in italics are sup-
plemental comments to the descriptions.)

1 When the task ‘updatewcs’ is called by AstroDrizzle, the entire WCS for an
image is recomputed to incorporate all the distortion corrections applicable to that
exposure. This task (run as a processing step in AstroDrizzle) includes all the
distortion information, which is added to the image as header keyword values and
FITS file extensions. As a result, calibrated (flt.fits) data retrieved from the Archive
contains all necessary information to represent astrometrically precise . Distortion
reference files are no longer needed for post-pipeline drizzling, as was the case for
MultiDrizzle. A full description of the astrometric computations and how they
include the full distortion model can be found in the section on “Merging of the
Conventions” (Section ??). updatewcs is also available as a task in the DrizzlePac
package.

Should it be “relative positions”?
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Table 4.1: AstroDrizzle Parameters: Initialization
Parameter Default Description

input *flt.fits Input files (name, suffix, or
@list) To drizzle a single im-
age, specify the filename. For
several input images, a wild-
card followed by a suffix (ex.,
*flt.fits) or a file listing of im-
ages (ex., @filelist) may be
used.

output final Rootname for output drizzled
products

Button in the Teal window,
“Update from MDRIZTAB”

n/a A button in the AstroDriz-
zle Teal interface window.
AstroDrizzle parameter val-
ues used in the pipeline are
stored in a reference file given
by the MDRIZTAB keyword
in flt.fits images. Clicking
that button automatically pop-
ulates AstroDrizzle parame-
ters with values used in the
pipeline.

runfile astrodrizzle.log File for logging the script
commands. As AstroDrizzle
runs, comments are displayed
to show its progress at dif-
ferent stages. This file cap-
tures these comments, making
it a useful resource for track-
ing down problems.

updatewcs False Update the WCS keywords?
updatewcs is a task in the
DrizzlePac package for updat-
ing basic WCS keywords and
SIP convention keywords that
hold astrometric information
about an image. As a result,
the IDCTAB distortion refer-
ence file is not needed when
running AstroDrizzle, as was
the case for MultiDrizzle. In
most instances, the default
setting ‘False’ should be used
since updatewcs was already
run in the pipeline. For im-
ages from multiple visits that
need to be combined, WCS
information would have been
updated by tweakreg. VER-
IFY THIS TEXT. (Does up-
datewcs include updatenpol?)

wcskey “” WCS version to use in pro-
cessing (Need more informa-
tion.)

proc unit native Units used during process-
ing. By default, AstroDriz-
zle uses units specified by
the BUNIT keyword in flt.fits
headers. For ACS and WFC3,
the units are specified in elec-
trons. For WFPC2, it’s DN.

coeffs True Use header-based distortion
coefficients? The default,
“True,” tells AstroDrizzle to
use distortion coefficient val-
ues stored in the SIP header
keywords. For ACS, how does
software know to use exten-
sions for residual distortions?

context True Create context image during
final drizzle? The context im-
age contains information re-
garding the number of images
that contributed to each out-
put image pixel, encoded as
a bit-mask. If set to false,
does this result in a final im-
age with two, not three, exten-
sions?

group “” Single extension or group to
be combined/cleaned By de-
fault, all detector extensions
are processed in the FITS
files. To drizzle only one chip,
or fewer than the full com-
plement of chips in an imag-
ing channel, specify the group
number for that image. For
example, drizzling just chip 2
in ACS/WFC could be speci-
fied as “1” or “sci,1”. How
are more than one chip speci-
fied, as the case for WFPC2?

build False Is ‘false’ the default?’ Create multi-extension out-
put file for final drizzle? As-
troDrizzle produces three types
of data: Science (sci), Er-
ror (err), and Context (ctx).
When is parameter is set
to’True,’ AstroDrizzle creates
a multi-extension fits file for
all extensions. If ‘False’ is
used, the three types of data
will be generated as separate
FITS files. VERIFY THIS.

staticfile “” Name of (optional) input
static bad-pixel mask Is this a
user-created static file, or the
name for one created by astro-
drizzle?

crbit 4096 Bit value for CR ident. in
DQ array When AstroDriz-
zle combines several images,
whether its associated images
in the pipeline or during post-
pipeline processing by users,
cosmic rays identified dur-
ing processing are flagged in
the input flt.fits data quality
(DQ) extensions. In the HST
pipeline, the DQ bit value used
for cosmic rays is 4096.

stepsize 10 Step size for drizzle coordi-
nate computation. This de-
fault value of 10 means that
geometric distortion correc-
tions are directly performed
for every 10th pixel. For
pixels between pairs of pixels
with directly-calculated distor-
tion corrections, interpolation
between the pair is used to de-
termine their distortion cor-
rections values. Is this done
by row or column, or both?)

resetbits 4096 Bit values to reset in all
input DQ arrays. In the
pipeline, AstroDrizzle updates
the flt.fits data quality (DQ)
arrays to flag cosmic rays
found when combining asso-
ciated flt.fits images. Dur-
ing reprocessing, these cosmic
ray bits should be reset to 0
(good pixels), so cosmic rays
can be re-identified using user-
specified AstroDrizzle param-
eter values, or in the case
for multi-visit image combina-
tion, due to different WCSs
derived from tweakreg. Can we
add other bit values here, like
hot pixels, etc.?

num cores None Max CPU cores to use (n <
than 2 disables, None = auto-
decide) The number of CPUs
to use for parallel processing.
How is this decided?
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Table 4.2: AstroDrizzle Parameters: State of Input Files

Parameter Default Description

preserve True Copy input files to archive
directory, if not already
archived? When set to
‘True,’ the default value,
AstroDrizzle creates a sub-
directory called “OrIg files”
to store a copy of the input
flt.fits files before they’re
modified by AstroDrizzle.
If “OrIg files” already ex-
ists, the files in it are not
overwritten.

overwrite False Copy input files into archive,
overwriting if required? If the
directory “OrIg files” already
exists, this parameter allows
users to over-write the direc-
tory contents with input data
for the current AstroDrizzle
run. Need to verify.

clean False Delete temporary files after
completion? Intermediate
files created by AstroDrizzle
are automatically removed af-
ter processing by setting this
parameter to ‘True.’ For
trouble-shooting purposes, set-
ting this parameter to ‘False’
could allow users to track
down processing problems, or
the files could be useful to new
users who would like to inspect
the intermediate products.

restore True Copy input files FROM
archive directory for process-
ing? A useful option if you
wish to re-run AstroDrizzle in
the same directory and.
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4.2.5 Static Mask Creation

General Explanation

If AstroDrizzle’s static mask creation step is turned on, a static mask is created that
identifies pixels with abnormally low values which could be due to over-subtraction
of bad pixel when applying the dark image correction in routine calibrations. []1.
The clipping level for identifying bad pixels is an integer multiple of the RMS below
the image’s mode. That number is given by the parameter “static sig”.

1 ORIGINAL SENTENCE: Those severely negative, or low pixels, might result from
oversubtraction of bad pixels in the dark image, or high sky levels, during calibration.
- Does this refer to sky levels subtracted in AstroDrizzle? No sky level is subtracted
in calacs, I think.

The static mask used in the final drizzle-combining step in AstroDrizzle contains
all bad pixels from all input images, as identified in the previous paragraph. It also
contains bad pixels flagged by a parameter used in the final drizzle-combining step
called”final bits” that specifies which bit values in the flt.fits DQ array that should
be considered as bad pixels. This static mask could also be combined with a user
supplied static mask as specified in the “staticfile” parameter.

Users should consider the details of their science image and decide if creating this
mask is appropriate for the resulting science. For instance, if the image field is very
crowded, or if it contains mostly nebulous or extended objects, the statistics could
be heavily skewed resulting in a mask that flagged sources as bad pixels.

Can the text (in red) below be deleted? Don’t understand why the ‘output’ static
masks is referred to in the plural. What does that mean?

Input: Aside from the input parameters, this step requires opening each
input image to access the science (SCI) extension for each image relating
to a specific chip on a given instrument for generating the static masks.

Output: The generated static masks exist strictly in memory as numpy
objects that get applied during the single drizzle step. They also get used
to update the input mask files for the final image combination.

Parameter Details

This is the original text. The “static sig” explanation is a bit confusing.I’ve rewrit-
ten it slightly in the table below. If it’s incorrect, please let me know.static: bool
This parameter specifies whether or not to create a static bad-pixel mask from the
data. This mask flags all pixels that deviate by more than ‘static sig’ sigma below
the image median. static sig: float Number of sigma below the RMS to use as the
clipping limit for creating the static mask; defaulted to 4.0.
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Table 4.3: AstroDrizzle Parameters: Static Mask Creation
Parameter Default Description

static True Create static bad-pixel mask
from the data?

static sig 4 Sigma*rms below mode to
clip for static mask Abnor-
mally low values, those be-
low the chip’s image median
value by “static sig” times the
rms value of the image, are
flagged as bad pixels in the
static mask file. Please verify.

4.2.6 Sky Subtraction

Sky Subtraction

Needs extensive editing

The default behavior of AstroDrizzle in the pipeline is to estimate the sky based on
the statistical distribution of pixels in the image, and then to subtract that value
from copies of the input images, the output of which is then used to create the final
drizzled image. The input image files that are delivered to the user from the archive
are unmodified, i.e. they are not sky subtracted, but the sky values calculated by
AstroDrizzle are contained in the header keyword, MDRIZSKY, for those images.

For cameras with multiple detectors (such as ACS/WFC, WFPC2, or WFC3), the
sky values in each exposure are first measured separately for each detector. These
seperate values are then compared, and the lowest measured sky value is used as
the estimate for all of the detectors for that exposure. This is based on the premise
that for targets consisting of large extended or bright sources, the pixel intensity
distribution in one or more of the detectors may be significantly skewed toward the
bright end by the target itself, thereby overestimating the sky for that detector. If
the other detector is less affected by such a target, then its sky value will be lower,
and can therefore also be substituted as the sky value for the detector with the
bright source.

The default behavior for AstroDrizzle in the pipeline is to perform iterative sigma-
clipping, starting with the full range of pixel intensity values and calculating the
standard deviation. AstroDrizzle then rejects pixels with values deviating from the
mean by more than 4 sigma either way, repeating this for a total of 5 iterations. The
median value of the final distribution is then used as the sky value. This method
provides good results for a wide range of datasets, however, the sky is occasionally
slightly overestimated, and can be improved by post-pipeline processing.

It is recommended that sky subtraction be turned on for broad-band data, or other
data containing significant amounts of sky. This is because the sky background
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is retained in the science data header files. AstroDrizzle calculates a background
sky value and subtracts it on-the-fly before creating the pipeline drizzled product,
but does not modify the science pixel values in the original science files. Therefore,
turning on this step when running AstroDrizzle in post-pipeline processing will
ensure that the sky background keywords are read from the header and are applied
before drizzling the data.

It should be understood that if the background of a field is so strongly affected by
the bright sources within it, the primary purpose of the background measurement
then becomes to ensure that there are no additional varying offset levels in the
exposures prior to combination. This leads to the possibility that sky variations
from one exposure to the next could ultimately make the true background difficult
or potentially impossible to determine.

Background subtraction is also turned off by default when running AstroDrizzle
in the pipeline on narrow-band data and UV observations that are “dark” (i.e.,
have no geocoronal emission in the filter bandpass). This is done for the following
reasons: 1) the sky background through such filters is much lower than through an
optical broad-band filter, and (2) such observations are often of extended diffuse
emission-line targets whose flux is much higher than the background, leading to the
introduction of errors that are larger that the background value itself if attempts to
automate the measurements are made. However, if the user is able to determine an
accurate background level in such cases, then the above mechanism may be used to
propagate those values directly to AstroDrizzle.

Sky subtraction is generally recommended for optimal flagging and removal of CR’s,
when the sky background is more than a few electrons. However, some science
applications may require the sky to not be removed. Thus, the final drizzle step
can be performed with no sky subtraction. If sky subtraction is turned off, then
drizzle.pixfrac should also be set to 1. Otherwise, variations in sky between images
will add noise to your data.

Methodology

The clipped mode is computed for each input chip and scaled to a reference plate
scale as an estimate of the sky background. The lowest scaled value for all the chips
(detectors) of an observation (file) is then re-scaled to each chip’s plate scale and
subtracted as the sky value for that chip. The primary header of each input image
is updated with this value. In lieu of having AstroDrizzle compute the sky value,
the user can supply their own sky value as a keyword in the input file header. This
keyword name would then be given to AstroDrizzle in the ‘skyuser’ parameter.

Input: Aside from the input parameters, this step requires opening each input
image to access the science (SCI) extensions for computing the sky values.

Output: The input file primary headers are updated with the computed sky value,
and each input image’s SCI array (or copy, if ‘workinplace’ is set to False), gets sky
subtracted.
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Parameter Details

4.2.7 Create Separate Drizzled Images

General Explanation

Needs editing Each input image gets drizzled onto a separate copy of the output
frame. When stacked, these copies would correspond to the final combined product.
As separate images, they allow for treatment of each input image separately in the
undistorted, final WCS system. These images provide the information necessary for
refining the image registration for each of the input images. These images will later
be combined into a the median image that will be used in the blot and cosmic ray
detection steps of the AstroDrizzle process.

Input: Aside from the input parameters, this step requires:

� valid input images with SCI extensions

� valid distortion coefficients tables

� any optional secondary distortion correction images

� numpy object (in memory) for static mask

Output: This step produces:

� singly drizzled science image (simple FITS format)

� singly drizzled weight images (simple FITS format)

These images all have the same WCS based on the original input parameters and
those provided for this step; specifically, output shape, pixel size, and orientation,
if any have been specified at all.

Parameter Details

Drizzle Separate Images

Custom WCS For Separate Outputs

4.2.8 Create Median Image

Needs editing
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Table 4.4: Parameters for AstroDrizzle Sky Subtraction

Parameter Default Description

skysub True Perform sky subtraction?

skywidth 0.3 Bin width for sampling sky
statistics (in sigma) Bin
width, in sigma, used to
sample the distribution of
pixel flux values in order to
compute the sky background
statistics.

skystat median Sky correction statistics pa-
rameter Statistical method for
determining the sky value
from the image pixel values.
Valid options are:

� median

� mode

� mean

skylower None Lower limit of usable data
for sky (always in electrons)
Lower limit of usable pixel
values for computing the sky.
This value should be specified
in units of electrons.

skyupper None Upper limit of usable data for
sky (always in electrons) Up-
per limit of usable pixel values
for computing the sky. This
value should be specified in
units of electrons.

skyclip 5 Number of clipping iterations
Number of clipping iterations
to use when computing the sky
value.

skylsigma 4.0 Lower side clipping factor (in
sigma) Lower clipping limit,
in sigma, used when comput-
ing the sky value.

skyusigma 4.0 Upper side clipping factor (in
sigma) Upper clipping limit,
in sigma, used when comput-
ing the sky value.

skyuser “” KEYWORD indicating a sky
subtraction value if done by
user. Name of header keyword
which records the sky value al-
ready subtracted from the im-
age by the user.

skyfile “” Name of file with user-
computed sky values.
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Table 4.5: Parameters for AstroDrizzle ‘Drizzle Separate Images

Parameter Default Description

driz separate True Drizzle onto separate output
images? This parameter spec-
ifies whether or not to drizzle
each input image onto sepa-
rate output images. The sep-
arate output images will all
have the same WCS as the
final combined output frame.
These images are used to cre-
ate the median image, needed
for the cosmic ray rejection
step further on.

driz sep kernel turbo Shape of kernel function For
the initial separate drizzling
operation only, this specifies
the form of the kernel function
used to distribute flux onto the
separate output images. The
options are currently: square:
original classic drizzling ker-
nel. point: this kernel is a
point so each input pixel can
only contribute to the single
pixel that is closest to the out-
put position. It is equivalent
to the limit pixfrac -> 0 and
is very fast. gaussian: this
kernel is a circular gaussian
with FWHM equal to the value
of pixfrac, measured in input
pixels. turbo: this is simi-
lar to kernel=”square” but the
box is always the same shape
and size on the output grid
and always aligned with the
X and Y axes. This may
result in a significant speed
increase. tophat: the ker-
nel is a circular “top hat”
shape of width pixfrac. It ef-
fects only output pixels within
pixfrac/2 of the output posi-
tion. lanczos3: a Lanczos
style kernel extending 3 pixels
from the center. The Lanczos
kernel is a damped, bounded
form of the “sinc” interpola-
tor and is very effective for re-
sampling single images when
scale=pixfrac=1. It leads to
less resolution loss than the
other kernels, and also less
correlated noise in outputs.
It is however much slower.
It should never be used for
pixfrac != 1.0 and is not rec-
ommended for scale != 1.0.
NOTE: The default value
for this parameter is “turbo”
since it is much faster than
“square”, and it is quite sat-
isfactory for the purposes of
generating the median image.
More information about the
different kernels can be found
in the help file for the drizzle
task.

driz sep wt scl exptime Weighting factor for input
data image Weighting fac-
tor for input image. If
driz sep wt scl=exptime then
the scaling value will be set
equal to the exposure time
found in the image header.
This is the default recom-
mended behavior. It is also
possible to give wt scl=expsq
for weighting by the square of
exposure time, which is opti-
mal for read-noise dominated
images.

driz sep pixfrac 1.0 Linear size of drop in input
pixels Fraction by which in-
put pixels are “shrunk” before
being drizzled onto the output
image grid, given as a real
number between 0 and 1. This
specifies the size of the foot-
print, or “dropsize”, of a pixel
in units of the input pixel size.
If pixfrac is set to less than
0.001, the kernel will be re-
set to ‘point’ for more effi-
cient processing. For the step
of drizzling each input image
onto a separate output image,
the default value of 1.0 is best
in order to ensure that each
output drizzled image is fully
populated with pixels from the
input image. For more infor-
mation, see the help for the
task ‘drizzle’.

driz sep fillval None Value to be assigned to un-
defined output points Value
to be assigned to output pix-
els that have zero weight or
did not receive flux from any
input pixels during drizzling.
This parameter corresponds to
the ‘fillval’ parameter of the
‘drizzle’ task. If the default
of ‘INDEF’ is used, and if
the weight in both the input
and output images for a given
pixel are zero, then the output
pixel will be set to the value
it would have had if the input
had a non-zero weight. Oth-
erwise, if a numerical value
is provided (eg. 0), then these
pixels will be set to that value.

driz sep bits 0 Integer mask bit values con-
sidered good Integer sum of
all the DQ bit values from the
input image’s DQ array that
should be considered ‘good’
when building the weight
mask. This can also be used
to reset pixels to good if
they were flagged as cosmic
rays during a previous run
of AstroDrizzle, by adding
the value 4096 for ACS and
WFPC2 data. Please see the
section on Selecting the ‘Bits’
Parameter for a more de-
tailed discussion. make sure
this info is in the document,
http://mediawiki.stsci.edu.ltdaccess.stsci.edu/mediawiki/index.php/Selecting the %27Bits%27 Parameter

http://mediawiki.stsci.edu.ltdaccess.stsci.edu/mediawiki/index.php/Selecting_the_%27Bits%27_Parameter
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Table 4.6: Parameters for AstroDrizzle Custom WCS for ‘Drizzle Separate
Images

Parameter Default Description

driz sep wcs False Define custom WCS for sepa-
rate output images?

driz sep refimage “” Reference image from which
to obtain a WCS

driz sep rot None Position Angle of drizzled im-
age’s Y-axis w.r.t. North (de-
grees) Position Angle of out-
put image’s Y-axis relative to
North. A value of 0.0 would
orient the final output im-
age with North up. The de-
fault of INDEF specifies that
the images will not be rotated,
but will instead be drizzled in
the default orientation for the
camera, with the x and y axes
of the drizzled image corre-
sponding approximately to the
detector axes. The latter op-
tion will conserve disk space,
and may be the optimal choice
when considering that these
single drizzled images are only
used in the intermediate step
of creating a median image.

driz sep scale None Absolute size of output pix-
els in arcsec/pixel Linear size
of the output pixels in arcsec-
onds/pixel for each separate
drizzled image (to be used in
creating the median image for
cosmic ray rejection). The de-
fault value of INDEF specifies
that the undistorted pixel scale
for the first input image will
be used as the pixel scale for
all the output images.

driz sep outnx None Size of separate output
frame’s X-axis (pixels) Size of
the X axis of the output im-
ages, in pixels, to which each
input image will be drizzled.
If no value is specified, it will
use the smallest size that can
accommodate the full dithered
field.

driz sep outny None Size of separate output
frame’s Y-axis (pixels) Size of
the Y axis of the output im-
ages, in pixels, to which each
input image will be drizzled.
If no value is specified, it will
use the smallest size that can
accommodate the full dithered
field.

driz sep ra None right ascension output frame
center in decimal degrees

driz sep dec None declination output frame cen-
ter in decimal degrees
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General Explanation

The singly drizzled science images are combined to create a single median image.
This median combination gets performed section-by-section from the input single
drizzle images. Each section corresponds to a contiguous set of lines from each image
taking up no more than 1Mb in memory, such that by combining 10 input images
only 10Mb of memory would be required for each section. The goal of this step is
to create an estimate of what the fully cleaned image should look like in order to
enable improved bad pixel detection, as well as a chance to improve the alignment of
the image stack. Creating a median image from the aligned and undistorted input
images allows for a statistical rejection of bad pixels.

Input: Aside from the input parameters, this step requires access to the single
drizzled images on disk.

Output: The final median image serves as the only output from this step.

Parameter Details

4.2.9 Blot Median Image

Needs editing

General Explanation

The median image is the combination of the WCS aligned input images, which
have already had the distortion model applied. Taking the median of the aligned
images allows for a statistical rejection of bad pixels from the image stack. The
resulting median image can then be used as input to the blot task with the goal
of creating ‘cleaned’ versions of the input images at each of their respective dither
locations. These “blotted” images can then be directly compared to the original
distorted input images for detection of bad-pixels, hot pixels, and cosmic-rays whose
locations will be saved to the output badpixel masks.

Input: Aside from the input parameters, this step only requires opening the single
median image created from all the input images.

Output: A distorted version of the median image corresponding to each input
‘chip’ (extension) gets written out as separate simple FITS images.

Parameter Details

4.2.10 Remove Cosmic-rays

Needs editing.
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Table 4.7: Parameters for AstroDrizzle: Create Median Image

Parameter Default Description

median True Create a median image? The
user can specify whether or
not to create a median image
with this parameter. This me-
dian image will be used as the
comparison ‘truth’ image :in
the cosmic ray rejection step.

median newmasks True Create new masks when do-
ing the median? The user can
specify whether or not to cre-
ate new mask files when creat-
ing the median image. These
masks are generated from the
weight files produced previ-
ously by the “driz separate”
step, and would contain all the
bad pixel information. These
pixels will be excluded when
calculating the median. Gen-
erally this step should be set
to “yes”, unless it is desired
to include bad pixels in gener-
ating the median.

combine maskpt 0.7 Percentage of weight image
value below which it is flagged
as a bad pixel. Percent-
age of the weight image below
which a pixel is considered a
bad pixel when creating a new
mask.

combine type minmed Type of combine operation
combine type: str This pa-
rameter allows the user to
choose which method is used
to create the median image.
Valid options are:

� average

� median

� sum

� minmed

The ‘average’,
‘median’, and
‘sum’ options
set the mode
of operation
for using num-
combine , a
numpy method
for median-
combining
arrays, to create
the median
image. The
“minmed”
option will pro-
duce an image
that is generally
the same as the
median, except
in cases where
the median is
significantly
higher than the
minimum good
pixel value,
in which case
it will choose
the minimum.
The sigma
thresholds for
this decision
are provided
by the “com-
bine nsigma”
parameter.
However, as
the “com-
bine nsigma”
parameter does
not adjust
for the larger
probability of a
single “nsigma”
event with a
greater number
of images, “min-
med” will bias
the comparison
image low for a
large number of
images. “min-
med” is highly
recommended
for three im-
ages, and good
for four to
six or more
images. “min-
med” should
definitely be
avoided for ten
or more images.

Median is the
recommended
method for a
large number
of images, and
works equally
well as min-
med down to
approximately
four images.
However, the
user should
set the “com-
bine nhigh”
parameter to
one when using
“median” with
four images,
and consider
raising the value
parameter for
larger numbers
of images. As
a median av-
erages the two
inner values
when the num-
ber of values
being consid-
ered is even,
the user may
want to keep
the total num-
ber of images
minus “com-
bine nhigh”
odd, when using
“median”.

combine nsigma 4 3 Significance for accepting
minimum instead of median
combine nsigma: floa
Sigmas used for accepting
minimum values instead of
median values when using
the ‘minmed’ combination
method. If two values are
specified, then the first value
will be used in the initial
choice between median and
minimum, while the second
value will be used in the
“growing” step to reject ad-
ditional pixels around those
identified in the first step. If
only one value is specified,
then it is used in both steps.

combine nlow 0 minmax: Number of low pix-
els to reject combine nlow:
int This parameter sets the
number of low value pixels
to automatically reject during
image combination.

combine nhigh 0 minmax: Number of high pix-
els to reject combine nhigh:
int This parameter sets the
number of high value pixels
to automatically reject during
image combination.

combine lthresh None Lower threshold for clipping
input pixel values com-
bine lthresh: float Sets the
lower threshold for clipping
input pixel values during
image combination. This
value gets passed directly
to ‘imcombine’ for use in
creating the median image. If
None, no thresholds are used
at all.

combine hthresh None Upper threshold for clip-
ping input pixel values com-
bine hthresh: float Sets the
upper threshold for clipping
input pixel values during im-
age combination. This value
gets passed directly to ‘imcom-
bine’ for use in creating the
median image. If None, no
thresholds are used at all.

combine grow 1 Radius (pixels) for neighbor
rejection combine grow: int
Width in pixels for additional
pixels to be rejected, in an
image with a rejected pixel
from one of the rejection al-
gorithms. This parameter is
used to set the ‘grow’ parame-
ter in ‘imcombine’ for use in
creating the median image.
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Table 4.8: Parameters for AstroDrizzle: Blot Back the Median Image

Parameter Default Description

blot True Blot the median back to the
input frame? blot: bool Per-
form the blot operation on the
median image. The output
will be median smoothed im-
ages that match each input
chips location. These images
are used in the cosmic ray re-
jection step.

blot interp poly5 Interpolant (near-
est,linear,poly3,poly5,sinc)
blot interp: str Type of
interpolation function to use
when blotting drizzled images
back to their original WCS.
Valid options are:

� nearest: Nearest neigh-
bor

� linear: Bilinear inter-
polation in x and y

� poly3: Third order in-
terior polynomial in x
and y

� poly5: Fifth order in-
terior polynomial in x
and y

� sinc: Sinc interpola-
tion; accurate but slow

The poly5
interpolation
method has
been chosen
as the default
because it is
relatively fast
and accurate
compared to the
other options.
If ‘sinc’ inter-
polation has
been selected,
then it will use
the value of
the parameter
‘blot sinscl’
to specify the
size of the sinc
interpolation
kernel.

blot sinscl 1.0 Scale for sinc interpolation
kernel blot sinscl: float Size
of the sinc interpolation ker-
nel in pixels.

blot addsky True Add sky using MDRIZSKY
value from header?

blot skyval 0.0 Custom sky value to be added
to blot image
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General Information

The blotted median images, now back in the original reference frame, are compared
to the original input images to detect any spurious pixels (which may include pixels
impacted by cosmic rays) in each input. Those spurious pixels will be flagged as
‘bad’ in the output mask files. The mask files will then be used as input in the final
image combination, to remove spurious pixels from the final data product.

Input: Aside from the input parameters, this step requires:

� the blotted median images.

� the mask files.

Output: The identified bad pixels get flagged by updating the input mask files.
Optionally, copies of the original images with bad pixels removed, can be created
through the use of the ‘driz cr corr’ parameter.

Parameter Details

4.2.11 Create Final Cleaned, Combined Product

Needs editing

General Explanation

This step performs the final image combination of the original input images (or
their copies) using the updated mask files to remove any cosmic-rays. The output
frame, just like the single drizzle step, can be redefined here using some parameters
for this step, otherwise it will use the defaults to (ideally) include all of the input
pixels from all of the input images after registering them according to their header’s
WCS information.

Input: Aside from the input parameters, this step requires:

� all input image SCI arrays

� updated mask files

� all distortion coefficients files

Output: The final product of AstroDrizzle is a registered, cosmic-ray cleaned,
distortion-free, photometrically flat science image with associated weight and con-
text images. By default, these will be written out as separate simple FITS images,
but the user could simply have them written out as a single multi-extension FITS
file.
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Table 4.9: Parameters for AstroDrizzle: Remove Cosmic Rays with deriv,
driz cr

Parameter Default Description

driz cr True Perform CR rejection with de-
riv and driz cr? driz cr:
bool Perform cosmic-ray de-
tection? If set to “yes”, it will
detect cosmic-rays and create
cosmic-ray masks using the
algorithms from ‘deriv’ and
‘driz cr’.

driz cr corr False Create CR cleaned cor
file and a crmask file?
driz cr corr: bool Create a
cosmic-ray cleaned input im-
age? The cosmic-ray cleaned
cor image will be generated

directly from the input image,
and a corresponding crmask
file will be written, to docu-
ment the pixels detected as
affected by cosmic-rays.
driz cr snr = 3.5 3.0#
“Driz cr.SNR parameter”

driz cr snr 3.5 3.0 Driz cr.SNR parameter
driz cr snr: list of floats
These values specify the
signal-to-noise ratios for
the ‘driz cr’ task to use in
detecting cosmic rays. This
parameter value gets passed
directly to ‘driz cr’. See
the help file for ‘driz cr’ for
further discussion of this
parameter.

driz cr grow 1 Driz cr grow parameter
driz cr grow : int Radius
(in pixels) around each de-
tected cosmic-ray to use more
stringent detection criteria
for additional cosmic ray
detection.

driz cr ctegrow 0 Driz cr ctegrow parameter
driz cr ctegrow: int Length
(in pixels) of CTE tail to
mask in drizzled output.

driz cr scale 1.2 0.7 Driz cr.scale parameter
driz cr scale: float Scal-
ing factor applied to the
derivative in ‘driz cr’ when
detecting cosmic-rays. This
parameter gets passed directly
to ‘driz cr’. See the help
file for ‘driz cr’ for further
discussion of this parameter.
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Parameter Details

Drizzle Final Combined Image

Custom WCS For Final Output

4.2.12 Override Instrument Specific Parameters

Needs editing

General Information

The user may choose to override the information contained in the headers of the
images by setting these parameters directly

Parameter Details

4.3 AstroDrizzle in the Pipeline

4.3.1 4.3 AstroDrizzle in the Pipeline

Only active instruments are currently being processed using On-the-Fly Calibration

(OTFR) in the pipeline. For imaging instruments that use AstroDrizzle, these are

WFC3, ACS, and STIS. Drizzled NICMOS and WFPC2 data are stored in a static archive

as MultiDrizzle products; their flat field-calibrated files (flt.fits and c0m.fits,

respectively), however, are compatible with AstroDrizzle for anyone who wishes to

reprocess it.

In the pipeline, all data undergoes standard calibration ( to produce flat field-
calibrated files (flt.fits). AstroDrizzle processing starts with the name of a single
exposure, or the name of an association file containing the names of several expo-
sures to be combined. A single exposure will generate an output file with the same
rootname but with the suffix drz.fits. When an association file is provided as input
to AstroDrizzle, all flt.fits images belonging to that association are drizzle-combined
to create a product with the same rootname as the association file.

Distortion information are integrated into the calibrated data (flt.fits) from a set of
reference files; WCS information is then recomputed using this distortion informa-
tion. As detailed in Section X.X, the following operations are performed on a set
of input images: align images to an output frame, identify cosmic rays, and finally,
combine the images while correcting the distortions and removing identified cosmic
rays.
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Table 4.10: Parameters for AstroDrizzle: Drizzle Final Combined Image

Parameter Default Description

driz combine True Perform final drizzle image
combination? driz combine:
bool This parameter specifies
whether or not to perform the
final drizzle image combina-
tion. This applies the gen-
erated cosmic-ray masks to
the input images and creates
a final, cleaned, distortion-
corrected product.

final wht type EXP Type of weighting for final
drizzle final wht type: str
Specify the type of weighting
image to combine with the bad
pixel mask for the final drizzle
step. The options are:

EXP: The de-
fault of ‘EXP’
indicates that
the images will
be weighted
according to
their exposure
time, which is
the standard
behavior for
drizzle. This
weighting is a
good approxi-
mation in the
regime where
the sky noise
dominates.
This option
is provided
as the default
since it pro-
duces reliable
weighting for all
types of data,
including older
instruments
(eg., WFPC2)
where more
sophisticated
options may not
be available.

ERR: Specify-
ing ‘ERR’ is an
alternative for
ACS and STIS
data, in which
case the final
drizzled images
will be weighted
according to the
inverse variance
of each pixel
in the input
exposure files,
calculated from
the error array
data exten-
sion that is in
each calibrated
input expo-
sure file. This
array encap-
sulates all the
noise sources
in each expo-
sure, including
read-noise, dark
current and sky
background, as
well as Poisson
noise from the
sources them-
selves, and this
also includes
a dependence
upon expo-
sure time. For
WFPC2, the
ERR array
is not pro-
duced during
calibration,
therefore this
option is not
available. But
for ACS and
STIS datasets
this option is
generally rec-
ommended to
be the most
accurate type
of weighting for
producing the
final drizzled
image.

IVM: In this
case the user
can either sup-
ply their own
inverse-variance
weighting map
or let Astro-
Drizzle generate
one on-the-fly
automatically
during the
final drizzle
step. This may
be necessary
for specific
purposes, for
example to cre-
ate a drizzled
weight file for
software such
as Sextractor,
which expects
a weight image
that contains all
the background
noise sources
(sky level,
read-noise,
dark current,
etc) but not
the Poisson
noise from the
objects them-
selves. The user
can create the
inverse variance
images and
then specify
their names us-
ing the ‘input’
parameter for
AstroDrizzle
to specify an
‘@file’. This
would be a sin-
gle ASCII file
containing the
list of input cali-
brated exposure
filenames (one
per line), with a
second column
containing the
name of the
IVM file cor-
responding to
each calibrated
exposure. Each
IVM file must
have the same
file format as
the input file,
and if given as
multi-extension
FITS files
(for example,
ACS or STIS
data) then the
IVM extension
must have the
EXTNAME
of ‘IVM’. If
no IVM files
are specified
on input, then
AstroDrizzle
will rely on the
flat-field refer-
ence file and
computed dark
value from the
image header
to automati-
cally generate
an IVM file
specific to each
exposure.

final kernel square Shape of kernel function fi-
nal kernel: str Shape of the
kernel used by ‘drizzle’ in the
final image combination. The
supported choices are:

square: original
classic drizzling
kernel

point : this
kernel is a point
so each input
pixelcan only
contribute to
the single pixel
which is closest
to the output
position. It is
equivalent to
the limit pixfrac
→ 0 and is very
fast.

gaussian: this
kernel is a cir-
cular gaussian
with FWHM
equal to the
value of pixfrac,
measured in
input pixels.

turbo: this is
similar to ker-
nel=”square”
but the box is
always the same
shape and size
on the output
grid and always
aligned with the
X and Y axes.
This results in
a significant
speed increase
in some cases.

tophat : the
kernel is a cir-
cular “top hat”
shape of width
pixfrac. In ef-
fect only output
pixels within
pixfrac/2 of the
output position
are affected.

lanczos3 : a
Lanczos style
kernel extend-
ing 3 pixels from
the center. The
Lanczos kernel
is a damped,
bounded form
of the sinc
interpolator
and is very
effective for re-
sampling single
images when
scale=pixfrac=1.
It leads to less
resolution loss
than the other
kernels, and
also less cor-
related noise
in outputs.
It is however
much slower. It
should never be
used for pixfrac
6= 1.0 and is not
recommended
for scale 6= 1.0.

NOTE: The de-
fault value for
this parameter
is “square”.

final wt scl exptime Weighting factor for input
data image final wt scl: float
:Weighting factor for input
image. If final wt scl = ex-
ptime, then the scaling value
will be set equal to the ex-
posure time found in the im-
age header. This is the de-
fault behavior and is recom-
mended. It is also possible to
give wt scl=expsq for weight-
ing by the square of expo-
sure time which is optimal for
read-noise dominated images.

final pixfrac 1.0 Linear size of drop in in-
put pixels final pixfrac: float
:Fraction by which input pix-
els are “shrunk” before being
drizzled onto the output image
grid, given as a real number
between 0 and 1. This spec-
ifies the size of the footprint,
or “dropsize”, of a pixel in
units of the input pixel size.
If pixfrac is set to less than
0.001, the kernel is reset to
‘point’ for more efficient pro-
cessing. If more than a few
images are being combined,
values smaller than 1 (eg. 0.7
or 0.8) can be specified, which
result in a slightly sharper out-
put image. For more informa-
tion, read the help for the task
‘drizzle’.

final fillval None Value to be assigned to
undefined output points fi-
nal fillval: float :Value to be
assigned to output pixels that
have zero weight or did not
receive flux from any input
pixels during drizzling. This
parameter corresponds to the
‘fillval’ parameter of the ‘driz-
zle’ task. If the default of ‘IN-
DEF’ is used and if the weight
in both the input and output
images for a given pixel are
zero, then the output pixel will
be set to the value it would
have had if the input had a
non-zero weight. Otherwise,
if a numerical value is pro-
vided (eg. 0), then these pixels
will be set to that value.

final bits 0 Integer mask bit values con-
sidered good final bits: int
:Integer sum of all the DQ
bit values from the input im-
age’s DQ array that should be
considered ‘good’ when build-
ing the weighting mask. This
can also be used to reset pix-
els to good if they had been
flagged as cosmic rays dur-
ing a previous run of Astro-
Drizzle, by adding the value
4096 for ACS and WFPC2
data. The section on select-
ing the bits parameter (Sec-
tion ??) provides more details
on which bits should be in-
cluded.
final units = cps# Units for
final drizzle image (counts or
cps)

final units cps Units for final drizzle image
(counts or cps) final units:
str :This parameter deter-
mines the units of the fi-
nal drizzle-combined image,
and can either be ‘counts’ or
‘cps. The designated units are
passed through to drizzle in
the final drizzle step.
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Table 4.11: Parameters for AstroDrizzle: Custom WCS For Final Output

Parameter Default Description

final wcs False Define custom WCS for fi-
nal output image? final wcs:
bool Define a custom WCS so-
lution for the final output im-
age?

final refimage “” Reference image from
which to obtain a WCS
final refimage: str Refer-
ence image from which to
obtain a WCS.

final rot None Position Angle of drizzled im-
age’s Y-axis w.r.t. North (de-
grees) final rot: float Posi-
tion Angle of output image’s
Y-axis relative to North. The
default of 0.0 would orient the
final output image with North
up. A value of INDEF would
specify that the images will
not be rotated, but will instead
be drizzled in the default ori-
entation for the camera, with
the x and y axes of the drizzled
image corresponding approxi-
mately to the detector axes.

final scale None Absolute size of output pixels
in arcsec/pixel final scale:
float Linear size of the out-
put pixels in arcseconds/pixel
for the final combined prod-
uct. The default value of IN-
DEF specifies that the undis-
torted pixel scale for the first
input image, as computed by
PyDrizzle, will be used as the
pixel scale for the final output
image.

final outnx None Size of FINAL output frame
X-axis (pixels) final outnx:
float Size of the X axis of the
final drizzled image (in pix-
els). If no value is specified,
it will use the smallest size
that can accommodate the full
dithered field.

final outny None Size of FINAL output frame
Y-axis (pixels) final outny:
float Size of the Y axis of the
final drizzled image (in pix-
els). If no value is specified,
it will use the smallest size
that can accommodate the full
dithered field.

final ra None right ascension output frame
center in decimal degrees fi-
nal ra: float Right ascension
of the output frame center in
decimal degrees.

final dec None declination output frame cen-
ter in decimal degrees fi-
nal dec: float Declination of
the output frame center in
decimal degrees.
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Table 4.12: Parameters for AstroDrizzle
Parameter Default Description

gain “” Detector gain

gnkeyword “” Detector gain keyword in
header

rdnoise “” Detector read noise

rnkeyword “” Detector read noise keyword
in header

exptime “” Exposure time

expkeyword “” Exposure time keyword in
header

Parameter settings for all drizzle algorithm-related parameters are defined in a ref-
erence table named in the header keyword MDRIZTAB. It applies pre-determined
parameter settings for different observing configurations to create a calibrated prod-
uct. 1 For some users, the quality of their data from these pre-defined parameters
provide good results that can be used for analysis. However, others may wish to re-
process their data using different parameters, or combine more data taken in other
visits — for them, reprocessing could further improve the quality of their data.
Information about this is provided in Section X.X.

How does AstroDrizzle know which images to combine in the pipeline? The associ-
ation file identifies images that are part of a set of observations within a visit, data
that was executed as a dither pattern, with the POS TARG special requirement,
or repeated by specifying the number of exposures in the Phase 2 proposal and
CR-SPLIT observations. All these observations types, taken in the same visit with
the same guide star pairs almost always have highly accurate offset values in the
image header that could be used to align the images. (Exceptions, of course, could
be due to a loss of lock on a guide star mid-way through the visit or other telescope
pointing anomalies. So it’s always useful to check the image quality for signs of
anomalies.)

1The default values you see in the AstroDrizzle tasks, when a task interface is
displayed or in its help file, are not the same as what’s in the MDRIZTAB reference
file. Those default values are not optimized to any particular type of data but serve
as a starting point for those to wish to reprocess their data.

MDRIZTAB

The MDRIZTAB reference table contains AstroDrizzle parameters optimized for a
wide range of observations. AstroDrizzle uses that table to match the best parame-
ter values with the type of observations being processed. Each instrument detector
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has its own MDRIZTAB reference table, and in it, each row has AstroDrizzle param-
eter settings optimed for filters used, and three categories of input image numbers
per association (one image, 2 to 4 images, and more than 4 images).

Table X has an example of parameters for an ACS image with 4 or more images in
filter Fxxxx. But first, listed below is an overview of parameters contained in the
mdriztab file.

These AstroDrizzle parameter values are applied to all images in the pipeline.
mdriztab:

set to True so AstroDrizzle in the pipeline always uses the MDRIZTAB
for populating its parameters

stepsize:

set to 10; Distortion corrections are applied directly to every 10th pixel,
and those in-between are interpolated. Tests have found that the inter-
polation values are highly accurate for a stepsize of 10.

output:

set to blank since input files rootnames are used for naming the output
product

updatewcs:

set to True (yes) to always update the headers with the latest distortion
information

resetbits:

set to 4096 so that all pixels flagged as cosmic rays by calibration soft-
ware that was run before AstroDrizzle processing are treated as good

preserve:

set to False. This parameter, that makes backups of the input files, is
useful for reprocessing but not needed in the pipeline.

Is this still true?

The MDRIZTAB table contains the columns listed below for AstroDrizzle param-
eters. Each row in the table represents parameters for set of input images that
depend on 2 primary conditions: the number of input exposures to be combined
and the filters used for the exposures.General parameters:
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‘mdriztab’, ‘refimage’, ‘runfile’, ‘coeffs’, ‘context’, ‘clean’, ‘group’, ‘ra’,
‘dec’, ‘build’, ‘shiftfile’

Keyword definition parameters:

‘gain’, ‘gnkeyword’, ‘readnoise’, ‘rnkeyword’, ‘exptime’, ‘expkeyword’,
‘crbitval’

Static Mask parameters:

‘static’, ‘staticfile’, ‘static sig’

Sky Subtraction parameters:

‘subsky’, ‘skywidth’, ‘skystat’, ‘skylower’, ‘skyupper’, ‘skyclip’, ‘skyl-
sigma’, ‘skyusigma’

Separate Drizzle parameters:

‘driz separate’, ‘driz sep outnx’, ‘driz sep outny’, ‘driz sep kernel’, ‘driz sep scale’,
‘driz sep pixfrac’, ‘driz sep rot’, ‘driz sep fillval’, ‘driz sep bits’

Median Step parameters:

‘median’, ‘median newmasks’, ‘combine type’, ‘combine nsigma’, ‘com-
bine nlow’, ‘combine nhigh’, ‘combine lthresh’, ‘combine hthresh’, ‘com-
bine grow’

Blot Step parameters:

‘blot’, ‘blot interp’, ‘blot sinscl’

Driz CR Step parameters:

‘driz cr’, ‘driz cr corr’, ‘driz cr snr’, ‘driz cr scale’, ‘driz combine’

Final Drizzle parameters:

‘driz combine’, ‘final outnx’, ‘final outny’, ‘final kernel’, ‘final scale’, ‘fi-
nal pixfrac’, ‘final rot’, ‘final fillval’, ‘final bits’

Many parameters use the task default values. Those that don’t use default values
are determined for certain types of observations: instrument-dependent settings1

that work best for the data; narrow-band image processing where sky computation
is turned off; associations with large numbers of input images that have pixfrac set
to a lower value; single exposures have most steps turned off.
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NOTE: For ACS data, the MDRIZTAB reference file specifies "final_bits=96",

so that AstroDrizzle in the pipeline treats any pixel flagged with bits 32 and

64 in the data quality array of the flat field-calibrated (flt.fits) files as good

pixels. These flags are set by calacs and correspond to CTE tails of hot pixels

in superdark

DQ arrays and warm pixels in superdark DQ arrays.

The archive will deliver the reference files required for running AstroDrizzle, which
includes the MDRIZTAB table file, upon request.

example of four different types of WFC observations, extracted and transposed.
Here, the spectral element ‘ANY’ refers to all wide-band filters.

8 F658N,CLEAR2L

1 ANY

2 ANY

3 ANY

1 ATODGNA,ATODGNB,ATODGNC,ATODGND 2 READNSEA,READNSEB,READNSEC,READNSED

Data Quality of Drizzled Pipeline Products

This section is a list of things users should look for in their pipeline drizzled data.
Some of it is covered in the image quality section, but it would be useful to add a
few things to check for cases where data is taken in a single visit. For instance, for
CVZ targets, the sky can change when pointed close to the earth limb. It’s rare
but i’ve seen it. There may be double images or abnormal PSFs due to pointing
interruptions (loss of lock events). This will be edited later, but if anyone has
suggestions, please send them to me.

4.4 The DrizzlePac Package

4.4.1 4.4 The DrizzlePac Package

The DrizzlePac package contains a suite of tasks that allow the user to align images,
combine them, and even perform coordinate transformations on source positions
from HST data. The image alignment works with the primary AstroDrizzle task
to allow the user to insure that all errors in the WCS information that would
lead to mis-alignment of the images get corrected prior to combining them. The
remainder of the tasks work as independent operations on the images or source
positions from the images and rely on the complete description of the distortion
information supported by AstroDrizzle. These tasks rely on other tasks from the
STWCS and FITSBLENDER packages, as described later, to perform many of their
operations.
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Table 4.13: Excerpt of IDCTAB for four types of observing scenarios

Parameter Units Wide band,
one image

Wide band,
two images

Wide band,
six image

Narrow
band, one
image

numimages none 1 2 6 2

mdriztab none yes yes yes yes

refimage none “” “” “” “”

runfile none “” “” “” “”

coeffs none header header header header

context none yes yes yes yes

clean none yes yes yes yes

group none “” “” “” “”

degrees
—INDEF
—INDEF
—INDEF
—INDEF

degrees
—INDEF
—INDEF
—INDEF
—INDEF

none —yes
—yes —yes
—yes

none —””
—”” —””
—””

none —(1)
—(1) —(1)
—(1)

none —””
—”” —””
—””

none —(2)
—(2) —(2)
—(2)

seconds
—INDEF
—INDEF
—INDEF
—INDEF

none —EX-
PTIME
—EXPTIME
—EXPTIME
—EXPTIME

none —4096
—4096
—4096
—4096

none —””
—”” —””
—””

none —no
—yes —yes
—yes

none —””
—”” —””
—””

“” —4. —4.
—4. —4.

none —yes
—yes —yes
—no

none —0.1
—0.1 —0.1
—0.1

none —me-
dian —me-
dian —me-
dian —me-
dian

electrons —-
100. —-100.
—-100. —-
100.

electrons
—INDEF
—INDEF
—INDEF
—INDEF

none —5 —5
—5 —5

none —4.
—4. —4.
—4.

none —4.
—4. —4.
—4.

none —no
—yes —yes
—yes

pixels
—INDEF
—INDEF
—INDEF
—INDEF

pixels
—INDEF
—INDEF
—INDEF
—INDEF

none —turbo
—turbo
—turbo
—turbo

none —IN-
DEF —IN-
DEF —IN-
DEF —IN-
DEF

none —1.
—1. —1.
—1.

degrees
—INDEF
—INDEF
—INDEF
—INDEF

none —IN-
DEF —IN-
DEF —IN-
DEF —IN-
DEF

none —96
—96 —96
—96

none —no
—yes —yes
—yes

none —no
—yes —yes
—yes

none —min-
med —min-
med —me-
dian —min-
med

none —”4 3”
—”4 3” —”4
3” —”4 3”

none —0 —0
—0 —0

none —1 —1
—1 —1

none —IN-
DEF —IN-
DEF —IN-
DEF —IN-
DEF

none —IN-
DEF —IN-
DEF —IN-
DEF —IN-
DEF

pixels —1
—1 —1 —1

none —no
—yes —yes
—yes

none —no
—yes —yes
—yes

none —no
—no —no
—no

none —”3.5
3.0” —”3.5
3.0” —”3.5
3.0” —”3.5
3.0”

none —”1.2
0.7” —”1.2
0.7”v”1.2
0.7” —”1.2
0.7”

none —yes
—yes —yes
—yes

pixels
—INDEF
—INDEF
—INDEF
—INDEF

pixels
—INDEF
—INDEF
—INDEF
—INDEF

none
—square
—square
—square
—square

none
—square
—square
—square
—square

arcseconds
INDEF
—INDEF
—INDEF
—INDEF

none —1.
—1. —0.8
—1.

degrees
—INDEF
—INDEF
—INDEF
—INDEF

none —IN-
DEF —IN-
DEF —IN-
DEF —IN-
DEF

none —96
—96 —96
—96

“” —poly5
—poly5
—poly5
—poly5

pixels —1.
—1. —1.
—1.
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4.4.2 drizzlepac tasks

The full list of task names reported everytime the ‘drizzlepac’ package gets (re-
)imported into your Python (or PyRAF) session includes:

� astrodrizzle : primary task for combining images, removing cosmic-rays, and
removing distortion

� ablot : (unsupported, alpha version) task to create an image with distortion
from an undistorted (drizzled) image

� adrizzle : (unsupported, alpha version) task to create an undistorted image
from a single input image

� buildwcs : task to create a WCS instance from a reference image WCS or
user-supplied parameters

� tweakreg : task to compute the offset in WCS between images and a reference
image or reference frame

� imagefindpars : interface to edit parameters used to find point sources in
input images in ‘tweakreg’

� tweakback : apply the updated WCS solution created by ‘tweakreg’ for a
drizzled image to the constituent distorted ( flt.fits) images

� pixtopix : task to convert pixel positions from an input image to pixel posi-
tions in an output WCS or image

� pixtosky : task to convert pixel positions from an input image to sky coor-
dinates with full distortion correction as appropriate

� skytopix : task to convert sky positions to pixel positions in an image

� resetbits : task to reset specified DQ values to 0

� updatenpol : task to update ACS data with the names of the new NPOLFILE
reference image and recompute the entire WCS to use that new file

Each of these tasks can be run independently using the TEAL GUI with same
syntax that is used for running the ‘astrodrizzle’ task, as follows:

>epar <taskname>

Each of these tasks have help files available from within the TEAL GUI, under the
‘Help’ button. As each of these tasks represents a GUI interface to an underlying
Python task, the underlying Python code can be called directly from scripts, or
from the Python command line. The syntax for those calls can be determined using
Python’s help functionality, as follows:

>help(drizzlepac.<taskname>)
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Unsupported Tasks This package contains a small number of unsupported tasks
that were initially developed as prototypes for new tasks. Those prototypes reflect
an early state of development of the package, will be completely redesigned in the
near future and are not guaranteed to function as needed. These tasks are:

� ablot

� adrizzle

Updatenpol

This task will update the header of ACS file(s) with the names of the NPOLFILE
and D2IMFILE reference files for use with AstroDrizzle. It will also optionally
run the updatewcs task to insure that all the WCS information from the reference
files has been imported into the ACS file(s) as needed by AstroDrizzle making it
unnecessary to have the updatewcs parameter in AstroDrizzle turned on:

Updatenpol Usage This task can be called from within a Python task using the
syntax:

from drizzlepac import updatenpol

updatenpol.update(input, refdir=’jref$’, local=None, interactive=False, wcsupdate=True)

Updatenpol Parameters input : string or list

Name of input file or files acceptable forms:

* single filename with or without directory

* @-file

* association table

* python list of filenames

* wildcard specification of filenames

refdir : string

Path to directory containing new reference files, either environment variable or full path.

local : boolean

Specifies whether or not to copy new reference files to local directory for use with the input files.

interactive : boolean

Specifies whether or not to interactively ask the user for the exact names of the new reference files instead of automatically searching a directory for them.
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updatewcs : boolean

Specifies whether or not to update the WCS information in this file to use the new reference files.

Tweakreg

Tweakreg provides an automated interface for computing residual shifts between
input exposures being combined using AstroDrizzle. The offsets computed by
Tweakreg correspond to pointing differences after applying the WCS information
from the input image’s headers. Such errors would, for example, be due to errors
in guide-star positions when combining observations from different observing vis-
its or from slight offsets introduced upon re-acquiring the guide stars in a slightly
different position.Tweakreg supports the use of calibrated, distorted images (such
as FLT images for ACS and WFC3, or c0m.fits images for WFPC2) as input im-
ages. All coordinates for sources derived from these images (either by this task or
as provided by the user directly) will be corrected for distortion using the distortion
model information specified in each image’s header. This eliminates the need to run
AstroDrizzle on the input images prior to running tweakreg.

All calibrated input images must have been updated using

’updatewcs’ from the STWCS package, or as run by ’astrodrizzle’,

to include the full distortion model in the header.

This task will use catalogs, and catalog-matching, based on the xyxymatch algorithm
to determine the offset between the input images. The primary mode of operation
will be to extract a catalog of source positions from each input image using either
a ‘DAOFIND-like’ algorithm. Alternatively, the user can provide their catalogs of
source positions derived from each input chip.

The reference frame will be defined either by:

� the first input image (and associated catalog),

� a catalog derived from a reference image specified by the user, or

� a catalog of undistorted sky positions (RA/Dec) and fluxes provided by the
user.

For a given observation, the distortion model is applied to all distorted input po-
sitions, and the sources from each chip are then combined into a single catalog
of undistorted positions. The undistorted positions for each observation then get
passed to xyxymatch for matching to objects from the reference catalog.

The source lists from each image will generally include cosmic-rays as detected
sources, which can at times significantly confuse object identification between im-
ages. Observations that include long exposures often have more cosmic-ray events
than source objects. As such, isolating the cosmic-ray events in those cases would
significantly improve the efficiency of common source identification between images.



4.4. THE DRIZZLEPAC PACKAGE � 89

One such method for trimming potential false detections from each source list would
be to set a flux limit to exclude detections below that limit. As the fluxes reported
in the default source object lists are provided as magnitude values, setting the flux-
max or fluxmin parameter value to a magnitude- based limit, and then setting the
ascend parameter to True, will allow for the creations of catalogs trimmed of all
sources fainter than the provided limit. The trimmed source list can then be used in
matching sources between images and in establishing the final fitting for the shifts.

A fit can then be performed on the matched set of positions between the input and
the reference to produce the shiftfile. If the user is confident that the solution will
be correct, the header of each input image can be updated directly with the fit
derived for that image.

Tweakreg User Interface This task can be run from either the TEAL GUI or
from the Python command-line. These examples illustrate the syntax that can be
used to run the task in a couple of common modes.

1. Run the task using the TEAL GUI under PyRAF:

>>> import drizzlepac

>>> epar tweakreg

2. Find only the shifts(no rotation or scale) for a set of calibrated ACS

(\_flt.fits) images using the built-in DAOFIND-like source finding

algorithm with sources >10 sigma above the background without using the

TEAL GUI:

>>> from drizzlepac import tweakreg

>>> tweakreg.TweakReg(’\*flt.fits’, editpars=False, findmode=’imagefind’, \

editipars=False, computesig=True, threshold=10.0, fitgeometry=’shift’)

Format of Exclusion Catalog The format for the exclusions catalog requires 1 line
in the file for every input image, regardless of whether or not that image has any
defined exclusion regions. A sample file would look like:

j99da1emq_flt.fits

j99da1f2q_flt.fits test_exclusion.reg

This file specifies no exclusion files for the first image, and only an regions file for
SCI,1 of the second image. Should an exclusion regions file only be needed for the
second chip in the second image, the file would need to look like:

j99da1emq_flt.fits

j99da1f2q_flt.fits None test_sci2_exclusion.reg

The value ‘None’ could also be replaced by ‘INDEF’ if desired, but either string
needs to be present to signify no regions file for that chip while the code continues
parsing the line to find a file for the second chip.
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Format of Region Files The format of the exclusions catalogs referenced in the
‘exclusions’ file defaults to the format written out by DS9 using the ‘DS9/Funtools’
region file format. A sample file with circle() regions will look like::

# Region file format: DS9 version 4.1

# Filename: j99da1f2q_flt.fits[SCI]

global color=green dashlist=8 3 width=1 font="helvetica 10 normal roman" select=1 highlite=1 dash=0 fixed=0 edit=1 move=1 delete=1 include=1 source=1

image

circle(3170,198,20)

circle(3269,428,20)

circle(3241.1146,219.78132,20.000014)

This task can also work with regions files which have a much simpler format for
each region with 2 values for the source center and a third value for the radius of
the region. The units of all the values can either pixels or sky coordinates (either
sexagesimal RA/Dec or decimal degrees RA/Dec plus radius in arcseconds). The
values on each line can be separated either by spaces or commas.

A sample file with free formatted regions would look like::

image

3170,198,20

3269 428 20

3241.1146,219.78132,20.000014

The first (non-comment) line in the file will specify what units were used for speci-
fying the regions. Supported options are:

� ‘image’

� ‘physical’

� ‘pixel’

� ‘fk5’

� ‘fk4’

� ‘sky’

The terms ‘image’, ‘physical’, and ‘pixel’ all refer to values in pixels, while the
remaining naturally refer to values specified in sky coordinates. A default units of
‘pixels‘ will be assumed should the units line not be found at the beginning of
the regions file.

The format of the regions can actually be different from one line to the next, in case
multiple regions files written out in different formats need to be merged. So, regions
from the second example could be included in the first examples file if needed.
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Tweakreg Parameters input : str or list of str

Input files (passed in from *files* parameter)

This paramater can be provided in any of several forms:

- filename of a single image

- filename of an association (ASN)table

- wild-card specification for files in directory (using \*, ? etc)

- comma-separated list of filenames

- ’\@file’ filelist containing list of desired input filenames

(and optional inverse variance map filenames)

The ’\@file’ filelist needs to be provided as an ASCII text file

containing a list of filenames for all input images with one

filename on each line of the file. If inverse variance maps have

also been created by the user and are to be used (by specifying

’IVM’ to the parameter ’final_wht_type’ described further below),

then these are simply provided as a second column in the filelist,

with each IVM filename listed on the same line as a second entry,

after its corresponding exposure filename. [Default value: ’\*flt.fits’]

refimage : str

findmode : str {‘imagefind’, ‘sextractor’}

This parameter specifies what method should be used to extract source

catalogs from each input image.

Selection of ’sextractor’ only specifies that should the ’sextractor’

executable be found on the user’s system, it will be used. Otherwise,

’tweakreg’ will use the built-in imagefind function by default. This

function is similar in operation to DAOFIND. [Default value: ’imagefind’]

execname : string

exclusions: string

This parameter allows the user to specify a set of files which contain

regions in the image to ignore when finding sources. This file MUST

have 1 line for each input image with the name of the input file in the

first column. Subsequent columns would be used to specify an exclusion

file for each chip in ’SCI,<n>’ index order. If a chip does not require

an exclusion file, the string ’None’ or ’INDEF’ can be used as a

placeholder for that chip. Each chip’s exclusion file should conform

to the ’region’ file format generated by DS9, and currently, only

’circle()’ regions are interpreted and used and only with units for the

positions of the exclusion center of ’fk[4|5]’ and ’image’. Support for

additional region file options will be added at a later date.

writecat : bool
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Specify whether or not to write out the source catalogs generated for

each input image by the built-in source extraction algorithm.

[Default value: Yes]

clean : bool

Specify whether or not to remove the temporary files created by

’tweakreg’, including any catalog files generated for the shift

determination. [Default value = Yes]

verbose : bool

Specify whether or not to print extra messages during

processing. [Default value = No]

UPDATE HEADER

updatehdr : bool

Specify whether or not to update the headers of each input image

directly with the shifts that were determined. This will allow the

input images to be combined by AstroDrizzle without having to provide

the shiftfile as well. [Default value = False]

wcsname : str

Name of updated WCS. [Default value = ’TWEAK’]

HEADERLET CREATION

headerlet: bool

Specify whether or not to generate a headerlet from the images at

the end of the task? If turned on, this will create a headerlet

from the images regardless of the value of the ’updatehdr’

parameter.

attach: bool

If creating a headerlet, choose whether or not to attach the new

headerlet to the input image as a new extension.

hdrfile: string

Filename to use for writing out headerlet to a separate file. If the name

does not contain ’.fits’, it will create a filename from the

rootname of the input image, the value of this string, and it will end

in ’_hlet.fits’. For example, if only ’hdrlet1’ is given, the full filename

created will be ’j99da1f2q_hdrlet1_hlet.fits’ when creating a headerlet

for image ’j99da1f2q_flt.fits’.
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clobber: bool

If a headerlet with ’hdrfile’ already exists on disk, specify

whether or not to overwrite that previous file.

hdrname: string

Unique name to give to headerlet solution. This name will be used to

identify this specific WCS alignment solution contained in the headerlet.

author: string, optional

Name of the creator of the headerlet.

descrip: string, optional

Short (1-line) description to be included in headerlet as ’DESCRIP’ keyword.

This can be used to provide a quick look description of the WCS alignment

contained in the headerlet.

catalog: string, optional

Name of reference catalog used as the basis for the image alignment.

history: string, optional

Filename of a file containing detailed information regarding the history

of the WCS solution contained in the headerlet. This can include information

on the catalog used for the alignment, or notes on processing that went

into finalizing the WCS alignment stored in this headerlet. This information

will be reformatted as 70-character wide FITS HISTORY keyword section.

OPTIONAL SHIFTFILE OUTPUT

shiftfile : bool

Create output shiftfile? [Default value: No]

outshifts : str

The name for the output shift file created by ’tweakreg’. This

shiftfile will be formatted for use as direct input to AstroDrizzle.

[Default value: ’shifts.txt’]

outwcs : str
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Filename to be given to the OUTPUT reference WCS file created

by ’tweakreg’. This reference WCS defines the WCS from which the

shifts get measured, and will be used by AstroDrizzle to interpret

those shifts. This reference WCS file will be a FITS file that

only contains the WCS keywords in a Primary header with no image

data itself. The values will be derived from the FIRST input image

specified. [Default value: ’tweak_wcs.fits’]

COORDINATE FILE DESCRIPTION

catfile : str

xcol : int

Column number of X position from the user-generated catalog files

specified in the catfile. [Default value = 1]

ycol : int

Column number of Y position from the user-generated catalog files

specified in the catfile. [Default value = 2]

fluxcol : int

Column number for the flux values from the user-generated catalog

files specified in the catfile. These values will only be used if

a flux limit has been specified by the user using the ’fluxmax’ or

’fluxmin’ parameters. [Default value = None]

fluxmax : float

Limiting flux value for selecting valid objects in the input image’s

catalog. If specified, this flux will serve as the upper limit of a

range for selecting objects to be used in matching with objects

identified in the reference image. If the value is set to INDEF, all

objects with fluxes brighter than the minimum specified in ’fluxmin’

will be used. If both values are set to INDEF, all objects will be used.

[Default value = None]

fluxmin : float

Limiting flux value for selecting valid objects in the input image’s

catalog. If specified, this flux value will serve as the lower limit

of a range for selecting objects to be used in matching with objects

identified in the reference image. If the value is set to INDEF, all

objects fainter than the limit specified by ’fluxmax’ will be used.

If both values are set to INDEF, all objects will be used.

[Default value = None]
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fluxunits : str {‘counts’, ‘cps’, ‘mag’}

This allows the task to correctly interpret the flux limits specified

by ’fluxmax’ and ’fluxmin’ when sorting the object list for trimming

of fainter objects. [Default value = ’counts’]

xyunits : str {‘pixels’, ‘degrees’}

Specifies whether the positions in this catalog are already sky pixel

positions, or whether they need to be transformed to the sky.

[Default value = ’pixels’]

nbright : int

The number of brightest objects to keep after sorting the full object

list. If nbright is set equal to None, all objects will be used.

[Default value = None]

REFERENCE CATALOG DESCRIPTION

refcat : str

refxcol : int

Column number of RA in the external catalog file specified by the

refcat. [Default value = 1]

refycol : int

Column number of Dec in the external catalog file specified by the

refcat. [Default value = 2]

refxyunits : str {‘pixels’,’degrees’}

Units of sky positions. [Default value = ’degrees’]

rfluxcol : int

Column number of flux/magnitude values in the external catalog file

specified by the refcat. [Default value = None]

rfluxmax : float
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Limiting flux value used to select valid objects in the external

catalog. If specified, the flux value will serve as the upper limit

of a range for selecting objects to be used in matching with objects

identified in the reference image. If the value is set to INDEF,

all objects with fluxes brighter than the minimum specified in

’rfluxmin’ will be used. If both values are set to INDEF, all

objects will be used. [Default value = None]

rfluxmin : float

Limiting flux value used to select valid objects in the external

catalog. If specified, the flux will serve as the lower limit

of a range for selecting objects to be used in matching with objects

identified in the reference image. If the value is set to INDEF,

all objects fainter than the limit specified by ’rfluxmax’ will be

used. If both values are set to INDEF, all objects will be used.

[Default value = None]

rfluxunits : {‘counts’, ‘cps’, ‘mag’}

This allows the task to correctly interpret the flux limits specified

by ’rfluxmax’ and ’rfluxmin’ when sorting the object list for trimming

of fainter objects. [Default value = ’mag’]

refnbright : int

Number of brightest objects to keep after sorting the full object

list. If refnbright is set to None, all objects will be used. Used in

conjunction with refcat. [Default value = None]

OBJECT MATCHING PARAMETERS

minobj : int

Minimum number of identified objects from each input image to use

in matching objects from other images. [Default value = 15]

searchrad : float

The search radius for a match. [Default value = 1.0]

searchunits : str

Units for search radius. [Default value = ’arcseconds’]

use2dhist : bool

Use 2d histogram to find initial offset? [Default value = Yes]
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see2dplot : bool

See 2d histogram for initial offset? [Default value = No]

tolerance : float

The matching tolerance in pixels after applying an initial solution

derived from the ’triangles’ algorithm. This parameter gets passed

directly to ‘xyxymatch‘ for use in matching the object lists from each

image with the reference image’s object list. [Default value = 1.0]

separation : float

The minimum separation for objects in the input and reference

coordinate lists. Objects closer together than ’separation’ pixels

are removed from the input and reference coordinate lists prior

to matching. This parameter gets passed directly to ‘xyxymatch‘ for

use in matching the object lists from each image with the reference

image’s object list. [Default value = 0.0]

xoffset : float

Initial estimate for the offset in X between the images and the

reference frame. This offset will be used for all input images

provided. If the parameter value is set to None, no offset will

be assumed in matching sources in ’xyxymatch’. [Default value = 0.0]

yoffset : float

Initial estimate for the offset in Y between the images and the

reference frame. This offset will be used for all input images

provided.If the parameter value is set to None, no offset will

be assumed in matching sources in ’xyxymatch’. [Default value = 0.0]

CATALOG FITTING PARAMETERS fitgeometry : str {‘shift’, ‘rscale’, ‘gen-
eral’}

The fitting geometry to be used in fitting the matched object lists.

This parameter is used in fitting the offsets, rotations and/or scale

changes from the matched object lists. [Default value = ’rscale’]

residplot : str {‘No plot’, ‘vector’, ‘residuals’, ‘both’}

Plot residuals from fit? [Default value = ’No plot’]

If ’both’ is selected, the ’vector’ and ’residuals’ plots will be displayed

in separate plotting windows at the same time.

nclip : int

Number of clipping iterations in fit. [Default value = 0]

sigma : float

Clipping limit in sigma units. [Default value = 3.0]
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Tweakback

Apply WCS solution recorded in drizzled file to distorted input images ( flt.fits files)
used to create the drizzled file. This task relies on the original WCS and updated
WCS to be recorded in the drizzled image’s header as the last 2 alternate WCSs.The
algorithm used by this function follows these steps:

1. Verify or determine list of distorted image’s that need to be updated with final
solution from drizzled image

2. Read in HSTWCS objects for last 2 alternate WCS solutions

3. Generate footprints using .calFootprint() for each WCS

4. Create pixel positions for corners of each WCS’s footprint by running the
.wcs sky2pix() method for the last (updated) WCS

5. Perform linear ‘rscale’ fit between the 2 sets of X,Y coords

6. Update each input image WCS with fit using ‘updatehdr with shift()’

If no input distorted files are specified as input, this task will attempt to generate
the list of filenames from the drizzled input file’s own header.

Tweakback Usage The syntax for running this task in a Python task would be:

>>> from drizzlepac import tweakback

>>> tweakback.tweakback(<drizzle filename>)

Examples

An image named ‘acswfc mos2 drz.fits’ was created from 4 images using AstroDriz-
zle. This drizzled image was then aligned to another image using tweakreg and the
header was updated using the WCSNAME = TWEAK DRZ. The new WCS can
then be used to update each of the 4 images that were combined to make up this
drizzled image using:

>>> from drizzlepac import tweakback

>>> tweakback.tweakback(’acswfc_mos2_drz.fits’)

If the same WCS should be applied to a specific set of images, those images can be
updated using:

>>> tweakback.tweakback(’acswfc_mos2_drz.fits’,

input=’img_mos2a_flt.fits,img_mos2e_flt.fits’)
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Tweakback Parameters drzfile: str (Default: )

filename of undistorted image which contains the new WCS

and WCS prior to being updated

input : str (Default: )

filenames of distorted images to be updated using new WCS

from ’drzfile’. These can be provided either as an ’@’-file,

a comma-separated list of filenames or using wildcards.

extname: str (Default: ‘SCI’)

Name of extension in ’input’ files to be updated with new WCS

force: bool (Default: False)

This parameters specified whether or not to force an update of the WCS

even though WCS already exists with this solution or wcsname?

verbose: bool (Default: False)

This parameter specifies whether or not to print out additional

messages during processing.

4.4.3 STWCS tasks

The STWCS package provides support for WCS based distortion models and coor-
dinate transformation. It relies on PyWCS (based on WCSLIB). It consists of two
subpackages: UPDATEWCS and WCSUTIL. UPDATEWCS performs corrections
to the basic WCS and includes other distortion infomation in the science files as
header keywords or file extensions. WCSUTIL provides an HSTWCS object which
extends pywcs.WCS object and provides HST instrument specific information as
well as methods for coordinate transformaiton. WCSUTIL also provides functions
for manipulating alternate WCS descriptions in the headers. In addition, this pack-
age provides support for working with headerlets, a new convention for managing
WCS solutions and transferring them from copy of an image to another.

The full list of tasks which have TEAL interfaces that get listed everytime the
‘stwcs’ package gets (re-)imported into your Python or PyRAF session includes:

� updatewcs : recompute the WCS keywords and import the distortion model
from the reference files
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� apply headerlet : apply a headerlet to a file

� archive headerlet : save a WCS solution as a headerlet extension and write
it out as a headerlet FITS file

� attach headerlet : attach a headerlet as an extension to a file

� delete headerlet : delete a headerlet extension from a file

� extract headerlet : write out a headerlet extension as a separate FITS file

� headerlet summary : print a summary of all headerlet extensions in a file

� restore headerlet : replace current WCS solution with the WCS solution
from a headerlet extension

� write headerlet : save a WCS solution as a separate headerlet FITS file

updatewcs

When the task ‘updatewcs’ is called by AstroDrizzle, the entire WCS for an image is
recomputed to incorporate all the distortion corrections applicable to that exposure.
This task (run as a processing step in AstroDrizzle or updatenpol) includes all the
distortion information, which is added to the image as header keyword values and
FITS file extensions. As a result, calibrated (flt.fits) data retrieved from the Archive
contains all necessary information to represent astrometrically precise positions.
Distortion reference files are no longer needed for post-pipeline drizzling, as was the
case for MultiDrizzle. A full description of the astrometric computations and how
they include the full distortion model can be found in the section on “Merging of
the Conventions”.

User Interface The ‘updatewcs’ task that performs WCS computations are part
of the ‘stwcs’ package, written in Python, to support the application of distortion
models in FITS images. This task can be called as a stand-alone operation on the
images using Python syntax, as shown below.

>>> from stwcs import updatewcs

>>> updatewcs.updatewcs(filename)

The parameters recognized by ‘updatewcs’ include:

input: a python list of file names or a string (wild card characters allowed) :

input files may be in FITS, GEIS, or waiver-FITS format.

vacorr: boolean [Default: True]

If ‘True,’ the velocity aberration correction will be applied, if the VAFAC-
TOR keyword has been defined for the image
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tddcorr: boolean [Default: True]

If ‘True,’ a time-dependent distortion correction will be applied, if ap-
propriate

npolcorr: boolean [Default: True]

If ‘True,’ a look-up table distortion correction will be applied, if appro-
priate

d2imcorr: boolean [Default: True]

If ‘True,’ the detector to image correction will be applied, if appropriate

checkfiles: boolean [Default: True]

If ‘True,’ the format of the input files will be checked; GEIS and waiver-
FITS files will be converted to Multi-extension FITS (MEF) format.

verbose: boolean [Default: False]

If ‘True,’ will print extra details on the updates being performed on each
input image

All relevant distortion reference files must be available when this task is run, and
image header keywords for specifying these reference files should be updated to
reflect the correct file names. All instruments require the availability of the ID-
CTAB. For WFPC2 data, the DGEOFILE1 and OFFTAB reference files used with
MultiDrizzle are also needed for the updatewcs task or for using ‘udpatewcs’ in As-
troDrizzle. For ACS images, this task also requires the addition of the NPOLFILE
and D2IMFILE header keywords and the availability (on disk) of the appropriate
reference files for the exposure. The DGEOFILE reference files do not get used by
UPDATEWCS or AstroDrizzle at all and does not need to be accessible. 1 In As-
troDrizzle, the DGEOFILE for WFPC2 data is converted into a D2IMFILE (that
contains the 34th row corrections) which is inserted into the header as an FITS
extension. Information from the IDCTAB and OFFTAB reference files are inserted
into the header as keyword values.
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5.1 Beyond the Standard Calibration Pipeline

5.1.1 5.1 Beyond the Standard Calibration Pipeline

Instrument pipelines provide data calibrated to a level suitable for initial evaluation
and analysis. When users place a data request at the HST Archive, their data is
processed by the On-The-Fly reprocessing (OTFR) system using the best-available
software to calibrate data with the best-available reference files. The same calibra-
tion software updates are also propagated in releases of the IRAF/PyRAF STSDAS
software package. If it has been a long time since your data was retrieved from the
archive, it is advisable that you request it again to ensure that the data contains
the most up-to-date header information and calibrations.

There are presently two fundamental separate steps in the OTFR process. First is
the calibration of individual data sets using instrument-specific calibration software,
such as calacs for ACS and calwfc3 for WFC3. The second stage is combining
associated data using AstroDrizzle to produce a combined, distortion-corrected,
and largely cosmic ray-free image.

103
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The second step cannot succeed without good results in the first. In some cases,
pipeline calibration of individual images is insufficient and they require re-calibration
by the user. And there are occasions when On-The-Fly reprocessing is not ideal,
requiring off-line interactive processing by the user. For instance the user may with
to

� use personal versions of reference files for calibrations,

� use non-default calibration switch values

� change default parameter values which do not completely remove hot pixels,
cosmic-rays, image persistence or other additional sources of noise.

NICMOS data in particular may require special attention by the user. Datasets
often contain additional signal in the sky, persistence, or pedestal (differing bias
levels between quadrants in the chip) that require processing to be removed after
the data has been calibrated through CALNICA. For more detailed information on
recognizing and removing these effects in your NICMOS data see the data analysis
chapter of the NICMOS Data Handbook1.

Even when individual datasets have been well calibrated, many users may wish to
rerun AstroDrizzle performed by the pipeline. The pipeline uses conservative values
for both the output pixel size (scale) and drizzling kernel (pixfrac). This speeds up
pipeline processing and is sufficient to provide a very good quick view of the field.
If, however, a user has well dithered data, including data spanning several visits, he
or she may wish to rerun AstroDrizzle on a local machine that has been installed
with STSDAS using parameters better suited for realignment, optimal cosmic ray
removal, and good final image resolution.

5.2 Introduction to TEAL and Python Interfaces

5.2.1 5.2 Introduction to Teal and Python Interfaces

Needs extensive editing

Teal and Python Interfaces

DrizzlePac has been implemented as a package in Python (the algorithms are writ-
ten in C) with several related tasks, including the primary task ‘AstroDrizzle’. Al-
though Python syntax can be used from PyRAF, since PyRAF provides full Python
functionality as well as access to IRAF tasks, the easiest way to run ‘AstroDrizzle’
is to treat it as you would an IRAF task by using PyRAF, using the familiar ‘epar’
IRAF command to open a GUI interface window.

1http://www.stsci.edu/hst/nicmos/documents/handbooks/

http://www.stsci.edu/hst/nicmos/documents/handbooks/
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The new python GUI is known as TEAL. This interface has the advantage of reduc-
ing user error by ‘greying out’ parameter that get turned off by certain parameter
settings. In a task as complex as AstroDrizzle and Tweakreg, this will keep users
from inadvertantly entering values that may be interfere with the intended process-
ing steps.

Conventional IRAF command-line syntax does not work for new STSDAS packages
such as DrizzlePac. Command-line invoking of these tasks, from both PyRAF and
regular Python environments, have to be done in Python. Examples on how to do
this are available in the ‘Examples’ chapter.

(1) Starting DrizzlePac in Pyraf and Conventional Python The DrizzlePac pack-
age can be started in either the PyRAF or Python environment as shown below. (In
this document, the software is written as “DrizzlePac.” But as a software command,
it is case-sensitive and has to be called in lower-case, “drizzlepac.”)

� Do other tasks have to be pre-loaded to run DrizzlePac?

� Are there any specific instructions about setting up the Python environment
to run DrizzlePac as a standalone package independent of STSDAS?

-->import drizzlepac

The following task in the fitsblender package can be run with TEAL:

blendheaders

The following tasks in the drizzlepac package can be run with TEAL:

ablot adrizzle astrodrizzle buildwcs

imagefindpars pixtopix pixtosky resetbits

skytopix tweakback tweakreg updatenpol

wcsupdate

At anytime you want to remind yourself of the tasks in drizzlepac, use the ‘reload’
command

--> reload(drizzlepac)

The following tasks in the drizzlepac package can be run with TEAL:

ablot adrizzle astrodrizzle buildwcs

imagefindpars pixtopix pixtosky resetbits

skytopix tweakback tweakreg updatenpol

wcsupdate

<module ’drizzlepac’ from ’/usr/stsci/pyssgx/2.7.stsci_python/drizzlepac/__init__.pyc’>

Python Needs further editing AstroDrizzle has been developed as a Python task
using C extensions based on WCSLIB. As such, AstroDrizzle can be run directly
from the Python command line using pure Python syntax rather than relying on the
EPAR-like TEAL GUI. The astrodrizzle task can be run in Python (or PyRAF)
to combine all flt.fits files in the current directory, using AstroDrizzle’s default
parameter values, with the following commands:



106 � CHAPTER 5. REPROCESSING WITH THE DRIZZLEPAC PACKAGE

>your_computer> python

>import astrodrizzle

>astrodrizzle.MultiDrizzle(editpars=False, input=’*flt.fits’)

The full syntax for the command is:

>astrodrizzle.MultiDrizzle(editpars=False, configObj=None, wcsmap=None, **input_dict)

where:

In general, only editpars and **input dict will ever need to be set by the user al-
though more advanced use of this software will take advantage of additional available
parameters.

The Python, and the IPython shell for Python, provide a help facility that can be
used to recall information about the package, to include syntax for using the tasks,
with the following command:

>import astrodrizzle # if it is not already loaded

>help(astrodrizzle)

TEAL-enabled Tasks

There are several ways to interact with AstroDrizzle: (1) Use the

>epar astrodrizzle

This will bring up the Python-based TEAL GUI to allow you to run ‘astrodrizzle’
on your data. The TEAL GUI editor has been designed to look extremely similar
to the standard IRAF EPAR GUI parameter editor. However, the TEAL GUI
has a few added features to help the user keep track of parameters, and to only
set parameters appropriate for their needs. All AstroDrizzle parameters have the
same, or very similar, names as they do under MultiDrizzle, with the exception of
a couple of completely new parameters (described below).

The tasks developed to align and combine images use a new interactive GUI in-
terface, TEAL(Task Editor And Launcher), to run Python tasks. The new TEAL
GUI allows users to set parameters to control the operation of the task. The GUI
guides the user in setting the parameters, while also providing the capability to load
and save parameter sets and the ability to read a help file while still editing the
parameters. The interface to TEAL can also be set up alongside a command-line
interface to the task. Visually, this interface looks almost identical to the graphical
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EPAR parameter editor developed for IRAF tasks under PyRAF. This allows nearly
anyone familiar with PyRAF and the EPAR editor to use the TEAL GUI with a
great deal of familiarity, even to the point of restricting the use of the Python tasks
wrapped by TEAL to working on only files rather supporting use of in-memory
Python objects. The TEAL interface, however, provides extra capabilities beyond
what the IRAF EPAR editor offers. The following sections describe how to identify
which tasks have TEAL interfaces and how to take advantage of some of these extra
features.

Python packages which have functions or modules wrapped with TEAL interfaces
can report the names of those TEAL-enabled tasks. A number of tasks have been
defined for use with the astrodither package to support interactive use of a number
of common operations. These tasks get reported every time a Python package with
TEAL enabled tasks gets imported (or reloaded). The TEAL enabled tasks defined
for use with the astrodither package includes tasks defined in the STWCS package
as well. The full list of tasks includes:

In [2]: import astrodither

The following tasks in the stwcs.gui package can be run with TEAL:

apply_headerlet archive_headerlet attach_headerlet

delete_headerlet extract_headerlet headerlet_summary

restore_headerlet updatewcs write_headerlet

The following tasks in the astrodither package can be run with TEAL:

ablot adrizzle astrodrizzle buildwcs

imagefindpars pixtopix pixtosky resetbits

sextractorpars skytopix tweakreg updatenpol

Running TEAL-enabled tasks

All TEAL-enabled tasks can be run under PyRAF with the command:

epar <taskname>

These tasks can also be run under a Python command line by first loading the
stsci.tools package, the running teal directly. The commands are:

from stsci.tools import teal

teal.teal(’<taskname>’)

For example, to run ‘astrodrizzle’ under Python, you would use:

teal.teal(’astrodrizzle’)
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Config Files

The parameters defined for a TEAL task get stored as a .cfg (config) file. TEAL
relies on the the configObj package in Python to define the format for the tasks
config files, which are used to record the saved parameter values from the last time
the task was run or the last time the parameters for the task were edited and saved.
These config files can be saved to user-specified files to store customized sets of
parameter values for the task and then loaded for use with the task.

Config files can be saved in the TEAL GUI by using the ‘Save As. . . ’ option under
the ‘File’ menu at the top of the GUI. Customized .cfg files can be loaded by using
the ‘Open. . . ’ menu at the top of the GUI, which will show the task default config
file along with any user created files in the current or default TEAL directories.

TEAL will look for config files when running a task in a few specific directories:

� the current working directory

� $HOME/python teal

� $HOME/.teal (default location for saving config files)

� directory where package was installed (to get task defined default values)

These files look very similar to IRAF’s ‘dpar’-created parameter listings, so again,
they should be very familiar to anyone used to working with IRAF generated param-
eter files. As simple ASCII files with each line containing<parameter name>=<value>,
these files are easily hand-edited should anyone want to manually create their own
custom config files for a task.

Advanced Logic

The TEAL interface supports advanced logic that can be tailored to the needs
of each task. The most obvious impact of this can be seen when running a task
through TEAL and seeing how the interface guides the user in editing only those
parameters that are relevant and with values (in some cases) which are guaranteed
to be valid. The TEAL interface for astrodrizzle uses this to de-activate (gray out)
parameters for processing steps which have been turned off. Also, processing steps
will automatically be turned off if only a single valid input image has been specified
in the ‘input’ parameter. This makes it clear to the user that only the static, sky
and final drizzle step can be used to process a single exposure, as the remaining
steps require multiple images for input. The astrodrizzle TEAL interface also can
be updated with the parameter values used in the pipeline through the ‘Update
from MDRIZTAB’ button.
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5.3 Aligning Images in AstroDrizzle

5.3.1 5.3 Aligning Images in AstroDrizzle

This section needs heavy editing

5.3.2 Alignment Error Sources

Users are encouraged to reference the section on HST Pointing Accuracy and Sta-
bility (Section 9.1) for a discussion on error sources that derive from the stability of
the telescope. Additional errors may arise from the nature of the science data itself
such as:

� the ability to get accurate centroids on the objects in the image, which may
include extended sources, dust obscuration, or merely faint objects with low
signal to noise

� small rotation angles in addition to shifts between images which may compli-
cate the offsets

� optical distortion which has not been fully accounted for

� long exposures which may suffer from blurring due to the changing nature of
the Velocity Aberration of the telescope. Neglect of the velocity aberration
correction can result in misalignments on the order of a pixel for WFC images
taken six months apart for targets near the ecliptic. For further discussion
of the effect of velocity aberration see the paper on The Effect of Velocity
Aberration Correction on ACS Image Processing proceedings from the 2002
HST Calibration Workshop2.

5.3.3 Visit Alignment

The astrometry of images taken within the same visit and orbit of the telescope
are generally limited to the accuracy of the telescope pointing which is controlled
by the Fine Guidance Sensors (FGS) and the Guide Star Catalog. If you have
external knowledge of the field (for example other ground or space based images
that the current dataset can be linked to) then you can improve the inherent absolute
astrometry of your image. If your images are populated with sufficient well exposed
point sources, then the relative astrometry of each image can be improved through
source detection and centroiding. These updates can then be folded back in to the
astrometry information in the header of each image and used to combine all the
exposures into a single well aligned and drizzled mosaic.

2http://www.stsci.edu/hst/HST overview/documents/calworkshop/workshop2002/CW2002 Papers/

http://www.stsci.edu/hst/HST_overview/documents/calworkshop/workshop2002/CW2002_Papers/
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5.3.4 Inter-visit alignment

If you have more than one visit for your entire dataset, enough time has probably
elapsed that the telescope has used different guide stars for the observations. This
could result in alignment errors of many pixels depending on the platescale of the
instrument that was used. There are two paths you can take to get the best align-
ment for the final mosaic. If you cannot improve the inherent astrometry of the
images inside a single visit, then you can calculate shifts for all the images at the
same time using one image from the entire dataset as a reference, as described in
the previous section for visit alignment. You might choose the exposure with the
longest observing time (this would provide the best SNR and number of available
objects for matching) or some other image based on the requirements of the dataset.

If you have improved the alignment of the images inside each visit, you can then
calculate the inter-visit offsets between the combined visit level mosaics by following
these proscribed steps:

� Create drizzled images for each of the visits you would like combined

� Choose one visit to be the reference visit; the first image in this mosaic could
be the final reference image used in your final drizzle

� Compute the offsets that exist between each visit and the reference visit

� Apply the offset for each visit to all the images inside that visit by either
updating the headers or adding the additional shifts to your shift file

� Drizzle all the images together into a final mosaic

5.3.5 Combining large mosaics or data from multiple programs

The same methods are used to drizzle and align large mosaics and multiple programs
as smaller ones. Every effort has been taken to ensure the drizzle algorithms are
structured to provide the fastest computation and memory management. However,
the user should consider limitations which exist due the size of the data, and the
amount of memory available on the processing computer. Processing large datasets
on a 32-bit system will be limited by the OS restrictions for addressing memory,
so only 2Gb of memory can be used for all the output arrays. This results in a
limiting size of about 16000 x 16000 for the combined image, if no context image is
generated. This limitation can be avoided by running the AstroDrizzle code on a
64-bit system where the OS can address much larger blocks of memory.

5.3.6 User Defined Shifts

SHIREEN: This section should be removed, or at least heavily revised to discuss
how headers should be directly updated with new alignment solutions (as done by
‘tweakreg’), instead of using shiftfiles.
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The ability of PyDrizzle and AstroDrizzle to properly align images depends on the
accuracy of the World Coordinate System (WCS) and any other keywords that
may deal with astrometry or distortion information in the header of the image.
Unfortunately this does not always provide the most precise alignment, even for
images taken within the same visit. Incorrect shifts between exposures can degrade
image quality and corrupt cosmic-ray rejection when left uncorrected. To resolve
this, users can specify additional shifts that can be added to the header calcula-
tion. By deriving residual(delta) shifts based on the position of objects in the data
after aligning the images based on the WCS information, the user may refine the
alignment based on the WCS header information to create a precisely-aligned driz-
zled product, especially for images taken in multiple-visits. Many observers have
developed their own methods of comparing images and computing offsets. The con-
ventions described here should support the majority of users. In practice, the shifts
are applied to the data using a shiftfile (Section ??) which can be incorporated into
the association table for the dataset using the buildasn function (Section ??).

Deriving these shifts generally follows the same set of steps; namely,

� Identify sources in each of the images

� Identify which image will serve as the reference to which all other images will
be aligned

� Cross-match sources from each image with the sources in the reference image

� Perform a fit on the cross-matched list of sources for each image relative to
the reference image

Use of IRAF tasks for the fit, such as ‘geomap’, assume that all rotations occur
about (0.,0.), which by default falls on the corner of each image. However, the
drizzle algorithm rotates all input images around the center of the image, not the
corner. This requires that the positions for all sources need to be specified relative
to the center of the output frame instead of the corner. This can be done by simply
subtracting the coordinates of the output frame’s center pixel from all the sources
position prior to performing the fit. If this is not done, a residual offset will be
introduced after applying the computed fit. The task Tweakshifts, as described in
the next section, demonstrates how to determine the shifts using IRAF based tasks
while taking into account the correct center of rotation when performing the fit
between source positions.

These shifts, regardless of how they were computed, should describe the offset which
needs to be applied to the image to shift the objects so that they align with the
same objects in the reference frame.

5.3.7 Tweakreg

Tweakreg provides an automated interface for computing residual shifts between
input exposures being combined using AstroDrizzle. The offsets computed by
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Tweakreg correspond to pointing differences after applying the WCS information
from the input image’s headers. Such errors would, for example, be due to errors in
guide-star positions when combining observations from different observing visits or
from slight offsets introduced upon re-acquiring the guide stars in a slightly different
position. This task was written using Python and can be utilized through a TEAL
GUI within the Python interface to the IRAF environment, PyRAF, or through the
Python interpreter directly at the Python command-line, for its operation. As a
result, this task can be run under PyRAF or Python.

The processing steps performed by Tweakreg to determine the fit between the input
images and a specified reference WCS are:

� build a catalog of source positions from each input image using one of these
modes:

Default mode stellar sources can be identified using the DAOFIND-like algorithm ‘im-
agefind’

� sources can be identified using SExtractor, should this task be installed
separately

� pre-determined source catalogs can be provided by the user directly

� the reference image and WCS gets determined using one of the following
modes:

Default mode the first input image provided will be used to define the reference WCS

� a user specified image can be provided to define the reference WCS

� a catalog of sources from the reference image gets built or identified using
either:

� the source catalog from the chosen reference image, or

� a user specified catalog of source positions on the sky (RA, Dec)

� All input source positions and reference source positions are converted (as nec-
essary) to XY positions in the reference WCS tangent plane using all available
distortion corrections

� An initial offset can attempt to be determined using a 2D histogram of all
the difference in positions between the input image source positions and the
reference catalog source positions. This offset will be the peak of the histogram
in ∆X and ∆Y .

� alternatively, the user can restrict this initial estimate of the offset to
within a specified number of pixels

� The ‘xyxymatch’ algorithm gets used to match input source positions and
reference image sources using the determined initial offset

� A fit gets performed on the matched source lists
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� the user can choose to review the residuals from the fit for each image at
this point

� The user can choose to update the input image header to generate a new WCS
adjusted for this fit

� A headerlet can also be (optionally) created from the possibly updated input
image WCS

As Tweakreg is WCS-based, not pixel-shift based, the updated header of each input
image serves as the primary input to AstroDrizzle for aligning the images. The
fit information will include all the WCS keywords necessary for AstroDrizzle to
properly interpret the new orientation of each input image relative to the reference
image.

SHIREEN: We need to add some discussion about how ‘tweakreg’ updates headers
directly and can also create headerlets to record those updates. The references to
headerlets would then point to the other chapter/section on headerlets.

Catalog Matching

A widely utilized method for computing offsets between images consists of iden-
tifying sources in each image, matching them up and solving the matched sets of
positions to find offsets. This technique requires that the image contain recogniz-
able sources, either point sources, or point source-like, so that the software can
accurately identify true detections. Additionally, there has to be enough overlap
between the sources identified from each input exposure to positively identify the
same target in each image and allow the production of a sorted matched list of
targets. Tweakreg will extract a catalog of source positions from each input image
using either the DAOFIND-like algorithm, or SExtractor, as the object identifica-
tion routine. Alternatively, the user can provide catalogs of source positions derived
from each input chip. Ultimately, input files can be passed to Tweakreg in several
forms:

� Filename of a single image,

� Filename of an association (ASN)table,

� Wild-card specification for files in directory (using *,? etc),

� Comma-seperated list of filenames, and

� ‘@file’ list file containing a list of desired input filenames.

The ‘@file’ list file needs to be provided as an ASCII text file containing a list of
filenames for all input images, with one filename on each line of the file.

When comparing the input images, Tweakreg will define the reference frame either
by:
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� The first input image (and associated catalog), or

� A catalog derived from a reference image specified by the user

The case where a catalog is derived from a reference image specified by the user,
specifically refers to the refimage parameter in Tweakreg. The refimage parameter
allows the user to specify a reference image whose specific WCS solution will define
the frame to which all other input images will be transformed. If no reference image
is designated by the user through the refimage parameter, Tweakreg will default to
using the first image in the list of input images as the reference image.

Processing Steps

Normally, distortion-free input images would be required as input in order to allow
positive identification of sources relative to the reference image. For ACS, this would
require the use of AstroDrizzle to generate distortion-corrected images, such as the
singly-drizzled images from AstroDrizzle. However, Tweakreg supports the use of
calibrated, distorted images (such as FLT images for ACS and WFC3, or c0m.fits
images for WFPC2) as input images.

All coordinates for sources derived from these images (either by this task or as
provided by the user directly) will be corrected for distortion using the distortion
model information specified in each image’s header. This eliminates the need to run
‘Astrodrizzle’ on the input images prior to running tweakreg. NOTE: All calibrated
input images must have been updated using ‘updatewcs’ from the STWCS package,
or as run by ‘astrodrizzle’, to include the full distortion model in the header.

After the distortion model is applied to the distorted input positions of the source de-
tections from each chip, they are then combined into a single catalog of undistorted
positions for that observation. The undistorted positions for each observation will
then get passed to ‘xyxymatch’ for matching to objects from the reference catalog.

The source lists from each image generally will include cosmic-rays as detected
sources, sometimes significantly confusing object identification between images.
Long-exposure observations often have more cosmic-ray events than source objects,
so weeding them out in those cases would improve the efficiency of identifying com-
mon sources between images. One such method for trimming potentially bad or
confusing sources from each source list would be to set a flux limit, and only use
sources above that limit. The fluxes reported in the default source object lists are
given as magnitude values. Thus, setting a limit based on the magnitudes for the
reference image as the fluxmax or fluxmin parameters and setting the ascend pa-
rameter to True would allow the source lists to be trimmed of all sources fainter
than the provided limit. This new trimmed source list would then be used in match-
ing sources between images, and in the final fitting for the shifts. A fit then gets
performed on the matched set of positions between the input and reference data.
If the user is confident that the solution will be correct, the header of each input
image can be updated directly with the fit derived for that image by setting the
updatehdr parameter to ‘Yes’.
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Format of Exclusion Catalog The format for the exclusions catalog requires 1 line
in the file for every input image, regardless of whether or not that image has any
defined exclusion regions. A sample file would look like:

j99da1emq_flt.fits

j99da1f2q_flt.fits test_exclusion.reg

This file specifies no exclusion files for the first image, and only an regions file for
SCI,1 of the second image. Should an exclusion regions file only be needed for the
second chip in the second image, the file would need to look like:

j99da1emq_flt.fits

j99da1f2q_flt.fits None test_sci2_exclusion.reg

The value ‘None’ could also be replaced by ‘INDEF’ if desired, but either string
needs to be present to signify no regions file for that chip while the code continues
parsing the line to find a file for the second chip.

Format of Region Files The format of the exclusions catalogs referenced in the
‘exclusions’ file defaults to the format written out by DS9 using the ‘DS9/Funtools’
region file format. A sample file with circle() regions will look like:

# Region file format: DS9 version 4.1

# Filename: j99da1f2q_flt.fits[SCI]

global color=green dashlist=8 3 width=1 font="helvetica 10 normal roman" select=1 highlite=1 dash=0 fixed=0 edit=1 move=1 delete=1 include=1 source=1

image

circle(3170,198,20)

circle(3269,428,20)

circle(3241.1146,219.78132,20.000014)

This task can also work with regions files which have a much simpler format for
each region with 2 values for the source center and a third value for the radius of
the region. The units of all the values can either pixels or sky coordinates (either
sexagesimal RA/Dec or decimal degrees RA/Dec plus radius in arcseconds). The
values on each line can be separated either by spaces or commas.

A sample file with free formatted regions would look like:

image

3170,198,20

3269 428 20

3241.1146,219.78132,20.000014

The first (non-comment) line in the file will specify what units were used for speci-
fying the regions. Supported options are:
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* ‘image’

* ‘physical’

* ‘pixel’

* ‘fk5’

* ‘fk4’

* ‘sky’

The terms ‘image’, ‘physical’, and ‘pixel’ all refer to values in pixels, while the
remaining naturally refer to values specified in sky coordinates. A default units of
‘pixels’ will be assumed should the units line not be found at the beginning of the
regions file.

The format of the regions can actually be different from one line to the next, in case
multiple regions files written out in different formats need to be merged. So, regions
from the second example could be included in the first examples file if needed.

Imagefind This option relies on a built-in implementation which uses an algorithm
similar to that used by DAOFIND. The parameters have names which are very
similar to those used by IRAF’s version of ‘daofind’, although, the ‘sigma’ and
‘threshold’ parameters are not defined identically to the same parameters used in
‘daofind’. The ‘computesig’ option attempts to automatically determine the value
of ‘sigma’ for each image separately. This computation, though, can fail for images
which have very little background; such images would include images of globular
cluster regions or nebula. In those cases, a user-defined value can be used for all
input images.

Sextractor The task can take advantage of the external task SExtractor to gener-
ate source catalogs, if it can find the executables (a process which does not always
work). The default values for the parameters used in the tweakreg interface to
SExtractor have been optimized for use in identifying stellar sources, not extended
sources.

SHIREEN: This section needs to be limited to letting people know it is there, and
to use it at their own risk based on their own familiarity with SExtractor.

SHIREEN: This table needs to be updated to reflect the latest set of parameters

5.4 Running AstroDrizzle

5.4.1 Sky Subtraction

See ‘Telescopedia:Astrodrizzle:Sky Subtraction’
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Table 5.1: Basic Parameters for Tweakreg

Parameter Default Description Format

input *flt.fits Filename, ASN table, Wild-card,
CSV file, or @file list file

string or list of strings

refimage Filename of reference image string

findmode imagefind Method for source extraction string [sextractor, daofind]

editspars Yes Edit SExtractor parameters boolean [True, False]

editipars Yes Edit imagefind parameters boolean [True, False]

writecat Yes Write out source catalogs boolean [True, False]

clean Yes Remove intermediate files boolean [True, False]

verbose No Print extra messages during pro-
cessing

boolean [True, False]

Table 5.2: Update Header Parameters for Tweakreg

Parameter Default Description Format

updatehdr No Update headers of input files with
shifts

boolean [True, False]

wcsname TWEAK Name of updated WCS string

Table 5.3: Optional Shiftfile Output Parameters for Tweakreg

Parameter Default Description Format

shiftfile No Create output shiftfile boolean [True, False]

outshifts shifts.txt Filename of generated shiftfile string

outwcs shifts wcs.txt Filename of shiftfile reference
WCS

string

Table 5.4: Coordinate File Description Parameters for Tweakreg

Parameter Default Description Format

catfile File containing coordinate file-
names for input files

string

xcol 1 Column name for X positions int

ycol 2 Column name for Y positions int

fluxcol Column name for source flux/mag
values

int

fluxmax Maximum flux value for valid ob-
jects

float

fluxmin Minimum flux value for valid ob-
jects

float

fluxunits counts Units of flux values string [counts, cps, mag]

xyunits pixels Units of X/Y positions string [pixels, degrees]

nbright Number of brightest objects to
keep

int
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Table 5.5: Reference Catalog Description Parameters for Tweakreg

Parameter Default Description Format

refcat Filename of reference coordinate
catalog

string

refxcol 1 Column name for RA int

refycol 2 Column name for Dec int

refxyunits degrees Units of sky positions string [pixels, degrees]

rfluxcol Column name for source flux/mag
values

int

rfluxmax Maximum flux value for valid ref-
erence objects

float

rfluxmin Minimum flux value for valid ref-
erence objects

float

rfluxunits mag Units of flux values string [counts, cps, mag]

refnbright None Number of brightest reference ob-
jects to keep

int

Table 5.6: Object Matching Parameters for Tweakreg

Parameter Default Description Format

minobj 15 Minimum number of objects ac-
ceptable for matching

int

searchrad 1.0 The search radius for a match float

searchunits arcseconds Units for search radius string [arcseconds]

use2dhist Yes Use 2d histogram to find initial
offset?

boolean [True, False]

see2dplot No See 2d histogram for initial off-
set?

boolean [True, False]

tolerance 1.0 Matching tolerance for xyxy-
match (pixels)

float

separation 0.0 Minimum object separation float

xoffset 0.0 Initial guess for X offset float

yoffset 0.0 Initial guess for Y offset float

Table 5.7: Catalog Fitting Parameters for Tweakreg

Parameter Default Description Format

fitgeometry rscale Fitting geometry string [shift, rscale, general]

residplot No plot Plot residuals from fit? string [No plot, vector, residuals]

nclip 0 Number of clipping iterations in
fit

int

sigma 3.0 Clipping limit in sigma units float
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Table 5.8: Parameters for Imagefind

Parameter Default Description Format

computesig Yes Automatically compute sigma for
all inputs?

boolean [True, False]

sigma 0.0 Standard deviation of background
in counts

float

fwhmpsf 2.5 FWHM of the PSF in scale units float

datamin None Minimum good data value float

datamax None Maximum good data value float

threshold 4.0 Threshold in sigma for feature de-
tection

float

nsigma 1.5 Width of convolution kernal in
sigma

float

fluxmin None Minimum good flux value float

fluxmax None Maximum good flux value float

5.4.2 Cosmic-Ray Rejection

Cosmic-Ray Rejection

Needs extensive editing

Few HST observing proposals have sufficient time to take a number of exposures at
each of several dither positions. Therefore, if dithering is to be of wide-spread use,
one must be able to remove cosmic rays from data where repeated images at the
same position on the sky are not taken. We have therefore adapted Drizzle to the
removal of cosmic rays, and automated this entire process in the task Astrodrizzle
(Section ??). As the techniques involved in cosmic ray removal are also valuable in
characterizing the image fidelity of drizzle, we will discuss them first. Here then is
a short description of the method we use for the removal of cosmic rays:

1. Drizzle each image onto a separate sub-sampled output image using pixfrac
= 1.0 where each image has the same WCS as the final output image.

2. Take the median of the resulting aligned drizzled images. This provides a first
estimate of an image free of cosmic-rays.

3. Map the median image back to the input plane of each of the individual
images, taking into account the image shifts and geometric distortion. This
can be done by interpolating the values of the median image using the IRAF
program named “Blot”.

4. Take the spatial derivative of each of the blotted output images. This deriva-
tive image is used in the next step to estimate the degree to which errors in
the computed image shift or the blurring effect of taking the median could
have distorted the value of the blotted estimate.

5. Compare each original image with the corresponding blotted image. Where
the difference is larger than can be explained by noise statistics, the flattening
effect of taking the median, or an error in the shift, the suspect pixel is masked.
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Table 5.9: Parameters for SExtractor
Parameter Default Description Format

config file Name of the user supplied
configuration file

string

verbose type QUIET Verbose mode for operation string [QUIET, NORMAL,
FULL]

detect type ccd Detection type string [CCD, PHOTO]

detect minarea 5 Minimum number of pixels
above threshold

int

detect thresh 1.5 Detection threshold in mag float

analysis thresh 1.5 Analysis threshold in mag float

filter Yes Apply filter for detection boolean [True, False]

filter type gaussian Filter type? string [gaussian, point]

gauss nx 5 Width of gaussian filter (pix-
els)

int

gauss fwhm 2.0 FWHM of gaussian filter
(pixels)

float

deblend nthresh 16 Number of deblending sub-
thresholds

int

deblend mincont 0.025 Minimum contrast parame-
ter for deblending

float

clean Yes Clean spurious detections boolean [True, False]

clean param 1.0 Cleaning efficiency float

mask type CORRECT Clean spurious detections string [NONE, BLANK,
CORRECT]

phot apertures 5.0 MAG APER aperture diam-
eter(s)

float

phot autoparams 2.5,3.5 MAG AUTO parameters string

satur level 50000.0 Saturation level (in ADUs) float

mag zeropoint 0.0 Magnitude zero-point float

mag gamma 4.0 Gamma of emulsion (for pho-
tographic scans)

float

seeing fwhm 0.1 Stellar FWHM in arcsec float

back size 64 Background mesh in pixels int

back type MANUAL Subtract MANUAL or
AUTO generated back-
ground

string [MANUAL, AUTO]

back value 0.0,0.0 Constant value to MANU-
ALLY subtract

string

back filtersize 3 Background filter in pixels int

backphoto type GLOBAL Background type string [GLOBAL, LOCAL]

backphoto thick 24 Thickness in pixels of the
background local annulus

int

checkimage type NONE Check image type string [NONE, BACK-
GROUND, MINI-
BACKGROUND, -
BACKGROUND, OB-
JECTS, -OBJECTS, SEG-
MENTATION, APER-
TURES, FILTERED]

memory objstack 3000 Number of objects in stack int

memory pixstack 300000 Number of pixels in stack int

memory bufsize 1024 Number of lines in buffer int

fluxmin Minimum good flux value float

fluxmax Maximum good flux value float
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6. Repeat the previous step on pixels adjacent to pixels already masked, using a
more stringent comparison criterion.

7. Finally, drizzle the input images onto a single output image using the pixel
masks created in the previous steps. For this final combination, a smaller
pixfrac than in the first step will usually be used in order to maximize the
resolution of the final image.

Image Alignment Requirement

One of the primary complicating factors in accurately determining what pixels are
affected by cosmic-rays remains the alignment of the images. Any misalignment of
a star from one image to the next by more than 0.1 pixel will generally lead to a
mis-identification of a cosmic-ray for the mis-aligned image. This level of error can
result from pointing errors or inaccurate distortion models, both of which must be
addressed prior to accurate identification of cosmic-rays. The images generated in
the first step of this process, the images drizzled to the final output WCS, can be
used to verify the alignment and accuracy of the distortion-correction for each of
the input images. Any processing which cross-matches sources from one image to
the next can be used to compute the offset (shift) between the images. The task
Tweakshifts (Section ??) demonstrates how these images can be used to determine
the shifts using either catalog matching of sources or cross-correlation based on
IRAF tasks such as “daofind”, “xyxymatch” and “geomap”.

5.4.3 Selecting the Optimal Scale and Pixfrac

Selecting the Optimal Scale and Pixfrac

Needs extensive editing

Pixels in the original input images are mapped into pixels in the subsampled output
image, taking into account shifts and rotations between images and the optical
distortion of the camera. However, in order to avoid re-convolving the image with
the large pixel “footprint” of the camera, drizzle allows the user to shrink the pixel
before it is averaged into the output image. The new shrunken pixels, or “drops”,
rain down upon the sub-sampled output. The value of an input pixel is averaged
into an output pixel with a weight proportional to the area of overlap between the
“drop” and the output pixel. If the drop size is sufficiently small not all output pixels
will have data added to them from each input image. One must therefore choose
a drop size that is small enough to avoid degrading the image, but large enough
so that after all images are drizzled the coverage is reasonably uniform. The drop
size is controlled by a user-adjustable parameter called pixfrac, which is simply the
ratio of the linear size of the drop to the input pixel (before any adjustment due to
the geometric distortion of the camera). Thus interlacing is equivalent to drizzling
in the limit as pixfrac→0.0, while shift-and-add is equivalent to pixfrac = 1.0. The
degree of subsampling of the output is controlled by the user through the scale
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parameter, s, which is the ratio of the linear size of an output pixel to an input
pixel.

This can be formally represented through the following relations. When a pixel
(xi, yi) from an input image i with data value dxiyi and user defined weight wxiyi
is added to an output image pixel (x0, y0) ith the value Ix0y0 , weight Wx0y0 and
fractional pixel overlap 0 < axiyix0y0wxiyi < 1, the resulting values and weights of
that same pixel, I

′
and W

′
are:

W
′
x0y0 = axiyix0y0wxiyi +Wx0y0

I
′
x0y0 =

dxiyiaxiyix0y0wxiyis
2+Ix0y0Wx0y0

W ′
x0y0

where a factor s2 is introduced to conserve surface intensity, and there i and o are
used to distinguish the input and output pixel indices. In practice, drizzle applies
this iterative procedure to the input data, pixel-by-pixel, image-by-image. Thus,
after each input image is processed, there is a usable output image and weight, I
and W . The final output images, after all input have been processed, can be written
as:

Wx0y0 = axiyix0y0wxiyi

Ix0y0 =
dxiyiaxiyix0y0wxiyis

2

W
′
x0y0

In nearly all cases axiyix0y0 = 0, since very few input pixels overlap a given output
pixel. When the dithered positions of the input images map directly onto the centers
of the output grid, and pixfrac and scale are chosen so that p is only slightly greater
than s, one obtains the full advantages of interlacing: because the power in an
output pixel is almost entirely determined by input pixels centered on that output
pixel, the convolutions with both p and G effectively drop away. Nonetheless, the
small overlap between adjacent drops fills in missing data.

Noise considerations must also be taken into account and users are strongly en-
couraged to examine the section on Weight Maps and Correlated Noise (Section
2.3).

Choosing the drizzle.scale Parameter

The values used for the drizzle.pixfrac and drizzle.scale parameters depends on the
number of input images and the size of the shifts. In general, the full-width at
half-maximum of a PSF in the final image should be around 2.5 pixels for a well-
sampled output image. In most cases choosing an output pixel size equal to 0.6
or 0.5 the input pixel works well with HST instruments. The output pixel size
specified with the drizzle.scale parameter is given in arcseconds. This is because
some instruments, such as WFPC2, have more than one pixel size associated with
them. The drizzle.pixfrac parameter, however, is given as a fraction of the input
pixel size.
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Choosing the drizzle.pixfrac Parameter

For observers who generally have three to four dither pointings with 0.5 pixel shift
increments, the drop size should be larger than the output pixel size. (for example,
for WFPC2, scale=0.05 arcsec and pixfrac=0.6 ) — remember, the scale is now
given in arcseconds while the pixfrac is relative to the input pixel. This choice
of paramaeters allows some of the “drop” to spill over to adjacent pixels, thus
recovering some resolution to the image. For offsets that are close to integer values,
it is difficult to recover any resolution, and a large drop size is recommended (like
pixfrac=0.8 or 0.9 with output pixel one-half the input).

One test of the choice of drizzle.scale and drizzle.pixfrac is to measure the r.m.s of
the weight image away from the edges of the output image (prefereably under a
region of sky). The r.m.s. of the final drizzle weight image should be less than 20%
to 30% of the median (use imstat to get these numbers). A larger r.m.s. suggests
that the weights are so variable that the ignoring the weight image when doing
photometry will add noticeably to the final photometric errors.

Since the behavior of the final image statistics will depend significantly upon the
exact number of offsets, as well as the degree of sub-pixel sampling, observers are
encouraged to experiment by re-running drizzle a few times with different values of
pixfrac, to see which yields the best results for the data.
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6.1 Optimizing the Image Sampling for Single Visit

6.1.1 Optimizing the Image Sampling for Single Visit

For internal Stage IV testers, data is available for download at

/grp/hst/adrizzle/STAGE4_TESTS/Ex1_WFC3_IR/Orig/

No Teal configuration files are required for this example

because it’s run from the command line in PyRAF.

Description of Data

The following example describes the combination of four WFC3/IR images of the
spiral galaxy NGC 3370 (Program 11570, PI Reiss) which were obtained with the
F160W filter. These images were acquired in a single visit and are all at the same
orientation. This program uses the default WFC3/IR dither pattern WFC3-IR-
DITHERBOX-MIN which has relative pixel coordinates (0, 0), (4.2, 1.4), (2.6, 3.8),
(-1.6, 2.4), which is designed to provide optimal sampling of PSF.

125
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The data described in this example are available from the HST archive for those who
would like to repeat this example – http://archive.stsci.edu/cgi-bin/mastpreview?mission=hst&dataid=IB1F19010

The search parameters are ‘Dataset’ = ‘ib1f19010’. Under the archive ‘Retrieval
Options’, the box for ‘Science Files Requested’ should be set to ‘Calibrated’ and
the box for ‘Reference Files’ should be set to ‘Best Reference Files’.

The archive will deliver the reference files required for running AstroDrizzle, in-
cluding the geometric distortion table ‘IDCTAB’ = ‘ idc.fits’, and the AstroDrizzle
parameter table ‘MDRIZTAB’ = ‘ mdz.fits’. Also delivered are the calibrated data
products produced by CALWFC3, which will be used as input to AstroDrizzle.
These can be one of the following: 1.) the association table ‘ asn.fits’, 2.) the flat-
fielded images ‘ flt.fits’. Finally, the archive will deliver one or more drizzled data
products ‘ drz.fits’ which were created by running AstroDrizzle in the pipeline with
a default set of parameters. The ‘ drz.fits’ files may be saved in a separate directory
for comparison with the drizzled products from this example.

The table below replicates the contents of the association table, where the rootnames
of the four dithered images are given under the column ‘MEMNAME’.

-->tprint ib1f19010_asn.fits

Table 6.1: Table 6.1.1: Contents of the Association Table for the Dithered
Images in this Example

MEMNAME MEMTYPE MEMPRSNT

IB1F19L6Q EXP-DTH yes

IB1F19L7Q EXP-DTH yes

IB1F19L9Q EXP-DTH yes

IB1F19LAQ EXP-DTH yes

IB1F19010 PROD-TARG yes

Since these data were obtained as part of a sub-pixel dither box pattern, the default
AstroDrizzle parameters applied during pipeline processing are adequate for aligning
images (to better than 0.1 pixels). Cosmic ray flagging can be switched off for the
IR detector in AstroDrizzle, due to the up-the-ramp fitting performed in CALWF3
(ref: Sec 3.4.3 IR Up-The-Ramp Fitting and Cosmic-Ray Identification – WFC3
DHB). The cosmic rays are flagged in the ‘ ima’ files with a bit value of 8192.

The SCI and DQ extensions are shown in the figures below for the first image in
the association.

display ib1f19l6q_flt.fits[1] 1 zs- zr- z1=0.50 z2=100 ztr=log fill+

display ib1f19l6q_flt.fits[3] 2 zs- zr- z1=100 z2=1000 fill+

http://archive.stsci.edu/cgi-bin/mastpreview?mission=hst&dataid=IB1F19010
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Figure 6.1.1: Science Portion of the Calibrated WFC3 Image File:WFC3 IR ngc3370.png
(Section ??)

Figure 6.1.2: Data Quality Portion of the Calibrated WFC3 Image File:WFC3 IR
ngc3370 DQ.png (Section ??)

AstroDrizzle Parameters

In default mode, AstroDrizzle performs each of its 7 steps in order. In this exam-
ple, however, steps 1-6 can be turned off since the pipeline processing is adequate
for aligning images and flagging cosmic rays as well as new hot/warm pixels. To
optimize the parameters for the final ‘driz combine’ step, the user is encouraged to
experiment with different combinations of the parameters: 1.) ‘final scale’ (the size
of the output pixels) and 2.) ‘final pixfrac’ (the linear size of the ‘drop’ in input
pixels).

The recommended method of optimizing the final parameters is to maintain the
final pixfrac at 1.0, while reducing the final scale from the default (0.1283 ”/pixel for
WFC3/IR). The PSF will start degrading at some particular scale value (determined
by number of dithers) and start resembling the dither pattern (‘star’-shaped PSF
for a 4pt dither). The ‘final scale’ before this occurs is the best value for this data
set and determines the best resolution possible for each dataset.

One must choose a ‘pixfrac’ value that is small enough to avoid degrading the final
image, but large enough that when all images are dropped onto the final frame the
flux coverage of the output frame is fairly uniform. As suggested in the HST Dither
Handbook, statistics performed on the drizzled weight image should yield an rms
value (standard deviation) that is less than 20% of the median (midpoint) value.
This threshold is a balance between the benefits of improving the image resolution
at the expense of increasing the noise in the background from resampling the pixels.
In general, the ‘pixfrac’ should be slightly larger than the scale to allow some spill
over to adjacent pixels.

Before running AstroDrizzle, the package stsdas.analysis.dither must be loaded in
PyRAF. The commands below show how to run a ‘test grid’ of varying ‘final scale’
and ‘final pixfrac’ values, where the default WFC3/IR scale is 0.1283”/pixel. Since
the output file ‘f160w drz.fits’ will be overwritten with each successive run, the
example renames the drizzled product with a unique name between each separate
trial.

In the PyRAF environment,

-->import drizzlepac

-->from drizzlepac import astrodrizzle

astrodrizzle.AstroDrizzle

(’*flt.fits’,output=’f160w’,updatewcs=False,build=True,mdriztab=False,

static=False,skysub=False,driz_separate=False,median=False,blot=False,

driz_cr=False,driz_combine=True,final_wcs=True,crbit=4096,final_bits=576,
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final_scale=0.1283,final_pixfrac=1.0)

imrename f160w_drz.fits f160w_drz_test1.fits

Repeat above example varying only the final scale and final pixfrac parameters with

� final scale=0.0898,final pixfrac=1.0

imrename f160w drz.fits f160w drz test2.fits

� final scale=0.0642,final pixfrac=1.0

imrename f160w drz.fits f160w drz test3.fits

� final scale=0.0513,final pixfrac=1.0

imrename f160w drz.fits f160w drz test4.fits

For a 4pt dither, it is recommended to stick with scale values ∼ 0.5 * the native
scale.

� final scale=0.0642,final pixfrac=0.9

imrename f160w drz.fits f160w drz test5.fits

� final scale=0.0642,final pixfrac=0.8

imrename f160w drz.fits f160w drz test6.fits

� final scale=0.0642,final pixfrac=0.7

imrename f160w drz.fits f160w drz test7.fits

� final scale=0.0642,final pixfrac=0.6

imrename f160w drz.fits f160w drz test8.fits

When the initial setup parameters are set: ‘build=yes’ (default) and ‘context=yes’
(non-default), the final AstroDrizzle output image will be a single multi-extension
FITS file named ‘f160w drz.fits’. This file contains the science image in extension
1, the weight image in extension 2, and the context image in extension 3. When
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‘build=no’, these files will be written to separate output files. When the default
value ‘context=no’ is used, no context image is created.

The Astrodrizzle parameter ‘final rot’ is the position angle of final drizzled image’s
Y-axis relative to North. The default of 0.0 would orient the final output image with
North up. A value of INDEF would specify that the images will not be rotated, but
will instead be drizzled in the default orientation for the camera, with the x and y
axes of the drizzled image corresponding approximately to the detector axes.

The first extension of the drizzled product ‘f160w drz.fits[1]’ contains the science
(SCI) image which has been corrected for distortion which represents the combi-
nation of all four dithered images. All pixels cover an equal area on the sky and
have an equal photometric normalization across the field of view, giving an image
that is both photometrically and astrometrically accurate for both point and ex-
tended sources. The dimensions of the output image are computed on-the-fly by
AstroDrizzle and the default output plate scale is read from the ‘scale’ column in
the IDCTAB. These parameters, however, may be chosen by the user to best suit
the actual data. The SCI portion of the final drizzled product is presented in the
figure below and is in units of electrons/sec. Changing the ‘final units’ parameter
from the default value ‘cps’ (counts per second) to ‘counts’ will produce a drizzled
image in units of electrons.

The second extension of the output image contains the weight (WHT) image. When
the ‘final wht type’ is set to ‘EXP’, the weight image can be considered an effective
exposure time map. The weight image from our example is shown in the figure
below, where darker areas have higher weight.

Figure 6.1.3: Science Extension of the Final WFC3 Drizzled Product File:WFC3
IR ngc3370 drz.png (Section ??)

Figure 6.1.4: Weight Extension of the Final WFC3 Drizzled Product File:WFC3 IR
ngc3370 wht.png (Section ??)

In the table below, the statistics in the weight image (rms/median) are reported for
each trial (3, 5-8) using the task ‘imexam’ for a 200x200 pixel box in the center and
in the top left corner of each weight image. The PSF FWHM was measured using
an isolated star at coordinate (430, 1746) in the trial image, where scale=0.0642”.
Note that the table gives the value of ‘scale’ in two different ways, for illustration:
as a fraction of the default plate scale and as an absolute size in arcseconds/pixel.
AstroDrizzle uses the latter for defining the parameter ‘final scale’.

The statistics of the weight image for both regions of the detector meet the general
requirement ‘rms/median < 20%’ for all the trials. However, if one visually com-
pares the the images then as seen in Fig 5. maintaining a larger pixfrac ensures
larger overlap leading to a less pixelated final image, indicating that the ‘pixfrac’
parameters has been ‘shrunk’ too far (i.e. increasing numbers of output pixels which
have no contribution from any of the four input pixels will result in ‘holes’ in the
final image, and this is reflected by the increased rms of the weight image). Looking
at the weight image in the above figure, it is clear how the rms varies over the field
of view. The majority of this variation is due to the change in geometric distortion
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over the chip, where the input pixels cover significantly different areas on the sky.
(For more information, refer to the discussion on Pixel Area Maps).

Determining which is the best solution depends on the choice between resolution
and quality of image. The user can choose to go with trial #8 with a narrower PSF
FWHM and accept a few artifacts, which do not affect the final results significantly
or with trial #6. The drizzled product for trial #6 is presented in the above figure,
where the final ‘scale’ is equal to 0.5 times the default pixel scale and the final
‘pixfrac’ equal to 0.8. The resulting image has a plate scale of 0.0642”/pixel and the
FWHM of the PSF in the optimized version of the image (in arcseconds) is 0.183”.
The WFC3/IR detector pixels are significantly under-sampled, and optimizing the
final ‘scale’ and ‘pixfrac’ parameters will produce a dramatic improvement.

Figure 6.1.5: Comparison of pixfrac 0.8 (top) v 0.6 (bottom)

File:WFC3 IR ngc3370 drz PF08.png (Section ??)File:WFC3 IR ngc3370 drz PF06.png
(Section ??)

Figure 6.1.6: Improvement in resolution compared to pipeline (bottom) File:WFC3
IR ngc3370 drz pipe.png (Section ??)File:WFC3 IR ngc3370 drz reproc.png (Section
??)

astrodrizzle.Astrodrizzle(‘*flt.fits’,output=’f160w’,final_scale=0.1283,final_pixfrac=1.0)

imrename f160w_drz.fits f160w_drz_test1.fits

astrodrizzle.Astrodrizzle(‘*flt.fits’,output=’f160w’,final_scale=0.1026,final_pixfrac=1.0)

imrename f160w_drz.fits f160w_drz_test2.fits

astrodrizzle.Astrodrizzle(‘*flt.fits’,output=’f160w’,final_scale=0.0898,final_pixfrac=0.8)

imrename f160w_drz.fits f160w_drz_test3.fits

astrodrizzle.Astrodrizzle(‘*flt.fits’,output=’f160w’,final_scale=0.0770,final_pixfrac=0.7)

imrename f160w_drz.fits f160w_drz_test4.fits

astrodrizzle.Astrodrizzle(‘*flt.fits’,output=’f160w’,final_scale=0.0642,final_pixfrac=0.6)

imrename f160w_drz.fits f160w_drz_test5.fits

astrodrizzle.Astrodrizzle(‘*flt.fits’,output=’f160w’,final_scale=0.0513,final_pixfrac=0.5)

imrename f160w_drz.fits f160w_drz_test6.fits

astrodrizzle.Astrodrizzle(‘*flt.fits’,output=’f160w’,final_scale=0.0385,final_pixfrac=0.4)

imrename f160w_drz.fits f160w_drz_test7.fits

6.2 Optimizing the Image Alignment for Multiple Visit

6.2.1 Optimizing the Image Alignment for Multiple Visit

For internal Stage IV testers, data is available for download at

/grp/hst/adrizzle/STAGE4_TESTS/Ex2_ACS_WFC/flc_files/

No Teal configuration files are required for this example

because it’s run from the command line in PyRAF.
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File:Wfc tweakreg.pdf (Section ??)

6.3 Optimizing the Image Sampling for a Single Visit

6.3.1 Optimizing the Image Sampling for a Single Visit

For internal Stage IV testers, data is available for download at

/grp/hst/adrizzle/STAGE4_TESTS/Ex3_ACS_WFC/flc_files

No Teal configuration files are required for this example

because it’s run from the command line in PyRAF.

File:Four pt dither example.pdf (Section ??)

6.4 Aligning Images with Large Roll Angles

6.4.1 Aligning Images with Large Roll Angles

For internal Stage IV testers, data is available for download at

/grp/hst/adrizzle/STAGE4_TESTS/Ex4_WFC3_UVIS/adhb_wfc3uvis_example_phase3/files_for_example

No Teal configuration files are required for this example

because it’s run from the command line in PyRAF.

File:Adhb wfc3 uvis example phase3.pdf (Section ??)
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7.1 Common problems and their solutions

7.1.1 7.0 Data Quality Checks and Troubleshooting Problems

7.1.2 Data Quality Checks

AstroDrizzle ties together a fairly substantial set of algorithms, each designed to
accomplish a different task, and as such has a large parameter set. Functions in the
pipeline have been set to default parameters that should produce good results for
a wide range of data.

However, there are some situations where default settings will not produce the
optimum science data quality, and those images will require post-pipeline processing
with different parameter settings.

Listed below are some problems that users may encounter, and suggestions on how
the image may be fixed in post-pipeline AstroDrizzle processing.

1. Examine the drizzled science product.

� Does the image look ‘clean’?

Look for any obvious anomalies. Some of them may be addressed below.
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If not, please contact the help desk.

� Are there any irregularities (discontinuities) in the sky background?

A discontinuity in the sky could be caused by improper sky subtraction
near a bright target. It’s also possible that extensive nebulous features
in a quadrant may result in an inaccurate sky determination. In such
instances, it may be necessary to adjust the sky determination param-
eters in AstroDrizzle, or instruct AstroDrizzle to use a keyword that
holds independently-determined sky values.

� Are the PSFs round and compact with the expected FWHM?

Elongated PSFs in the final product usually indicate that the alignment
needs to be improved. There is a powerful new task in the AstroDither
package, called tweakreg, that can be used to improve image alignment.

For WFC3 PSF information, please refer to Sections 6.6.1 and 7.6 of the
Wide Field Camera 3 Instrument Handbook for Cycle 19. Information
about ACS PSFs is available at Section 5.6 of the Advanced Camera for
Surveys Instrument Handbook for Cycle 19.

� Are there any unusual patterns or clusters of bright pixels repeated across the
image?

These are usually due to hot pixels which are not being rejected properly.
When the observer has made use of a standard dither pattern (i.e., a
4-point dither box), these artifacts will show up in the same pattern. To
remedy this, it may be necessary to reprocess while changing the ‘bits’
parameter setting.

� Were the observations taken with sub-pixel dithering?

If so, and if there are enough images in the association, the resolution
of the science products can be improved by fine-tuning the ‘scale’ and
‘pixfrac’ parameters in the final step in AstroDrizzle. Information on
doing this will be covered in the next version of this handbook.

� Were the observations obtained in multiple visits?

If so, tweaks to the image alignment will be necessary. This improved
alignment will result in much better cosmic ray rejection. Information
on doing this will be covered in the next version of this document
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� Why is it that ACS images from the HST Archive are very noisy and there
are stripes all over the fields (which is not common in the ACS data).

Those are correlated noise “stripes” that are most prominent when low
S/N narrowband exposures are drizzled. When a significant ACS dis-
tortion correction is applied to such data, it can impose a Moire-like
beat pattern in the noise. The best way to mitigate against this is to
obtain data using a dither pattern, or use AstroDrizzle to combine more
frames from other overlapping observations so that the correlated noise
becomes out-of-phase and cancel each other in the combined output.
Note that in combining data from different visits (which use different
guide stars), the images will need to be re-registered using ‘tweakreg’
and recombined using AstroDrizzle.

If the data is undithered, and more frames are not available for combina-
tion, try using the lanczos3 kernel in the final drizzle step in AstroDriz-
zle. It can help suppress the correlated noise, but note that it doesn’t
perform well in the presence of artifacts such as hot pixels and cosmic
rays. If not enough images are available for combining the frames to
reject all such artifacts, some “ringing” (a halo of negative pixels) will
be seen around the sharp edges of any residual artifacts.

2. Examine the weight image product.

� Can you see an imprint of your sources in the weight image?

When the sources themselves are flagged as cosmic rays, it indicates a
problem with cosmic ray rejection. This is often due to an improper sky
subtraction.

� Is the mean (or mode) value of the weight image approximately equal to the
total exposure time?

If it’s not, the products may be suspect since it indicates that only a
fraction of the original images contributed to the product.

� Is the RMS of the weight image (near around all the measured targets) less
than 20% to 30% of the mean (or mode)?

Run image statistics on a 200x200 box. This should always be the case
for pipeline products that have the scale parameter equal to that of the
image plate scale, and a ‘drop size’ of one pixel.

3. Examine the DQ array of the flt.fits image.
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� Did the pipeline flag excessive numbers of pixels as 4096 (cosmic ray flag)?

This could be caused by a problem with the alignment of the images. Or,
less likely, bad pixels that were not adequately flagged for non-dithered
observations.

Alignment problems could be caused by unexpected guiding problems
during the observations. The WCS information can be corrected to
account for the errors by processing the images with the tweakreg task
in the AstroDither package. If the excessive numbers of 4096 pixels in
the Data Quality array are not due to alignment problems, look at the
table of bit values for each instrument (available in their data handbook)
and determine which bit flags should be set as ‘good’ and which as
‘bad’. This choice will largely depend on how many exposures were
taken and the dithering configuration. The data can then be reprocessed
using updated values of the ‘bits’ parameters. Any reprocessing done
to correct this problem should insure that the ‘resetbits’ parameter has
been set to 4096 (the default value) to reset all those pixels DQ values
so that they can recomputed during reprocessing.

4. Examine the header of the flt.fits image.

� Query the MDRIZSKY header keyword in the flt.fits images. Do they seem
approximately correct based on independent estimates of sky statistics in the
flt.fits science array?

Variations in sky values across the final product would indicate that
AstroDrizzle could not determine the sky value for each image accu-
rately enough. A custom value for the sky for each chip may need to
be computed outside of AstroDrizzle using an algorithm tuned to the
objects in the field of view and the filters used to take the observations.
This custom value can then be used to update the MDRIZSKY keyword
value in the flt.fits files prior to reprocessing with the sky subtraction
step turned off.
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Glossary of Terms

INCOMPLETE

NPOLFILE (Non-POLynomial distortion correction) The NPOLFILE ref-
erence file contains tabular information about residual distortion corrections for
some instrument modes. During pipeline processing of images that require non-
polynomial distortion corrections, the relevant information is obtained from these
reference files and stored as new FITS extensions in the image data.

D2IMFILE (Detector to IMage distortion correction) The D2IMFILE ref-
erence file contains column (or row) width corrections for some instrument chips.
During pipeline processing of images that require non-polynomial distortion correc-
tions, the relevant information is obtained from these reference files and stored as
new FITS extensions in the image data. Required only for ACS/WFC and WFPC2
data.

Types of Distortion corrections

� Linear distortion corrections — scale, rotation, and skew — are incorporated
into the CD Matrix.

� Non-linear distortion corrections expressed as Simple Image Polynomial (SIP)
quadratic functions.

� Optional additional non-polynomial distortion corrections.

� Non-optical detector variations (i.e., column or row width variations).

� Residual distortion corrections not described by the SIP polynomial func-
tions.

Distortion corrections to an image, implementation order:

1. Apply the DETector to IMage correction (DET2IM) to input pixel values.
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2. Apply the SIP coefficients to DET2IM-corrected pixel values.

3. Apply the non-polynomial look-up table correction to DET2IM-corF̂rected
pixel values.

4. Add the results of the SIP and look-up table corrections.

5. Apply the WCS transformation in the CD matrix to the summed results to
get intermediate world coordinates.

6. Add the reference pixel RA and Dec., the CRVAL1 and CRVAL2 keyword
values to the transformed positions to get the positions on the tangent plate.

7. Apply the inverse projection from the tangent plane to the celestial sphere to
get the true world coordinates.

D2IMARR An image extension containing fixed column (or row) width correc-
tions. The chip position gets corrected for these detector errors. This extension is
populated during pipeline processing. The corrections obtained from the D2IMFILE
(Detector-to-IMage) look-up reference table are stored as a ‘D2IMARR’ FITS ex-
tension in the image file. It’s applied at the very start of the distortion correction
process so that column width-corrected coordinates are used as input to the poly-
nomial and non-polynomial distortion corrections.This type of correction is only
applied to ACS/WFC (column correction) and WFPC2 chips (row correction)

FITS Paper IV look-up table convention

WCS

Guide star position uncertainties
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9.1 HST Pointing Accuracy and Stability

An understanding HST’s pointing stability and offsetting accuracy is essential for
planning dither observing strategies, regardless of planning for integer or sub-pixel
offsets. Multiple, dithered exposures of the same target with HST could have three
types of observing scenarios.

� Within a single orbit:

� The pointing stability of HST during the orbit, specifically when pointing
at a single location

� The precision with which HST can be offset to different dither locations
during an orbit (i.e., a comparison between the commanded and actual
telescope offsets)

� Within a single visit (i.e., multiple contiguous orbits):

� The pointing repeatability after the guide stars are re-acquired at the
start of each new orbit

� Across multiple visits:

� Whether or not the same guide stars are used
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� Repeatability of pointing and roll angle after a full guide star acquisition

i added the text in blue, please let me know if it’s OK Astrodrizzle-combined images
from the pipeline are observations taken within a visit (the first and second scenario
described above), as specified in the exposure logsheet either using the CR-SPLIT
or POS TARG special requirements or dither patterns. Such exposure groupings are
known as associations. In the pipeline, exposures in an association are aligned based
on the WCS of each image, and drizzle-combined to create a combined distortion-
free image with suffix drz.fits. In most of these cases, the image alignment based
on WCS, performed by AstroDrizzle in the pipeline, produces satisfactory results.
On some occasions, the alignment may not optimal due to pointing anomalies.
These associations will have to be re-processed by the observer who will need to
change the default AstroDrizzle processing for an image association to produce
better results. (Additional information on AstroDrizzle for post-pipeline processing
will be available in January 2012. If you have problems with the data before that
date, please contact the STScI Helpdesk.)

9.1.1 HST Tracking Stability at a Single Location

During each orbit, thermal variations in the telescope cause structural variations
known as “breathing,” which leads to changes not only in the optical telescope
assembly (OTA), but also in the way that the Fine Guidance Sensors (FGS) track
guide stars. The breathing manifests itself as time-dependent changes in the shape
and centroid of the PSF across the image due to the changing focus.

Changes related to the FGS, on the other hand, depend largely on whether fine
lock has been achieved on one or two guide stars. Most observations are obtained
with successful fine lock on two guide stars. In those cases, positional drifts would
mainly be related to thermal variations that predominantly manifests as positional
translations. A small amount of rotation may also occur during an orbit, typically
less than a few hundredths of a pixel across the science instrument. Typical r.m.s.
tracking accuracy is generally on the order of 2-5 mas or less throughout an orbit,
and can be verified post-facto by examining the jitter files that are part of the
archival dataset for a particular observation.

In some observations, however, fine lock is successfully achieved on only one guide
star. In this case, a steady roll angle drift is present as a result of gyro drift. The
telescope will rotate about the guide star, typically at a rotation rate of∼1.5 mas/sec
but rates of up to 5 mas/sec have occurred on rare occasions. This manifests itself
primarily as a translation of the science instrument, but some slight rotation may
also be evident. The actual amount of translation of the science instrument on
the sky depends on its location in the focal plane relative to the guide star. For
example, STIS and NICMOS are located approximately midway between the optical
axis and the FGS apertures, so their distance from a guide star could range from 6-
20 arcminutes. For these instruments, the maximal scenario of a rotational drift of 5
mas/sec would produce a total translation during one orbit ranging ∼25-85 mas. For
WFPC2 this maximum shift could be ∼50 mas. If a two-FGS fine lock was achieved,
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the expected translational shifts due to FGS drift should be less than ∼3 mas during
the orbit, and any apparent rotation should be less than a few hundredths of a pixel
across the detector. The HST Data Handbook1 contains details on how to extract
the relevant information from jitter files. *(is it enough to start with checking the
keyword EXPFLAG? If it has any value other than NORMAL, then go check the
jitter files)

9.1.2 Precision of Commanded Offsets

If the primary reason for dithering is to avoid bad pixels or improve PSF sampling,
then dither offsets less than about one arcsecond are recommended. Examination
of HST behavior in previous dither campaigns reveals that for offsets of this size,
the actual measured dither offset will agree with the commanded offset to an r.m.s.
within ∼2-5 mas during a single orbit with good lock on both guide stars. This
offset typically increases to a range of up to ∼10-15 mas when comparing one visit
to another over several days. Occasionally, the actual offsets can differ substantially
from the commanded offsets by ∼0.1-0.2 arcseconds or more, with field rotations
of up to 0.1 degree. This is generally the result of FGS false lock on a secondary
null, or other FGS interferometric peculiarities. This behavior was observed in two
out of nine pointings during the HDF-N campaign. * (r.m.s. between commanded
and actual offset, right?) In some cases, larger dither offsets of up to a few arc-
seconds are required to bridge inter-chip gaps between detectors, as in WFPC2’s
four CCDs and the two detectors in ACS/WFC. Offsets of this size are unlikely to
present any problems with pointing precision but observers should be aware that *
(to what level?) Offsets larger than several tens of arcseconds may result in guide
stars moving out of the FGS apertures, depending on the exact configuration of the
primary and secondary guide stars. This would necessitate a full target acquisition
using new guide stars, with substantial associated overhead, as well as a loss of
pointing repeatability due to the relative positional uncertainties in the guide star
catalog (∼0.2 - 0.5 arcsec). Such large offsets are more appropriate for mosaicing
programs where large areas are being mapped, and would therefore involve a funda-
mentally different than those programs involving small dither offsets.* (should that
be ’observational goal’ ?)

9.1.3 Pointing Repeatability After Guide Star Re-acquisition

For many HST programs, dithered observations of a target are obtained during a
number of separate orbits, often contiguous, which are in turn grouped into one or
more visits.

The first orbit in a visit begins with a full guide star acquisition. For each subsequent
orbit in the same visit, HST will reacquire the same guide stars upon exit from
occultation. In post-occultation guide star reacquisitions, the instrument pointing
is typically within ∼5-20 mas of its location in the previous orbit.

1http://www.stsci.edu/hst/HST overview/documents/datahandbook/

http://www.stsci.edu/hst/HST_overview/documents/datahandbook/
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This is generally sufficient to reliably perform sub-pixel dithers for most HST instru-
ments that have pixel sizes of the order ∼0.05 - 0.1 arcseconds. * (First underlined
sentence: I don’t understand it. Can someone rewrite it, please?) * (Second under-
lined sentence: is this directed to the observers planning their phase 2s in APT? If
so, it should be re-worded to say so. Please let me know if it’s meant for planning
by observers in APT or for the schedulers)

9.1.4 Roll Angle Repeatability Over Multiple Visits

Some observing programs are sufficiently large enough to necessitate dithered ob-
servations of the same target over many orbits. In such cases, it’s necessary to break
the observations into several visits because the length of a single visit is constrained
by available scheduling windows, as well as the target’s position in the sky,. .

”* (Added ”... target’s position in the sky” and removed ”... no more than five
orbits” because CVZ targets can be observed for long periods of time. Does the 5
orbit limit apply to CVZ targets? If you don’t know, I can check with Merle.) *
(Underlined text, paragraph 1: what is the reason for this offset?)” At the start of
a new visit, HST sets up the specified roll for the observation using the gyros, and
carries out a full acquisition of the dominant guide star. This is followed by the
acquisition of the sub-dominant guide star, which enables the telescope to track in
fine lock. The pointing control system (PCS) then preserves this roll angle for the
remainder of the visit.

In most cases, the difference between the desired roll angle, and the actual roll
angle, will be less than ∼0.003 degrees. This corresponds to a positional shift of
approximately 73 mas at the sub-dominant guide star, assuming a separation of
1,400 arcseconds between the two guide stars. Therefore, multiple visits at the
same specified roll, target, and guide stars will, under nominal circumstances, show
repeatability to this level. It is not uncommon for scheduling constraints to affect
the time between updates to the Fixed Head Star Trackers (FHSTs) and FGS
acquisitions, in which case roll angle deviations of 0.01 degrees and greater can
occur (i.e., translational shifts above 100 mas). * Underlined text, paragraph 3: do
we have any number for ACS and WFC3?

”* (sentence is a bit unclear. Is this rewrite OK?br ”For visits with the same guide
stars and requested roll angle, the actual roll changes incurred between visits can
be accurately determined from the locations of guide stars in the FGS, as recorded
in the datasets’ jitter files.
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9.2 Observational Dithering Options for Drizzling Data

9.2.1 Dithering Strategies

What is Dithering?

An increasingly popular technique in UV, optical, and IR imaging observations
involves the use of dithering, that is, spatially offsetting the telescope by shifts that
are generally small relative to the detector size and therefore moving the target to
a number of different locations on the detector.

Two of the main strategies involve,

1. offsets by an integer number of pixels to facilitate the removal of bad pixels,
and

2. offsets by sub-integer pixels to improve spatial sampling of the point spread
function (PSF).

The latter application is particularly important in the case of HST because the PSF
is so small that it is significantly undersampled by most primary science instruments.

1. A third spatial offsetting technique involves the use of large shifts, comparable
to the scale of the detector, to fully map areas of the sky that are several times
larger than the detector area. This is generally referred to as “mosaicing,”
observations like the Hubble Deep Field and Ultra-deep field. In this context,
these refer to large mosaics created from data taken over multiple visits using
different guide stars, and should not be confused with the ‘mosaic’ of dither
patterns. Large multi-visit mosaics involve observational considerations and
methods of data analysis that are beyond the scope of this document. How-
ever, the techniques we discuss in this document are essential to mosaicing
with HST.

Benefits of Dithering

Dithering of HST observations is hardly new; the primary data acquisition modes
of the GHRS and FOS involved both sub- and multi-diode offsets to obtain well-
sampled data along the spectral dimension without gaps resulting from the presence
of a few dead diodes. However, dithered observations in imaging mode became
routine only after the dramatic improvement in HST optics with the installation of
COSTAR and WFPC2 in 1993.

Dithering often provides considerable benefits to a science program, specifically in
the following ways:
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1. Dithering reduces the effects of pixel-to-pixel errors in the flat field or in
spatially varying detector sensitivity.

2. Integer shifts of a few pixels allow the removal of small scale detector defects
such as hot pixels, bad columns, and charge traps from the image.

3. Non-integral (sub-pixel) dithers allow, when correctly implemented, the re-
covery of some information lost to undersampling by pixels that are [i]not[/i]
small in comparison to the point spread function.

The third point is of particular importance for HST imaging; almost all the imaging
instruments aren’t able to fully take advantage of the resolving power of HST optics.
This is because instrument designers had to decide between fully sampling a small
field of view, or using coarser sampling on a larger field.

Dithering was particularly important when WFPC2 and NICMOS were HST’s pri-
mary imagers. The width of a WFPC2 WF pixel, about 0”.1, was already compa-
rable in size to the optics full width at half maximum (FWHM) in the I-band and
substantially larger in the blue band. Images from the NICMOS camera 3 detector
were similarly undersampled over much of its spectral range. While the ACS/HRC
provided an adequately sampled PSF at optical wavelengths, it came at the cost of
a drastically reduced field of view — it was just 1/50th the area of ACS/WFC.

HST’s active imagers, WFC3/UVIS, WFC3/IR, and ACS/WFC, have detector pixel
widths comparable to the FWHM of the point spread function (PSF). In theory,
a minimum of two samples per FWHM would be required for full recovery of the
image resolution. While the “missing” samples could be recovered with dithering,
it’s not possible to completely undo the low-level blurring produced by a larger
pixel. Still, dithering provides substantial improvements to the final image quality,
including better removal of detector defects.

Costs and Drawbacks of Dithering

While dithering provides substantial benefits, there are a number of trade-offs that
must be understood and considered when deciding whether or not to obtain dithered
data. Additional details are described later in the document, but summarized below.

� Post-pipeline reprocessing of data with the astrodither package requires spe-
cial reductions that require more work for the observer.

� Additional spacecraft overhead time is needed for small angle maneuvers be-
tween dither points. Users will have to make some judgment calls about what
they can do within their allotted orbits by testing different observing scenarios
using the Astronomer’s Proposal Tool (APT). http://www.stsci.edu/hst/proposing/apt

� A long exposure broken into shorter exposures at each dither point will in-
crease the amount of read noise in the final combined image.

http://www.stsci.edu/hst/proposing/apt
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� In extreme cases where many images are obtained during an orbit, HST’s
Solid State Recorders (SSRs) may not be able to hold all the data between
downlinks. (In such instances, users may wish to consider the use of subarrays
for their data.)

� If the primary science goal is to measure differential changes over time, as in
time-series photometry, dithering may complicate data analysis due to detec-
tor intra-pixel sensitivity variations. While this is a concern for NIC3 data
analysis, it should not be an issue for WFC3/IR since there was no indication
of intra-pixel sensitivity during ground testing.

� Cosmic ray elimination may be more difficult for sub-pixel dithers with one
image per pointing.

For most HST observing programs, potential drawbacks of dithering are outweighed
by the scientific benefits. There are, however, some situations where the drawbacks
could outweigh the benefits, such as in programs with very limited observing time.

For questions related to how your observing program could be affected by dithering,
please consult the Phase 2 Proposal Instructions and use the Astronomer’s Proposal
Tool. If you need additional assistance, please get in touch with your Contact Scien-
tist or send an e-mail message to the STScI Helpdesk. help@stsci.edu2http://www.stsci.edu/hst/programs/hst/proposing/docs/p2pi.htmlhttp://www.stsci.edu/hst/proposing/apt

9.2.2 Selecting the Right Dither Strategy

(special note) The dithering strategies outlined in this section are guidelines, not
solid rules. There will likely be science programs that do not neatly fit into any
one of these dithering categories. If answers to your question are not found in this
document, the Phase 2 Proposal Instructions, instrument web pages, and the As-
tronomer’s Proposal Tool (APT), please get in touch with your Contact Scientist or
send an e-mail message to the STScI Helpdesk. help@stsci.edu http://www.stsci.edu/hst/programs/hst/proposing/docs/p2pi.htmlhttp://www.stsci.edu/hst/proposing/apt

Dealing with Cosmic Rays, Hot Pixels, Undersampling, and Photometric Accu-
racy

During the phase 2 proposal writing stage, users are faced with the challenge of
crafting the best possible observing program within the allocated telescope time. For
instance, a long observation broken into multiple dithered exposures comes at a cost:
increased readout noise and less total science exposure time (due to observational
overheads). How much of that cost can be incurred without compromising science
goals? That depends on the purpose of the observations: is it to detect an unknown
underlying structure in the field? Is high spatial resolution a priority? Is there a
requirement for highly accurate photometry?

2mailto:help@stsci.edu

http://www.stsci.edu/hst/programs/hst/proposing/docs/p2pi.html
http://www.stsci.edu/hst/proposing/apt
http://www.stsci.edu/hst/programs/hst/proposing/docs/p2pi.html
http://www.stsci.edu/hst/proposing/apt
mailto:help@stsci.edu
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Designing an observing program to get the best quality data depend on how to deal
with cosmic rays, hot pixels, spatial sampling, and signal-to-noise.

� Cosmic Rays: a minimum of two exposures, preferably 3 or more, is the most
effective way to reduce the number of cosmic ray hits at the same detector
location in each exposure (according to the binomial distribution?. Even
with two exposures, it’s possible to get overlapping cosmic ray hits in the
two images. In the example below, generated using the WFPC2 Exposure
Time Calculator, a 3,000 second exposure for a 24 magnitude point source in
F122M/gain 7 is broken into several sub-exposures to show how the number
of overlapping cosmic ray pixels is reduced as more sub-exposures are used
for the combined image, but at the cost of decreased signal-to-noise. (Items
in parenthesis are additional comments). A 3,000 second exposure would lose
about 61,000 pixels per chip to cosmic ray hits. If two 1,500 second images
were combined, the number of cosmic ray-affected pixels drops dramatically
to 1,400 per chip. If three 1,000 second images were combined, only 21 pixels
per chip would be affected by cosmic rays.

No. Sub-Exposures Total SNR Pixels Lost

(No Split) 3.7 9.606250% (about 61,000 pixels)

2 2.9 0.230700% (about 1,400 pixels)

3 2.5 0.003283% (21 pixels)

4 2.3 0.000033%

6 1.9 0.000000%

� Hot Pixels: flat-field calibrated images (flt.fits) from the archive are pro-
cessed with dark reference files that contain hot pixel information for a time
period during which the observation was obtained. (It usually takes a few
weeks for the most up-to-date dark reference files to catch up with the sci-
ence observations; if you retrieve images taken within a month to six weeks of
execution , chances are that the dark reference file used to calibrate the data
does not match the observation date.) Since some hot pixels are variable on
very short timescales, they’re not flagged in dark reference files. Therefore,
the easiest way to remove hot pixels is to dither the images. A 2-point dither
with small integer shifts is enough to remove most hot pixels.

� Undersampling: HST cameras, with exception of the HRC, have detector
pixel widths comparable to the FWHM of the point spread function (PSF).
Drizzle-combining images that are shifted by sub-pixel amounts can improve
PSF sampling, (in other words, increase spatial resolution). Generally, sub-
sampling by a small shift with a 1/2-pixel offset provides the best improve-
ments over non-dithered images. In some cases, observers may wish to further
explore the limits of the instrument and spacecraft pointing accuracy by con-
sidering small shifts with 1/3—pixel offsets. The extent to which such refine-
ments can be explored depends primarily upon the number of orbits available
and the instrument being used.
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� Photometric Accuracy: HST instruments can vary in sensitivity across
each individual pixel; this is referred to as intra-pixel sensitivity. For an un-
dersampled PSF, this can complicate photometric analysis of dithered images.
Therefore, programs requiring highly accurate photometry measurements may
not always benefit from dithering.

A Top-level View of Dithering Strategies

Decisions on how to implement dithering in your observing proposal depends on
many factors, some of which were discussed in the previous section, others that will
be explained later in this chapter. With the exception of mosaic dithers, dither
step sizes are kept small but also need to be large enough to remove chip gaps for
detectors like WFC3, WFPC2, and ACS/WFC. Don’t understand underlined text.
Can it be explained? (Warren thought it was not correct.)

At a top level, there are several dithering categories:

- very Short Exposures: if each target is observed for less than a few min-
utes, extra overhead from dithering could significantly impact the overall
signal-to-noise (S/N that may offset advantages gained from dithering.

- Critical photometric measurements: for high-precision time-dependent
photometric monitoring, dithering may introduce additional complica-
tions due to intra-pixel sensitivity variations. Therefore, some observers
may prefer to obtain all the images at a single pointing location.

dithering each exposure by integer pixel shifts reduces the impact of hot
pixels in the final combined image. Furthermore, spatial sampling can
be improved with 2- or 3-point sub-pixel dithering. It’s possible to do
cosmic ray rejection with a single image at each dither point but for a
more robust rejection, two or more exposures at each pointing is recom-
mended. For programs allocated about one orbit per target, at least two
to three exposures should be obtained to facilitate cosmic ray rejection.
If one is interested in targets throughout the field, rather than one single
small target, cosmic ray removal will need to be more rigorous, and a
larger number of exposures will be required. The instrument handbooks
give expected cosmic ray rates for each of the imaging instruments.
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for improved spatial sampling, a “full” 4-point dither, with 1/2 pixel
subsampling along both detector axes, is recommended. Most of the sub-
pixel information in an image can be recovered by a four-point dither.
Deep programs may benefit from an even larger numbers of dithers.
Obtaining a four-point dither across the field of view limits the user
to small dithers because of the distortion of many HST cameras. At
the same time, the user may want to remove features such as the slit
between the two chips on ACS with a large dither. The user may want
to combine several sets of four-point dithers in this case. In addition,
in cases where there are small objects with high signal-to-noise, image
quality can be improved by using dithering patterns sampled finer than
4 points.

it’s not always possible to obtain optimal dithers simultaneously for
primary and parallel instruments due to the large separation between
detectors, and different pixel scales. Uniformly-spaced dithers for the
primary instrument generally yield non-uniform dithers for the parallel
instrument. In most cases, we recommend that users select their dither
pattern to obtain the best possible data from their primary instrument.

the Planetary Camera (PC) and Wide Field Cameras (WFC) have dif-
ferent scales; therefore, a dither pattern was developed to implement
sub-pixel dithering in both camera types. (WFPC2 has been decommis-
sioned, this is FYI.)

Selecting the number of dither pointings and step sizes

Dithering requires a noticeable amount of spacecraft overhead, with each dither
offset typically adding about 2 to 3 minutes of overhead to the total observing plan.
Outlined below are recommendations for various observing goals.

Integer-Spaced Dither Steps Two to three integer-spaced dither steps will, in
most cases, correct the effects of hot pixels; if the flux from an object fell on a hot
pixel in one image, chances are good that it will fall on a normal pixel in the other
dithered image.

Sub-Pixel Dithering ***SG/reminder: these dither patterns need to be cross-
checked with the patterns in the phase 2 handbook for consistency.*** Strategies
and issues for sub-pixel dithering are covered in the remainder of this section. The
number of sub-pixel dithers for an observation depends on the amount of available
observing time and project goals.
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� The simplest type of sub-pixel dither is a two-point dither offset along only
one axis; this is used in STIS long-slit spectroscopy for subsampling along the
(spatial) slit direction. For example, one exposure would be obtained at the
original pixel position of (0, 0) and a second obtained at (0, n+1/2) pixels
where n is an arbitrary integer value.

� For imaging, a two-point sub-pixel dither starting at the original pixel position
of (0,0), followed by a second image shifted by (n+1/2, m+1/2), where n and m
are arbitrary integer values, will provide a substantial increase in information
over non-dithered data. For square detector pixels, this dither pattern results
in sampling that would be produced by an array with a pixel size that’s sqrt(
2) smaller than the original array, rotated by a 45 degree angle from the
original orientation. Setting n and m to a small integer value, around 5 to 10,
will also allow the removal of hot pixels.

Figure 9.1 shows the sampling by the WFC3 IR detector on the sky (note the
1slightly rectangular pixels), and Figure 9.2 shows the sampling produced by in-
troducing a two-point dither. The original placement is shown in black, the second
dither is in red.

1WFC3/IR pixels are not square pixels, but slightly elongated in the x direction.

Figure 9.1: The sampling of the WFC3 IR detector on the sky.

� A four-point dither yields a total of 4 images that have 1/2-pixel offsets in
x and y, as well as small integer shifts (n, m) to reduce the effect of hot
pixels: (0,0), (0,m+1/2), (n+1/2,m+1/2), (n+1/2,0). This yields uniform
tiling along the x- and y-axis with half-pixel offsets, providing a more robust
and powerful sub-sampling of the PSF. In fact, given the native sampling
of HST instruments, an accurate four-point dither recovers nearly all of the
information available in an image. (see Figure 9.3),
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Figure 9.2: The sampling produced by introducing a two-point dither using the
WFC3 IR detector.

Figure 9.3: A four-point dither.
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� Use of a three-point dither may arise for cases where the available observing
time breaks down more naturally into blocks of 3 exposures, instead of 2
or 4. However, the best placement for a three-point dither is not obvious
because there is no natural way to tile the plane using three placements of a
rectangular CCD grid. Two- and four-point dither patterns described earlier
minimize the largest distance of any point on the image plane to the nearest
dither location. Therefore, what kind of three point dither pattern would
have the same characteristics? Based on a (computer) calculation, this can be
done with offsets along the diagonal of (0,0), (1/3,1/3), and (2/3,2/3) pixels.
Again, additional integer offsets of a few pixels should be added to help remove
detector defects. Figure 9.4 shows a three-point dither applied to the WFC3
NIR detector.

Figure 9.4: A three-point dither applied to the WFC3 NIR detector.

� If the goal is to obtain extremely accurate PSFs from observations spanning
several orbits, users may consider an even finer subsampling of the pixel. An
eight-point dither could be performed by crossing a four point dither with a
two-point dither; in other words, a secondary dither pattern at the location
of each point in a primary dither pattern. That secondary dither should
be a two-point dither of the form (m + 1/4,n + 1/4) which would place a
point in the center of each “square” created by the primary four-point dither
pattern. A The four-point dither, if performed accurately with the loss of few
pixels to cosmic rays or other defects, B. Therefore, users of instruments like
ACS/WFC may prefer to cross a small four point dither with a larger two or
three point dither that will cover the gap between the chips. The four point
dithers will insure good subsampling in the final combined image.

A Same as previous query: the requirement for small integer offsets — is this true,
and why?B Does “recovers nearly all the information in a HST image” refer to the
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camera’s optical resolution? Is text in green OK?

� A number of WFC3 users have inquired about dithers in multiples of three
because they find that three exposures fit well into a single orbit. 1One option
is to create a nine-point dither by dividing the original pixel with a 3x3 grid.

Forming a 2six-point dither, however, is less clear; a calculation suggests that cross-
ing the linear three point dither, described above, with a (1/2,0) two-point dither
is the optimal strategy. For square pixels, the half-pixel dither could be taken in
either direction. But WFC3 IR pixels are slightly longer in the x-direction, so the
dither should be performed along the x-axis. In Figure 9.5, the 3

Figure 9.5: A six-point dither.

1 A three-point dither with another 3-pt secondary dither at each point:(0,0),
(0,a+1/3), (0,a+2/3), (m,m), (m+a+1/3), (m+a+2/3), (n,n), (n+a+1/3), (n+a+2/3),
where (0,0), (m,m), (n,m) is a 3-line dither with integer steps, and “a” is a small
integer added to the fractional shift.

2 The 6-point dither: (0,0), (0,m+a+1/2), (m,m), (m+a+1/2), (n,n), (n+a+1/2)
where (0,0), (m,m), (n,m) is a 3-line dither with integer steps, and “a” is a small
integer added to the fractional shift.

3 Reminder for SG/re-do figure with better color because black and blue look too
similar.

Data with Inaccurate Offsets in Position or Roll Angle

SG NEEDS TO REWRITE . . . . No need for use of jitter files for drizzlepac.
Rewrite: during occasions when pointing is off due to GS acq, etc., images in same
visit cannot be automatically aligned. For those cases, use tweakreg to measure
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offsets. Add text on how to recognize misaligned imgs from pipeline drizzle com-
bined images: double objects, elongated psf indicates sub-pix misalign, artifacts like
chopped psfs, etc. . . .

After the observations have executed, the pointing and orientation of the telescope
can be verified by using cross-correlation techniques and by examining jitter files
associated with the observations. These jitter files, that monitor guide stars pointing
stability, can be retrieved from the archive. A detailed explanation on how to
interpret the data is available in the HST Data Handbook3. The odds of a spurious
roll angle offset is relatively low; many long programs have now been performed
without experiencing roll offsets that were originally seen in Hubble Deep Field
data. Any occurrences of pointing errors, while infrequent, usually manifest as
inaccurate translational shifts between images. Grossly inaccurate offsets are easily
spotted in the combine-drizzled images. Checking for smaller offsets can be done
using tweakreg if there are sufficient point sources in the images.

After the observations have executed, the pointing and orientation of the telescope
can be determined directly by using cross-correlation techniques, as well as through
examination of the jitter files that can be requested from the HST archive as part
of the data products. The HST Data Handbook4 contains further details on the
jitter file and other data products, and how to extract their information. For most
programs, it is sufficient to determine the translational shift between images–the
chance of a spurious roll angle offset is relatively small, and many long programs
have now been performed without experiencing the roll offsets originally seen in the
HDF. However, the drizzle software is capable of combining the shifts in rotation
as well as position.

How many Images to Obtain at each Dither Location

In general, most cosmic rays can be removed with one image at each dither pointing.
It’s the best approach for small programs (one orbit per target) that require sub-
pixel dithering, and for programs that require low read noise (such as narrow-band
imaging of extremely faint sources). For larger programs, or for programs where
read noise is not a serious issue, users can opt for slightly improved sampling by
executing a small secondary sub-pixel dither at each pointing of a larger primary
dither pattern. Or they could choose to obtain multiple exposures at each primary
dither pointing.

Specific Instrument Related Issues

WFC3 In progress, needs light editing and verification of last paragraph.

Summarized below are WFC3 dither strategies for UVIS and IR channels. Addi-
tional information is available in the Phase II Proposal Instructions, Section 8.4.4, as
well as Appendix C in the WFC3 Instrument Handbook. http://www.stsci.edu/ftp/documents/p2pi/p2pi.pdfhttp://www.stsci.edu/hst/wfc3/documents/handbooks/currentIHB/appendixC1.html

3http://www.stsci.edu/hst/HST overview/documents/datahandbook/
4http://www.stsci.edu/hst/HST overview/documents/datahandbook/

http://www.stsci.edu/ftp/documents/p2pi/p2pi.pdf
http://www.stsci.edu/hst/wfc3/documents/handbooks/currentIHB/appendixC1.html
http://www.stsci.edu/hst/HST_overview/documents/datahandbook/
http://www.stsci.edu/hst/HST_overview/documents/datahandbook/
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WFC3 dither patterns designed to subsample pixels can be used as secondary pat-
terns to complement primary WFC3 patterns with larger steps. It’s also possible
touse WFC3 patterns as secondary patterns within a primary pattern based on
generic BOX, LINE, or SPIRAL pattern types. When combining patterns, the
smaller dither pattern should be the secondary pattern to minimize time spent in
moving the telescope.

WFC3/UVIS WFC3/UVIS images are in many ways similar to ACS/WFC im-
ages. The detector is comprised of two rectangular CCD chips separated by a gap
approximately 35 pixels wide, so that a gap-stepping dither is needed to avoid hav-
ing a gap across the center of the field of view. The projection of the pixels on the
sky is in the shape of a rhombus, with an angle between the X and Y axes of 86
degrees. As with the ACS/WFC, a POS TARG in Y is along the Y axis of the
aperture (along columns), and a POS TARG in X is perpendicular to the Y axis
(not quite along rows). The plate scale is 0.04 arcseconds/pixel on each axis, and
the FWHM of the point spread function is between 1.6 and 2.3 pixels, depending
on wavelength. WFC3/UVIS images will thus benefit from half-pixel dithering, but
not as much as WFC3/IR images. Non-linear distortion causes the projected area
of the pixels to vary by +/-3% relative to that at the center of the detector, so POS
TARGs and patterns will produce shifts in pixels that vary with location on the
detector.

Seven patterns have been installed in the phase 2 software to dither and mosaic
WFC3/UVIS images.

� WFC3-UVIS-DITHER-LINE dithers the UVIS aperture by (2.5, 2.5) pixels
to sample the point spread function with fractional pixel steps.

� WFC3-UVIS-DITHER-LINE-3PT dithers the UVIS aperture by (2.33, 2.33)
pixels to sample the point spread function with fractional pixel steps.

� WFC3-UVIS-GAP-LINE dithers over the gap between the two chips of the
UVIS detector with relative steps of (-2.25,-30.25) and (2.25,30.25) pixels.

� WFC3-UVIS-DITHER-BOX samples the point spread function with fractional
pixel steps and produces spacings of more than one column to move hot
columns. The relative steps in pixels are (0, 0), (4.0, 1.5), (2.5, 4.0), and
(-1.5, 2.5).

� WFC3-UVIS-MOS-DITH-LINE has a primary pattern that dithers over the
gap between the two chips of the detector with relative steps of (-4.5,-60.25),
(0, 0), and (4.5, 60.25) pixels. A secondary pattern adds a dither of (2.5, 1.5)
pixels to the primary pattern.

� WFC3-UVIS-MOS-BOX-LRG produces a UVIS mosaic that can be executed
with a single set of guide stars. It dithers the gap between the chips so that
no region lies in the gap more than once. The relative steps in pixels are
approximately (-1000, -997), (1000, -1001), (1000, 997), and (-1000,1001).
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� WFC3-UVIS-MOSAIC-LINE is designed for observations using the full WFC3/UVIS
detector for primary exposures and the full ACS/WFC detector for parallel
exposures. It dithers over the inter-chip gap on both detectors. The relative
steps on the WFC3/UVIS detector are (0, 0) and (36.5, 71.5) pixels.

For programs requiring high precision small aperture photometry, observers should
see (Brown 2008)5 for a discussion of features called “droplets,” caused by con-
tamination on the outer window of the UVIS detector. Dithers ∼100 pixels are
recommended to improve photometry.

The WFC3 pipeline produces cosmic ray-rejected (CRJ) images from input flt im-
ages for CR-SPLIT exposures, but these have not been corrected for geometric
distortion. When AstroDrizzle is run in the pipeline, it will use the flt images as
input, tagging cosmic rays in those images with a different data quality flag value
(4096) from those cosmic rays found by CALWFC3 (DQ value of 8192). Observers
are generally encouraged to use dithers instead of CR-SPLIT exposures for a num-
ber of reasons: to change the placement of hot pixels on the field, to resample the
point spread function, and to reduce the impact of pixel-to-pixel errors in flats.

WFC3/IR The WFC3/IR pixels are projected as rectangles on the sky, with X
and Y plate scales ∼0.14 and 0.12 arcseconds per pixel. A POS TARG in Y is along
the Y axis of the aperture (along columns), and a POS TARG in X is along the
X axis (along rows). The FWHM of the point spread function is between 1.0 to
1.25 pixels, so sub-pixel dithering is needed to recover spatial resolution. Non-linear
distortion causes the projected area of the pixels to vary by +/-4% relative to that
at the center of the detector, so POS TARGs and patterns will produce shifts in
pixels that vary with location on the detector.

Note that there is a ∼45 pixel diameter dead spot near the lower edge of the
WFC3/IR detector, centered at ∼[358,54]. A dither larger than this diameter should
be used if imaging in that area is required, such as the WFC3-IR-DITHER-BLOB
pattern.

Five patterns have been installed in the phase 2 software to dither and mosaic
WFC3/IR images:

� WFC3-IR-DITHER-LINE takes steps large enough for photometric accuracy
and samples the point spread function with fractional pixel steps. The relative
steps in pixels are (0, 0) and (3.5, 3.5).

WFC3-IR-DITHER-LINE-3PT takes steps large enough for photometric accuracy,
and samples the point spread function with fractional pixel steps. The relative steps
in pixels are (0, 0) and (3.33, 3.33).

� WFC3-IR-DITHER-BOX-MIN takes steps just large enough for photometric
accuracy and samples the point spread function with fractional pixel steps.
The relative steps in pixels are (0, 0), (4.0, 1.5), (2.5, 4.0), and (-1.5, 2.5).

5http://www.stsci.edu/hst/wfc3/documents/ISRs/WFC3-2008-10.pdf

http://www.stsci.edu/hst/wfc3/documents/ISRs/WFC3-2008-10.pdf
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� WFC3-IR-DITHER-BOX-UVIS is a four-point box pattern that produces an
IR mosaic covering the same area as the UVIS detector. The IR imaging is
intended to be accompanied by a UVIS exposure (or small dither pattern)
using the aperture UVIS-CENTER.

WFC3-IR-DITHER-BLOB dithers over the IR “blobs,”described in ISR WFC3
2010-09, using relative steps of (-14.25,-14.25) and (14.25,14.25) pixels. http://www.stsci.edu/hst/wfc3/documents/ISRs/WFC3-
2010-09.pdf

WFC3/IR exposures are made with predefined timing sequences of non-destructive
reads. As in NICMOS, up-the-ramp fitting of the fluxes in the sequence is used to
identify and remove cosmic ray flux from each pixel. The accuracy of the procedure
depends on the timing sequence and the number of frames specified in the proposal,
just as the accuracy of traditional cosmic ray rejection in CR-SPLIT exposures on
a CCD detector depends on the number of exposures and the exposure time.

ACS When taking several exposures of a field in a single filter, observers are
generally encouraged to use dithers instead of CR-SPLIT exposures for a number
of reasons: to change the placement of hot pixels on the field, to resample the point
spread function, and to reduce the impact of errors in the pixel-to-pixel flats.

The relatively large distortion, up to 8% across the WFC camera, is an important
consideration in designing a dither strategy. Each detector pixel, when projected on
the sky, corresponds to a parallelogram.Interior angles of these parallelograms differ
from 90 degrees by as much as 5 degrees, depending on pixel location in the detector.
As a result, a shift of several pixels will produce noticeably different sub-pixel offsets
in the distorted (i.e, raw.fits or flt.fits) image. The two WFC chips are separated by
about 2.5 arcseconds (about 50 WFC pixels). Therefore, many ACS/WFC dither
strategies use offsets large enough to overlap this gap, which results in different
sub-pixel shifts effects in the distortion-corrected image.

Since dither offsets are executed as POS TARG shifts along the detector x and
y axes, this means that each POS TARG shift on the sky follows the edges of a
parallelogram. These shifts have been defined such that displacements in rectilinear
sky coordinates are aligned along the y-axis of the detector (Mutchler and Cox
2001). For example, a displacement of one WFC pixel along the x- and y-axes of
the detector is represented in sky coordinates as follows: one pixel displacement
along the detector y-axis is a 0.0497 arcsecond offset along the Y-POS direction;
however, a one pixel displacement along the detector x-axis requires a 0.0496 arcsec
offset along the X-POS direction and 0.0038 arcseconds along the Y-POS direction,
due to the non-orthogonality of the pixels on the sky. (X-POS and Y-POS are the
undistorted POS TARG reference frame.)

XPOS = x. a11 + y. a10

ypos = x. b11 + y. b10

Pointspacing=SQRT(XPOS2̂ + YPOS2̂)

pattern orient=atan((YPOS)/(XPOS))

http://www.stsci.edu/hst/wfc3/documents/ISRs/WFC3-2010-09.pdf
http://www.stsci.edu/hst/wfc3/documents/ISRs/WFC3-2010-09.pdf
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Figure 9.6: A one pixel shift in detector x- and y-axes as it would appear in the
undistorted POS TARG reference frame.



158 � CHAPTER 9. APPENDIX

distortion coefficients (just the first two terms of the full 4th-order poly-
nomial)

Table 9.1:
Instrument a10 a11 b10 b11

WFC 0.0000 0.0494 0.0494 0.0040

HRC 0.0000 0.0283 0.0248 0.0029

SBC 0.0000 0.0336 0.0301 0.0033

A number of pre-defined dither patterns that cover a wide range of observing re-
quirements have been created for ACS detectors (Mutchler and Cox 2001), and are
incorporated in the Phase II Astronomer’s Proposal Tool (APT) software. These
patterns are summarized below, more details are available in the Phase II proposal
Handbook. http://www.stsci.edu/hst/acs/documents/isrs/isr0107.pdf

� DITHER-LINE: observations are taken along a ‘line’ with integer pixel shifts
in the detector x- and y-axis to remove most detector artifacts like hot pixels.
For WFC, the shifts are 5 pixels in x and 60 pixels in y to cover the inter-chip
gap. The SBC shifts are 10 pixels in x and y. (HRC, now inoperable, had
5 pixel shifts in x and y.) This pattern could be augmented by a secondary
dither pattern at each DITHER-LINE pointing for PSF subsampling using
half-pixel offsets (i.e., [2.5, 1.5]) or even one-third pixel offsets (i.e., [0, 0], [2.3,
1.3], [4.6, 2.6]).

� MOSAIC-LINE: large offsets, comparable in size to the detector, taken along
a line to increase the field of view. By default, this is a 2-point dither. For
WFC, the default offset size is 1948 pixels along the y axis (about 47% of
the y-dimension for the combined WFC detectors as projected on the sky)
which gives a 200 x 300 arcsec field of view. This configuration, in most
instances, allows the same guide star pair for the two pointings and will cover
the inter-chip gap. For the HRC and SBC, this is a shift of about 95% of the
y dimension of the detector (973 pixels) as projected on the sky, which nearly
doubles the field-of-view. Up to 9 pointings are allowed for this dither pattern.
Sub-pixel dithers, as described above, may also be used at each pointing for
better sampling.

� DITHER-BOX: a set of 4 pointings using integer-pixel and half-pixel offsets
at each pointing to provide better PSF subsampling. WFC, SBC, and HRC
have the same relative pixel offsets: (0, 0), (5.0, 1.5), (2.5, 4.5), (-2.5, 3.0).

� MOSAIC-BOX: a 4-point dither pattern with large offsets, comparable to the
size of the detectors. This pattern cannot be used for WFC because it requires
the use of two guide star pairs, and therefore has to be manually implemented
as POS TARG special requirements. For SBC and HRC, the default pattern
uses shifts that are 95% the detector dimensions to values create a mosaic
roughly 4 times the field of view.

http://www.stsci.edu/hst/acs/documents/isrs/isr0107.pdf


9.2. OBSERVATIONAL DITHERING OPTIONS FOR DRIZZLING DATA � 159

Thse predefined patterns should cover the needs of the vast majority of scientific
program. Other patterns can also be created using a combination of POS TARG
offsets.

STIS STIS is used to obtain images and spectra; therefore, the best dithering
method depends on the science goals for the observing program. Those goals may
require increased spatial resolution, removal of hot pixels, and minimizing uncer-
tainties in pixel-to-pixel sensitivity with respect to the reference flat-fields.

Additional information about STIS dithering strategies are available at Section 11.3
of the STIS Instrument Handbook. A summary is provided below. (http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/c11 datataking4.html)

Image Mode Dithering Observers can reduce the effect of flat field uncertainties
(particularly for the MAMA detectors) by using a small step pattern with integral
pixel shifts. This effectively smoothens the detector response over the number of
steps, achieving a reduction in pixel-to-pixel non-uniformity by the square root of
the number of steps, assuming the pixel-to-pixel deviations are uncorrelated on the
scale of the steps. This approach requires sufficient signal-to-noise to allow image
registration.

Alternatively, the spatial resolution may be somewhat improved with a dither pat-
tern that includes sub-pixel shifts. Images obtained with the STIS/CCD (0.0508
arcsec/pixel)1, have nearly the same spatial scale as those obtained by the WFPC2/PC
camera (0.045 arcsec/pixel); spatial resolution improvements from dithering would
be similar for both cameras. The spatial scale of MAMA images is half that of the
CCD images, so the gain in spatial resolution from dithering MAMA images would
be more modest, and probably insignificant for the majority of programs. Although
the PSF on the MAMA detectors should be narrower than on the CCD because of
the shorter wavelengths at which the MAMAs operate, in practice this advantage is
offset by additional complications introduced through the instrument optics. It is
important to realize that the focus varies across the field of view for STIS imaging
modes, with the optical performance degrading by about 30% at the edges of the
field of view. Thus, the achievable spatial resolution is significantly compromised
in those regions.

Whether or not the dither pattern includes sub-pixel shifts, the effects of bad
columns, hot pixels, and other detector artifacts on the CCD can be reduced or
eliminated if the dither pattern is greater than a few pixels. Predefined dither
patterns are available for observers to use, which include:

� STIS-CCD-BOX: A four point parallelogram scan designed for dithering across
the CCD pixels. The default setting produces relative pixel shifts of (0, 0),
(10, 5), (15, 15), and (5, 10) to compensate for hot pixels and small-scale
detector non-uniformities.

� STIS-MAMA-BOX: Like its CCD counterpart, this pattern produces a four
point paralleogram with the same relative pixel positions.

http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/c11_datataking4.html)
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� STIS-SPIRAL-DITH: A spiral dither pattern, starting at the center and mov-
ing outward counterclockwise. When this pattern uses four points, the result
is a square pattern. For a 4 point dither, this is not the optimum strategy.
Users will get better results, such as enhanced resolution, by using the STIS-
CCD-BOX or STIS-MAMA-BOX patterns.

1http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/c13 specref03.html#922126
(add as link to framemaker document)

Spectroscopic Mode Dithering Dither patterns can be used with STIS spectro-
scopic modes to do the following:

� Average over pixel-to-pixel flat field uncertainties.

� Facilitate removal of hot and cold pixels (e.g., by using integer pixel steps).

� Subsample the spatial PSF along the slit (by sub-pixel steps along the slit).

� Step along the dispersion direction, perpendicular to the spatial axis of the
slit.

� Subsample the spectral Line Spread Function (LSF) by stepping a fraction of
a pixel along the dispersion direction.

� Map out a two-dimensional region of the sky by using larger step sizes equal
to or greater than the slit width.

In first-order spectroscopic modes, improved S/N ratios can be achieved by stepping
the target along the slit, taking separate exposures at each location. These separate
exposures will subsequently be shifted and added in post-observation data process-
ing. This dithering smooths the detector response over the number of steps, in a
manner analogous to that for imaging. For echelle modes, stepping is only possible
using the long echelle slit (6 x 0.2 arcseconds). Note that in the high dispersion
echelle modes, Doppler shifting due to spacecraft motion will cause the counts from
any output pixel to have been sampled at many independent detector pixels in
the dispersion direction (for exposures comparable to an orbit visibility period and
targets well away from the orbital pole of HST).

In slit-less or wide-slit mode, stepping along the dispersion would allow indepen-
dent solutions for spectrum and flat field, bearing in mind, however, the increased
complexity due to the convolution of the spectrum with the spatial structure in the
source. This technique is likely to be useful only if the constituent spectra have a
good S/N ratio (perhaps 10 or better), so that the shifts between spectra can be
accurately determined.

A variation on this technique involves using one of the contingent of fixed pattern, or
FP-SPLIT slits. These slits are designed to allow the wavelength projection of the
spectrum on the detector to be shifted such that the fixed pattern noise in the flat

http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/c13_specref03.html#922126
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field and the spectral flux distribution of the target can be computed simultaneously
using techniques that have been successfully applied to data taken with GHRS. Note
that this approach is likely to work best if the spectra have a good S/N ratio. More
detailed information on the use of FP-SPLIT slits is provided in the STIS Instrument
Handbook. http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/cover.html

In many configurations the spectral line FWHM is less than two detector pixels.
Possible solutions include stepping the target along the dispersion direction in a
wide slit or slit-less aperture to subsample the LSF by displacing the spectrum.
This technique can also be used to increase the S/N ratio. To employ this strategy,
the observer will have to trade off the benefits of improved sampling with the neg-
ative impact of increased wings in the LSF when using a wide slit, particularly for
MAMA observations. The use of high-res mode (which is the default) for MAMA
observations may provide 15 to 30 per cent better sampling, but flat field variability
may make it difficult to realize the benefits, particularly if high S/N ratio spectra are
needed. http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/c11 datataking2.html#320734

There are several pre-defined dither patterns that are available for observers to use,
these include:

� STIS-PERP-TO-SLIT: This is normally used with a spectroscopic slit. It
produces a scan along the POS TARG X-axis of the aperture; this is used to
map a two-dimensional region of the sky. The target is moved perpendicular
to the slit along the AXIS1 (dispersion) direction.

� STIS-ALONG-SLIT: This is also normally used with a spectroscopic slit. It
produces a scan along the POS TARG Y-axis of the aperture; this is used
to step a target along the long slit to dither bad pixels or improve spatial
resolution). The target is moved along the slit in the AXIS2 (cross-dispersion
or spatial) direction.

Additional information about these spectroscopic dither patterns are available in
the STIS Instrument Handbook

NICMOS Sent request to Larry for WFC3 review

NICMOS has been decommissioned. The information below is provided as a refer-
ence for archival data users.

A wide variety of pre-defined patterns has been created for NICMOS, to allow
an easy implementation of both integer-pixel and sub-pixel dithering. These are
generalized extensions to the simple line and box dithers by including spiral and
chopping dithers, which are necessary to allow successful removal of a number of
NICMOS artifacts. The advantages offered by dithering with NICMOS are the
following:

� Post-SAA Cosmic Ray Persistence: The NICMOS detectors suffer from per-
sistent after-images when exposed to a strong signal. This can arise from

http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/cover.html
http://www.stsci.edu/hst/stis/documents/handbooks/currentIHB/c11_datataking2.html#320734
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astronomical objects, but it also occurs due to cosmic ray bombardment dur-
ing every passage of HST through the South Atlantic Anomaly (SAA). After
SAA passages, a very large fraction of NICMOS pixels glow with a persistent
signal that can take up to a few orbits to decay completely. Dithering can
help average over the additional noise (really non-Gaussian, spatially corre-
lated signal) that results from SAA-induced persistence. The worst effects of
CR persistence can sometimes be removed by the drizzle and blot techniques.
The NICMOS team has also implemented Post-SAA Cosmic Ray persistence
removal software and dark observations which ameliorate a substantial amount
of the noise induced by traversing the contours. More information on the de-
tails of CR persistence removal can be found in the NICMOS Data Handbook
(McLaughlin & Wiklind 2007).

� Photometric accuracy: the effects of large-scale flat-field variations and of
bad-pixels can be controlled via integer-pixel dithering. In addition, for rel-
atively bright objects, dithering can eliminate potential problems of image
persistence. Geometric distortion in NICMOS is relatively small, except for
the NIC3 camera in its out-of-focus position. We recommend dither steps of
∼10 pixels for compact sources. The SPIRAL-DITH pattern can be used to
generate dither patterns with 2 positions or more.

� Improved sampling: NIC3, NIC2 (shortward of 1.75 microns) and NIC1 (short-
ward of 1.0 microns) undersample the image. As in the case of WFPC2, the
quality of the image can be improved by sub-pixel dithering. Most of the
information can be recovered via a two-point dither, and virtually all the in-
formation can be recovered with four-point dithers. Since NICMOS geometric
distortion is relatively small (except for NIC3 when out-of-focus), large dither
steps of order ∼10 pixels can be used. Telescope pointing errors, which can be
of the order of 0.02 arcseconds, may prevent one from obtaining an optimal
dither pattern in NIC1 and NIC2, where the uncertainty corresponds to 0.43
NIC1 pixels and 0.27 NIC2 pixels; in this case more than four dither positions
are advisable. For NIC3, the telescope pointing uncertainty corresponds to 0.1
pixels shift only, and four dither positions should still be viable for recovering
the information. The pre-defined SPIRAL-DITH pattern can be effectively
used for this purpose. Please see the section on HST pointing accuracy and
stability (Section 9.1) for more information.

� Background removal in uncrowded fields of compact objects: Observations with
the NICMOS long wavelength filters (central wavelength longward of 1.7 mi-
crons) are affected by variable thermal emission from the telescope (Sosey
20036). To remove this contribution from the images, suitable background
observations must be obtained. For compact targets and uncrowded fields,
observations of the background can be obtained by dithering the targets across
the detector’s FOV. The use of the SPIRAL-DITH pattern with two or four
positions, and a dither step of 10 pixels or more (depending on the size of
the targets), may be appropriate for many cases, although the parameters
may change according to the nature of the observations. The advantage of

6http://www.stsci.edu/hst/nicmos/documents/isrs/isr 2003-007.pdf

http://www.stsci.edu/hst/nicmos/documents/isrs/isr_2003-007.pdf
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dithering in such a case (rather than chopping, for example) is that the target
will remain on the chip for all observations, increasing the efficiency of the
observation.

Dithering NICMOS observations may also have disadvantages that an observer
should consider:

� Cosmic ray removal is not straightforward in pairs of sub-pixel dithered im-
ages. If you plan to use sub-pixel dithering to improve the image sampling,
then MULTIACCUM mode or two ACCUM mode exposures per position
should be obtained to help cosmic ray removal BEFORE image reconstruc-
tion. Some cosmic ray detection and removal is also performed during the
calibration of Multiaccum datasets as multiple reads during the exposure al-
lows for statistical elimination of abnormal flux values. In general, the use of
ACCUM mode is discouraged because there is little on-orbit calibration done
for this mode (e.g., dark frames, etc.).

� NICMOS Attached parallels: the three NICMOS cameras, NIC1, NIC2, and
NIC3, have different plate scales; care should be taken in ensuring that if
integer-pixel steps are desired in attached parallel (NIC1+NIC2) observations,
the steps are carefully chosen to satisfy this requirement.

� Overheads: The implementation of patterns requires at least 10 - 12 seconds
overhead per dither step. Large numbers of dithers can easily add up to
minutes taken out of a visibility period for an entire pattern. The trade-off
between the advantages offered by dithering, and the diminished amount of
observing time should be considered in deciding whether or not to dither.

� Rapid dithering can impose an additional load on the full system in terms of
command volume needed to execute the observations, overheads for science
data buffer management, and in the volume of data that must be processed
through the pipeline. In extreme cases, such as when the overheads required
to execute the observations far surpass the actual exposure times, these extra
loads can result in lowered overall efficiency of HST observations.

In general, the benefits of dithering greatly outweigh the disadvantages for NICMOS
observations. Whenever possible without incurring excessive overhead, we recom-
mend dithering as much as possible when taking NICMOS data. Note, however,
that many NICMOS observations are significantly affected by read-out noise, espe-
cially for Cameras 1 and 2 and observations shorter than 1.8 micron. Therefore,
the effects of read-out noise on multiply-dithered short exposures should always be
carefully balanced against the benefits provided by extensive dithering.

WFPC2 WFPC2 has been decommissioned. The information below is
provided as a reference for archival data users.

In addition to increasing information on the smallest spatial scales, dithering can be
used to reduce the effect of flat-field errors in very deep images. Large dithers (tens
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of pixels) were used in the HDF for this purpose. Furthermore, dithers greater than
one or two pixels can be used effectively to eliminate chip defects such as hot-pixels
and bad columns.

The Effect of WFPC2 Geometric Distortion on Dither Offsets Pixels near the
edge of the CCD differ in size on the sky from those near the center. For instance,
a shift of (10,10) pixels at detector coordinates (400, 400) corresponds to a shift of
about (10.2, 10.2) pixels at location (700, 700).

Default shift values for the “dither-line” pattern, in x and y, are 2.5 pixels for the
WF detectors, and 5.5 pixels for the PC detector. For this scenario, over nearly the
entire field of view, the difference in offset - even on the PC - is less than 0.1 pixels;
the shift is essentially optimal across the whole field.

However, for the standard “dither-box” pattern, spacing offsets are as much as 0.75
arcseconds (15.5 PC pixels). This results in a shift difference of about 0.3 pixels in x
and y between detector location (700, 700) and the detector center (400,400). While
the drizzle software is able to remove geometric distortion, it cannot change the fact
that the sampling will not be optimal across the entire field of view. Dither-box
pattern default values were chosen to avoid the overlap of detector defects such as
bad columns and hot pixels in the final combined image. However, for those willing
to risk the possibility that a target area of interest could repeatedly fall on one of
several bad chip columns, they could specify smaller offsets to produce a box that
would have smaller shift differences across the entire chip, like, for instance, a square
2 x 2 box with sides of 2.5 WF pixels or 5.5 PC pixels.

The Exact Relationship Between POS TARGs and WFPC2 CCD Rows and
Columns For WFPC2 an additional complication is introduced by the fact that
the four chips are not precisely aligned with one another, but have small rotational
offsets (less than 0.5 degrees) from their nominal alignments. Thus, the POS TARG
axes run exactly along the CCD rows and columns on whichever aperture is speci-
fied for the observations. For example, if aperture WF3 is specified, the POS TARG
axes will run exactly along the rows and columns on WF3, and will run only ap-
proximately along the rows and columns of the other CCDs. Note that if WFALL
is specified, then the rotation for WF3 is used since WF3 is the reference chip for
the WFALL aperture.

The CCD rotation misalignments lead to errors when attempting to dither by certain
pixel amounts. For small dithers (less than 0.3 arcseconds) the rotational offsets
between the CCDs are unimportant, as they imply pixel registration errors less than
3 milliarcseconds, which is roughly the nominal pointing and guiding stability for
HST. But such small dithers do not allow integral pixel stepping simultaneously on
the PC as well as the WF chips. A dither of 0.5 arcseconds (5 WFC pixels or 11 PC
pixels) gives near-integral stepping on the PC and the WF chips, though the CCD
rotations will then introduce registration errors up to 5 mas. An offset of (1.993,
0.000) arcseconds in x on WF3 would cause spurious motion in y of 0.17 pixel on
WF4, due to the rotation.
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Two basic types of dither patterns are defined for WFPC2, and are implemented in
the Phase II software that is used to process observing programs. These patterns
can also be used with non-default spacings when necessitated by very specific types
of observations, although in general we recommend that observers use the default
spacings which are optimized for a wide variety of scientific programs.

� WFPC2-LINE: the default setting is a two-point dither along a 45 degree
diagonal with respect to the pixels of the primary camera, with points spaced
by 0.3535 arcsec. This is equivalent to offsets of 2.5 pixels in x and y for the
WF, and approximately 5.5 pixels in x and y for the PC, providing an offset
with half-pixel increments along both the x and y axes on all the chips. This
pattern produces half-pixel subsampling of the PSF on all the chips, while at
the same time including integer-pixel offsets to ameliorate the effects of hot
pixels and other chip artifacts.

� WFPC2-BOX: a four-point parallelogram dither with points spaced 0.559 arc-
sec apart that’s equivalent to these POS TARG offsets, in arcseconds: (0.0,
0.0) (0.5, 0.25) (0.75, 0.75) (0.25, 0.5). This default setting was designed to
improve resolution in the final combined image. .

Reminder for SG: either slightly rewrite or add figure to illustrate. SG will think
about it more.

9.3 Previous Drizzle Software Packages

Introduction

Since the drizzle algorithm was first introduced in 1996 for the processing of the orig-
inal Hubble Deep Field observations, (http://www.stsci.edu/ftp/science/hdf/combination/drizzle.html),
it’s become the core of several software packages for correcting image distortion,
identifying and cleaning cosmic rays, aligning and combining dithered images, to
create a clean, distortion-free data product.

Original development of the 1drizzle software was a collaborative effort by Andy
Fruchter and Richard Hook (http://adsabs.harvard.edu/abs/2002PASP..114..144F).
The main code, written in Fortran77, was available as standalone executables, and
also as an IRAF task in the STSDAS v2.0 Dither package.

Later, Drizzle software became the basis for a more automated task, called PyDriz-
zle, that was written in Python. It aligned images based on WCS information to
produce distortion-corrected images.

In 2009, an automated Python task called MultiDrizzle was introduced. It imple-
mented steps for identifying cosmic rays in images aligned by PyDrizzle, allowing

http://www.stsci.edu/ftp/science/hdf/combination/drizzle.html),
http://adsabs.harvard.edu/abs/2002PASP..114..144F).
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images to be drizzle-combined with cosmic rays masks to create a final product free
of cosmic rays. http://www.stsci.edu/hst/HST overview/documents/multidrizzle

1The Python drizzle tasks could only be run in the PyRAF environment whereas
the original IRAF drizzle tasks could be run from either PyRAF or the original
IRAF command language, or cl environment.

9.3.1 First Generation Drizzle IRAF tasks

The original Dither package consisted of several separate tasks, executed separately
in a specific order, to align observations, as well as detect cosmic rays and other de-
tector defects (see WFPC2 ISR 98-04: The Drizzling Cookbook http://www.stsci.edu/hst/wfpc2/documents/isr/wfpc2 isr9804.html).

At its heart was the drizzle task, a set of compiled Fortran code, that was used
to combine dithered observations and improve sampling of all the data while using
cosmic ray and bad pixel masks created using the other tasks in the dither package.
Drizzle relied on the user to provide all necessary inputs for re-sampling the images,
including application of distortion coefficients, pixel offsets, rotation or plate scale
changes, and the size of the output image. Supplemental tasks were also provided
to perform coordinate transformations using the full drizzle algorithm, instead of
going through all the effort of re-sampling images themselves. While these 1older
tasks are no longer supported, their functionality has been incorporated into new
scripts used by PyDrizzle, MultiDrizzle, and DrizzlePac.

The following functions are the original IRAF interface routines in the first Dither
package, and are no longer supported: http://www.stsci.edu/instruments/wfpc2/Wfpc2 driz/dither handbook.pdf

avshift - Averages the shifts measured on the 4 WFPC2 chips

crossdriz - Builds a set of cross-correlation images (shift + rotation)

deriv - Takes the absolute derivative of each image

driz_cr - Creates cosmic ray masks for dithered data

loop_blot - Runs blot for a given list of input and output images

loop_driz - Runs drizzle for a list of input, output, and mask images

offsets - Builds cross-correlation image offsets (shift only)

mask_head - Attach mask names to image headers; invert mask if requested

precor - Cosmic ray removal in images that are used for the crossdriz task

rotfind - Finds rotation angle from a set of cross-correlation images

shiftfind - Finds X,Y shifts in a cross-corelation image

dunlearn - Resets all task parameters to default values

gprep - Transform shifts for one WFPC2 chip into parameters for

mosaicing all four chips

wfpc2_chips @ parameter set for ’avshift’ and ’gprep’ tasks

cdriz @ parameter set for the ’offsets’ task

drizzle - Perform linear image reconstruction by "drizzling" an image

blot - Image sampling using interpolation (reverse "drizzling")

tran - Transform coordinates taking into account distortion

tranback - Transform an X,Y position from output to input pixel position

using the same conventions as drizzle

traxy - Transform an X,Y position from input to output pixel position

using the same conventions as drizzle

wcs2dr - Converts WCS header information into drizzle parameters for

image registration

http://www.stsci.edu/hst/HST_overview/documents/multidrizzle
http://www.stsci.edu/hst/wfpc2/documents/isr/wfpc2_isr9804.html).
http://www.stsci.edu/instruments/wfpc2/Wfpc2_driz/dither_handbook.pdf
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Second Generation Dither tasks

PyDrizzle provides a semi-automated interface for computing the parameters neces-
sary for running drizzle. PyDrizzle was written in Python and may be run in either
the Python or PyRAF environments, although PyRAF is necessary to have access
to the EPAR interface. PyDrizzle performs the task of determining the parameters
necessary for aligning images based on the WCS information in the input image
headers, as well as any supplemental alignment information provided in shiftfiles.
PyDrizzle uses this information to combine the images onto a common WCS. Py-
Drizzle does not identify cosmic-rays, however, it has the ability to ignore pixels
flagged as bad, such as pixels identified by other programs as affected by cosmic-
rays. PyDrizzle only aligns and combines images and still includes parameters for
controlling the specifics of how this is accomplished, including exactly how to spec-
ify the output product’s size, pixel scale, center and orientation. The full set of
PyDrizzle parameters can be found at <ADD WEB LINK>. Additionally, basic
examples for running PyDrizzle in pure Python and/or PyRAF session can be found
at <ADD WEB LINK>. For more information on the Python environment see the
Python Web page.

WCS-enabled Dither Tasks

Instead of explicitly providing all of the alignment information, the input image’s
WCS information can be used in conjunction with the distortion coefficients to
place the image in the output frame. This can be done using WCS-enabled versions
of the basic drizzle and blot tasks, as well as the coordinate transformation tasks
traxy and tranback. These tasks allow the user to simply specify the output WCS
information or use the WCS information of an existing drizzled image to define the
output frame. The WCS keywords from the input image will then be fit to the
WCS derived from the output frame to determine how to place the image in the
output image without requiring the user to explicitly provide offsets, rotations and
scale changes as required by the original drizzle task. [edit] WCS-enabled Drizzle
The task wdrizzle provides the user with the ability to use the WCS information
to apply the drizzle algorithm to an input image and place that corrected image in
an output frame specified through the use of WCS information. The full parameter
set for wdrizzle can be found at <ADD WEB LINK>. If the output image already
exists and the geomode parameter has been set to wcs, then the WCS information
from that image will be used in place of the WCS parameter values specified for
outscl, raref, decref, xrefpix, yrefpix, orient. [edit] Coordinate Transformation Tasks

Several supplemental tasks have also been developed using the core drizzle Fortran
code base, primarily to provide the ability to apply the drizzle transformations
to coordinates rather than to whole images. This capability allows the user to
measure an object of interest in one frame and find it’s exact position in the other
frame making it possible to eliminate the effects of re-sampling of the PSF. The
tasks traxy and tranback require the user to provide the full set of transformation
parameters as they would be given to drizzle or blot respectively. These tasks also
have WCS-enabled versions; namely, wtraxy and wtranback. These WCS enabled
versions accept the same inputs as wdrizzle or wblot to set up the parameters for
the transformation, and will use the WCS from an existing image to compute the
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results. The task tran, on the other hand, asks for the original input image as well
as the output drizzled image as created by any of the drizzle tasks and a direction
for the transformation. It then reads the drizzle parameters written out the header
of the output image to set up the transformation, and will automatically call either
tran or tranback depending on the direction of the transformation requested by the
user. All of these tasks support operations on either a single X,Y position or on a
list of X,Y positions provided as an ASCII file with a column of X positions and a
column of Y positions.

The second generation drizzle tasks focused on automating the use of the original
separate IRAF tasks for creating a final drizzle-combined product that was free
of cosmic-rays. Most of the task development was done in Python. These tasks
used PyRAF to provide an IRAF epar interface to simulate the run environment
of native IRAF tasks. These tasks can only be run under PyRAF or directly under
Python itself. They included:

multidrizzle - Automated Python task for performing cosmic ray rejection

pydrizzle - Automated Python-based interface for the "drizzle" task

tweakshifts - Compute residual shifts between images

xytosky - Translate a 2-D image pixel coordinate to right ascension

and declination, optionally applying the distortion coefficients

for the detector.

wtraxy - Transform an X,Y position from input to output pixel position

using the same conventions as drizzle, with WCS and list support

wtranback - Transform an X,Y position from output to input pixel position using

the same conventions as drizzle, with WCS and list input support

wblot - Image sampling using Interpolation; reverse Drizzle version with

WCS support

These Python tasks use the same core Fortran77 codebase used by the original
native IRAF tasks for applying the drizzle algorithm to the images.

Supplemental tasks

The final set of tasks addressed operations that are generally useful, but not directly
involved in image alignment or coordinate transformations.

cgsky - Compute sky using ‘gsky’ plus a correction for histogram truncation.

gsky - Compute sky using the same mode algorithm used in task "crrej".

imextreme - Locates the maximum and minimum pixels in an image.

sky - Sky processing by "crrej-like" algorithm.

dq @ parameter set for the ’sky’ task.

These tasks, however, have been written as native IRAF tasks and have been known
to have problems with some datasets. Problems with any of the tasks in the Dither
package can be reported to help@stsci.edu. In that case, why have a statement
(underlined, directly under ‘supplemental tasks) about it being still useful?
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1The use of these non-supported functions may result in the creation of inferior
data products, as the most current updates to the code and methodology are only
implemented in the Python functions.
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